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1.  INTRODUCTION 

1.1. PURPOSE 
This document will review the state-of-the-art with respect to autonomous, intelligent systems 
applicable to space robotics, focusing upon three tiers architectures from a systems approach and from 
each of the layers individually. 

1.2. SCOPE 
This document is the main outcome of the WP 1100 of the ERGO activity “Technology Review”. This WP 
consists on a review of the state of the art of current autonomous frameworks including the specific 
areas of interest for the different ERGO components.  

The following environments and elements will be reviewed:  
 Robotic Architectures with special focus on three layer architectures such as GOAC and IDEA. 
 Automated Planning covering both timeline planners, including ASPEN, CASPER, EUROPA, APSI 

and MOPS, and classical planners, including TFD and the OPTIC family. 
 Planetary rover navigation including the ExoMars, MSL and MER systems 
 Opportunistic Science including MASTER and AEGIS systems. 
 Arm Motion Planning. 
 Executive controllers 
 FDIR systems for on-board space software. 

1.3. CONTENTS 
This document is structured as follows: 

 Section 1. Introduction: this section; presents the purpose, scope and structure of the 
document. 

 Section 2. Reference and Applicable Documents: lists other documents that complement or are 
needed to understand this document. 

 Section 3. Terms Definitions and Abbreviated Terms: defines terms and acronyms used in the 
document. 

 Section 4. Technology Review: contains a review of the technologies relevant for the ERGO 
project, organized in the following subsections: 

 Section 5. Synthesizes the results of the Technology Review. 
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2.  REFERENCE AND APPLICABLE DOCUMENTS 

2.1. APPLICABLE DOCUMENTS 
The following is the set of documents that are applicable: 

Ref. Title Date 

[AD.1] European Robotics Forum, “The PERASPERA Roadmap” March 11th, 2015 

[AD.2]  “Master Plan of SRC activities”, PRSPOG1-R-ESA-T3 1-TN-D3.4. PERASPERA 
Consortium 

2015 

[AD.3] PERASPERA consortium, “Compendium of SRC activities (for call 1)”, version 1.8, 
PRSPOG1-R-ESA-T3 1-TN-D3.1. PERASPERA Consortium. 

2015 

[AD.4] Guidelines for strategic research cluster on space robotics technologies horizon 
2020 space call 2016 

October 30th, 2015 

[AD.5] ERGO (Europena Robotic Goal-Oriented Autonomous Controller) HORIZON 2020
COMPET-04-2016 Proposal: PART B, issue 1.2 

Sept. 19th, 2016 

Table 2-1: Applicable documents. 

2.2. REFERENCE DOCUMENTS 
The following is the set of documents referenced: 

Ref. Title 

[RD. 1] ECSS Secretariat. (ESA/ESTEC), “ECSS-E-70-11 Space Segment Operability” (August, 2005) 

[RD. 2] M. Van Winnendael, ESA/ESTEC Technical Note “Key Aspects of Onboard Software and Ground Control 
of Planetary Rovers” Draft 0.12

[RD. 3] C. McGann, F. Py, K. Rajan et al  “Adaptative Control for Autonomous Underwater Vehicles”  AAAI 
Conference 2008’’ 

[RD. 4] C. McGann, F. Py, K. Rajan, H. Thomas, R. Henthorn and R. McEwen. Preliminary Results for Model-
Based Adaptive Control of an Autonomous Underwater Vehicle.  11th Int'l Symp. on Experimental and 
Robotics (ISER) July 2008. Athens, Greece.

[RD. 5] ] C. McGann, F. Py, K. Rajan & A. Garcia Olaya. Integrated Planning and Execution for Robotic 
Exploration. International Workshop on Hybrid Control of Autonomous Systems July 2009. Pasadena, 
CA. 

[RD. 6] C. McGann, F. Py, K. Rajan, H. Thomas, R. Henthorn, and R. McEwen. A Deliberative Architecture for 
AUV Control. Proc. ICRA, 2008. 

[RD. 7] C.McGann et.al, Model-based, Hierarchical Control of a Mobile Manipulation Platform, 4th Intnl. 
Workshop on Planning and Execution for Real-World Systems, ICAPS 2009.

[RD. 8] C. McGann, F. Py, K. Rajan et al  “T-REX, a model-based architecture for AUV Control”. International 
Conference on Automated Planning and Scheduling. 2007

[RD. 9] S. Bernardini, D.E: Smith, “Constraint-based temporal planning: issues in Search Control and Domain 
Modelling 

[RD. 10] J. Eggleston, C. Haddow, F. Affaitati “EGOS Core Components” SpaceOps 2008 Conference 

[RD. 11] N. Peccia “Can a LEGO® Engineer work at ESA/ESOC as a Data System Software Engineer?  

[RD. 12] M. Merri, B. Melton, S. Valera, A. Parkes “The ECSS packet utilisation standard and its support tool” 

[RD. 13] Muscettola N., P. P.Nayak, B Pell, B. Williams. “Remote Agent: To Boldly Go Where No AI System Has 
Gone Before” Artificial Intelligence 103(1-2): August 1998.

[RD. 14] Pell, B., Gat, E., Keesing, R., Muscettola, N., and Smith, B. Robust periodic planning and execution for 
autonomous spacecraft. Procs. of IJCAI-97, 1997. 

[RD. 15] Jonsson, A., P. Morris, N. Muscettola, K Rajan, B Smith “Planning in Interplanetary Space: Theory and 
Practice" AIPS 2000, Brekenridge, 2000. 
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Ref. Title 

[RD. 16] Pell, B., Gamble, E., Gat, E., Keesing, R., Kurien, J., Millar, W., Nayak, P.P., Plaunt, C., and Williams, 
B.C. A hybrid procedural/deductive executive for autonomous spacecraft. Procs. of Autonomous 
Agents, 1998. 

[RD. 17] Frederic Py, Assia Belbachir, Kanna Rajan, John Ryan , Felix Ingrand, A Versatile Integrated Adaptive 
Robotic Planning and Execution System for AUV Control, Submitted ICRA10. 

[RD. 18] Chien, S. et.al, “Using Autonomy Flight Software to Improve Science Return on Earth Observing One”, 
J. of Aerospace Computing, Information Communication. 

[RD. 19] D. Bernard, et.al, “Remote Agent Experiment: Final Report,” NASA Technical Report, Feb. 2000 
available at: http://ic.arc.NASA.gov/projects/remote-agent/DS1-Tech-report.pdf 

[RD. 20] R. Alami, R. Chatila, S. Fleury, M. Ghallab, F. Ingrand “An Architecture for Autonomy” LAAS-CNRS 

[RD. 21] Muscettola N., G. A. Dorais, C. Fry, R. Levinson, and C. Plaunt, “IDEA: Planning at the core of 
autonomous reactive agents”, in Proc IWPSS, Houston,.

[RD. 22] Finzi, A., F. Ingrand, N. Muscettola, “Model-based Executive Control through Reactive Planning for 
Autonomous Rovers”, IROS 2004, 

[RD. 23] Ari K. Jhonsson and Paul H. Morris and Nicola Muscettola and Kanna Rajan “Planning in Interplanetary 
Space: Theory and Practice” NASA Ames Research Center, MS 269-2 Moffett Field, CA 94035-1000, 

[RD. 24] Cesta, A., Cortellessa, G., Fratini, S., and Oddi, A.  MrSPOCK: Generating a Planning System through 
a Timeline Representation Framework.  In ASTRA-08. Proceedings of the 10th Workshop on Advanced 
Space Technologies for Robotics and Automation, ESA-ESTEC, November, 2008 

[RD. 25] Cesta, A and Fratini, S.  The Timeline Representation Framework as a Planning and Scheduling Software 
Development Environment.  In PlanSIG-08. Proceedings of the 27th Workshop of the UK Planning and 
Scheduling Special Interest Group, Edinburgh, UK, December 11-12, 2008

[RD. 26] Cesta, A., Cortellessa, G., Denis, M., Donati, A., Fratini, S., Oddi, A., Policella, N., Rabenau, E. and 
Schulster, J.  MEXAR2: AI Solves Mission Planner Problems.  In IEEE Intelligent Systems, 22(4):12-19, 
2007 

[RD. 27] S. Chien, G. Rabideau, R. Knight, R. Sherwood, B. Engelhardt, D. Mutz, T. Estlin, B. Smith, F. Fisher, 
T. Barrett, G. Stebbins, and D. Tran. “ASPEN - Automated Planning and Scheduling for Space Mission 
Operations”. In Proceedings of SpaceOps 2000, 2000

[RD. 28] S. Chien, R. Knight, A. Stechert, R. Sherwood & G. Rabideau. 

Using Iterative Repair to Improve the Responsiveness of Planning and Scheduling. In Proceedings of 
the International Conference on AI Planning Systems (AIPS), 2000”. 

[RD. 29] G. Rabideau, D.Tran, et al. “ Mission Operations of Earth Observing-1 with on-board autonomy” 
Proceedings of the 2nd IEEE conference on Space Mission Challenges for Information technology (2006)

[RD. 30] Donati, A., Policella, N., Cesta, A., Fratini, S., Oddi, A. Cortellessa, G., Pecora, F., Schulster, J., 
Rabenau, E., Niezette, M., Steel, R.  “Science Operations Pre-Planning & Optimization using AI 
constraint-resolution - the APSI Case Study” 1.  In SpaceOps-08. Proceedings of the 10th International 
Conference on Space Operations, Heidelberg, Germany, May 12-16, 2008 

[RD. 31] D.E. Bernard, E.B. Gamble,et al, “Remote Agent Experiment: DS1 Technology Validation Report”. Jet 
Propulsion Laboratory 

California Institute of Technology Pasadena, Calif. 

[RD. 32] R.E. Fikes and N.J. Nilsson. STRIPS: A new approach to the application of theorem proving to problem 
solving. Artificial Intelligence, 2(3-4):189-208, 1971.

[RD. 33] Fratini, S., Pecora, F., and Cesta, A.  Unifying Planning and Scheduling as Timelines in a Component-
Based Perspective.  In Archives of Control Sciences, 18(2):231-271, 2008

[RD. 34] N. Muscettola, S.F. Smith, A. Cesta, and D. D'Aloisi. Coordinating Space Telescope Operations in an 
Integrated Planning and Scheduling Architecture. IEEE Control Systems, 12(1):28-37, 1992 

[RD. 35] Nicola Muscettola Paul Morris and Ioannis Tsamardinos Reformulating temporal plans for efficient 
execution In Proc of Sixth Int Conf on Principles of Knowledge Representation and Reasoning KR’98.

[RD. 36] Smith, S.F., M.S. Fox, and P.S. Ow, "Generating and Maintaining Detailed Production Plans: 
Investigations into the Development of Knowledge-Based Factory Scheduling Systems", AI Magazine, 
7(4), Fall, 1986. 
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3.  TERMS DEFINITIONS AND ABBREVIATED TERMS 

3.1. DEFINITIONS 
Concepts and terms used in this document and needing a definition are included in the following table: 

Table 3-1: Definitions. 

Concept / Term Definition 

Planning 

Planning is the reasoning side of acting that aims to organize actions according to their 
expected outcomes in order to achieve some given goal. Automated Planning is the area of 
Artificial Intelligence (AI) that studies this process. 
One informal division in the field of automated planning can be done between classical-based 
and timelines-based planning, even though there are other approaches. Classical planning 
focus to a great extent on performance and is based on broadly accepted standards such as 
PDDL. On the other hand, timeline-based planners are more expressive, especially in terms 
of temporal representation, but they don’t share any common standard as they use to be 
proprietary products. 

Goal 

A goal specifies an action or state desired to be achieved by the target agent in the future. 
The planner’s task is to find a valid sequence of actions/states (the plan) that achieves those 
goals from a given initial state. There are four main properties that characterize goals:  

- Formal representation: Both classical and timelines-based planning use predicate 
logic to represent goals.  

- Temporal scope: In classical planning, goals must be satisfied at the end of the plan. 
On the other hand, goals in timeline planning can be defined to be achieved at any 
time within the temporal scope of the problem.  

- Hierarchy: In those systems modelled hierarchically, goals are classified as complex 
(high-level) and primitive (low-level). Complex goals must be decomposed (at 
planning or execution time) before they can be executed.  

- Hard/Soft: Hard goals must be achieved in the plan, while soft goals represent 
preferences that might be disregarded in the plan. 

Guidance 
Process of guiding the rover through a terrain, this includes creation of a navigation map from 
Digital Elevation Map (DEM), planning a path on this map, estimating the required resources 
to achieve this path and reacting to the environment (hazards) while executing the path. 

Digital Elevation 
Map (DEM) 

2.5D representation of a terrain’s surface in Cartesian coordinates, also known as height-
map. DEM is a grid map: a collection of squared cells organized into a grid structure with 
associated height (i.e. elevation). 

While man-man objects (e.g. lander platform) are included in this map, the rover itself shall 
be excluded (e.g. wheels, solar panels, which could be visible in raw sensor data). 

Note: this map contains solely height information, other type of information are excluded.
Uncertainty Map Map associated to a DEM, describing the height uncertainty associated to each cell of the 

DEM. Note: this map does not contain the height information, as that is contained in the DEM.
Soil Type Map Map associated to a DEM, describing the type of soil associated to each cell of the DEM. 

Note: this map does not contain the height information, as that is contained in the DEM.
Traversability Map 2D map identifying which area of the terrain is traversable by a specific locomotion system, 

including level of difficulty to traverse. This includes information regarding to the locomotion 
traverse capability: cost function (e.g. ability to climb rocks and drive up slopes).
Note: this excludes any other factors related to navigating through a terrain, e.g. this excludes 
energy. 

Navigation Map 2D map onto which the rover path can be planned. This is generally a traversability map and 
any additional information regarding other aspects that can be taken into account to plan the 
path, like areas of scientific interest or shadows impacting illumination of the solar panels. 

Orbital DEM Is a DEM generated from orbital sensing data (e.g. from images or radar). 
Local, Regional or 

Global Map 
Refer to the geographical extent and spatial resolution of the map: 

‐ Local map is high resolution with small geographical extent. 
‐ Regional map is medium resolution with medium geographical extent. 
‐ Global map is low resolution with large geographical extent. 
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Concept / Term Definition 

Rover Map Map produced with information gathered by sensors on the rover itself at the last 
sensing capture. 

Fused Rover Map Map produced with information gathered by sensors on the rover itself at the last and previous 
sensing captures. 

Orbital Map Map generated from orbital sensing data. Note: this terminology can be used in combination 
with other definitions, e.g. “orbital navigation map”.

Fused Total Map Map produced with information from any sensing sources at any capturing time, e.g. rover, 
orbital, other mobile or static devices on the surface. 

3.2. ACRONYMS 
Acronyms used in this document and needing a definition are included in the following table: 

Table 3-2: Acronyms. 

Acronym Definition 

AADL Architecture Analysis and Design Language 

APSI Advanced Planning and Scheduling Initiative 

ASN.1 Abstract Syntax Notation One 

ASSERT Automated proof-based System and Software Engineering for Real-Time 

BIP Behaviours, Interactions and Priorities 

CDR Critical Design Review 

CFI Customer Furnished Item 

DDL Domain Description Language 

DEM Digital Elevation Map 

ECSS European Cooperation for Space Standardization 

FDIR Fault, Diagnosis, Isolation and Recovery 

GNC Guidance, Navigation, and Control 

GOAC Goal Oriented Autonomous Controller 

GOTCHA GOAC TRL Increase Convenience Enhancements Hardening and Application Extension  

GRR GOTCHA Readiness Review 

KOM Kick-off Meeting 

MDA Model-driven Architecture 

MER Mars Exploration Rovers 

MSL Mars Science Laboratory 

MMPOS Mars Mission On-board Planner and Scheduler 

MSC Message Sequence Chart 

PDDL Planning Domain Definition Language 

PSM Platform Specific Model 

PUS Packet Utilization Standards 

RCM Ravenscar Computational Model 

RCOS Robot Control Operating System 

RTEMS Real Time Executive for Multiprocessor System 

RTOS Real Time Operating System 

ROS Robot Operating System 

SARGON Space Automation & Robotics General Controller 

SCR Sampling Catching Rover 

SDL Specification and Description Language 

SFR Sampling Fetching Rover 
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Acronym Definition 

TASTE The Assert Set of Tools for Engineering 

TRL Technology Readiness Level 

T-REX Teleo-Reactive Executive 

TRF Timeline-based Representation Framework 

UML Unified Modelling Language 

UC3M Universidad Carlos III de Madrid 

V&V Validation & Verification 

WBS Work Breakdown Structure 

WPD Work Package Description 
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4.  TECHNOLOGY REVIEW 

4.1. ROBOTICS ARCHITECTURES 
Control architectures form the backbone of complete robotic systems [RD. 2]. Complex robotic systems 
require concurrent embedded real-time performance, and are typically too complex to be developed and 
operated using conventional programming techniques. The complexity demands of such systems require 
frameworks and tools that are based on well-defined concepts that enable the effective realization of 
systems to meet high-level goals. 

Experience over several decades shows that layering is a powerful means for structuring functionalities 
and control, being therefore a powerful tool for system design, increasing modularity, robustness, ease 
of debugging, computational capability, reactivity and use of information to make decisions, therefore 
the need of these systems to contain several sub-systems with different levels of abstraction.  

The heart of the controller is a subsystem, known variously as the execution system, virtual machine, 
or sequence engine, that executes commands and monitors the environment. Execution systems vary 
in sophistication, from those that execute linear sequences of commands at fixed times, to those that 
can plan and schedule in reaction to unexpected changes in the environment. Every robotic system 
requires some sort of execution system, although the level of autonomy and complexity of the controller 
varies greatly.  

An executive is, therefore a software component that realizes pre-planned actions, meanwhile a plan is 
“a series of actions designed to accomplish a set of goals but not violate any resource limitations, 
temporal or state constraints, or other spacecraft or rover operation rules” [RD. 173]. Plans are generated 
by planning systems, which implement algorithms that can reason about achieving goals over a future 
time period and in the face of various constraints. But any plan, no matter how it is generated, requires 
the help of an execution system to be useful for real-world execution. 

Some execution systems use no automated planners forming what can be called execution-only systems 
(like VML). Other execution systems have explicit interfaces to planners, (through an execution language 
or a standard format like XML), we call these execution systems coupled with an external planner (like 
the Universal Executive). More recently, some execution systems integrate planning and execution more 
tightly by using a planner internally within the execution system to select control actions (like IDEA, T-
REX or PELEA). Within this section, we will see different types of controllers and executive systems that 
fit into the different categories.   

4.1.1. DELIBERATIVE, REACTIVE AND HYBRYD ARCHITECTURES  
From the very beginning of the history of robotic controllers, two different architectures were initially 
designed: deliberative architectures and reactive architectures. Later on, hybrid architectures, which 
were able to provide both reactive and deliberative capabilities, were developed. The following sections 
describe the paradigm for each of them. 

4.1.1.1. DELIBERATIVE ARCHITECTURES 
A deliberative architecture is a classical approach to building controllers, namely, a particular type of 
knowledge-based system and is defined to be one that contains an explicitly represented symbolic model 
of the world. Deliberation is the explicit consideration of alternative courses of actions; generating 
alternatives and choosing one of the possible alternatives. Decisions in it are made via logical reasoning 
based on pattern matching and symbolic manipulation. The approach suggests that intelligent behaviour 
can be generated by providing a system with a symbolic representation of its environment and its 
desired behaviour and by syntactically manipulating this representation. The decision-making is 
therefore viewed as a logic deduction. Controllers created with this approach are rational and 
deliberative: they can reason about their goals and current state of the environment and produce 
definite plans to achieve their goals.  They deliberate about ends – whether to intend a goal – and about 
means – how to achieve a goal. Structurally they are implemented with separate components – 
planners, executors, knowledge bases, etc. 

As an example of deliberative architecture, NASREM, the NASA/NBS (National Bureau of Standards; 
later NIST) “Standard Reference Model for Telerobot Control System Architecture” [RD. 214] was a purely 
deliberative, hierarchical architectural model, having many tiers with increasing abstraction and 
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increasing cycle time when moving from the servo level to the reasoning levels, developed and used in 
the Space Station project by NASA. It was developed by the National Institute of Standards and 
Technology (NIST) for the National Aeronautics and Space Administration (NASA) to provide a software 
control system architecture guideline for use by development contractors charged with building the 
Flight Telerobot Servicer (FTS) control system. The standard was published in 1989.Its implementations 
followed primarily the traditional sense-plan-act approach and were mainly envisaged for tele robotic 
applications rather than for autonomous robots. 

At each level in the hierarchy, the operator interface provides a means by which human operators, 
either in the space station or on the ground, can observe and supervise the telerobot. The sharing of 
command input between human and autonomous control is adjustable; it does not have to be by human 
only or by autonomous control only. 

The NASREM architecture can be seen as a three legged hierarchy of computing modules, serviced by a 
communications system and a global memory. The task decomposition modules perform real-time 
planning and task monitoring functions: they decompose task goals both spatially and temporally. The 
sensory processing modules filter, correlate, detect, and integrate sensory information over both space 
and time in order to recognize and measure patterns, features, objects, events, and relationships in the 
external world. The world modelling modules answer queries, make predictions, and compute evaluation 
functions on the state space defined by the information stored in global memory; it is the system's best 
estimate and evaluation of the history, current state, and possible future states of the world, including 
the states of the system being controlled. 

The Sense-Plan-Act paradigm (SPA) used in deliberative systems was inadequate when dealing with 
uncertainty and unpredictability. Plans were often invalidated by changes in the real world (“the 
environment”). Research was oriented then towards different paradigms that were not based on high-
level reasoning. 

4.1.1.2. REACTIVE ARCHITECTURES 
In contrast to deliberative architectures, we find reactive architectures. These paradigms arose in the 
mid-1980s as an alternative to the symbolic/logic approaches. The main themes are: the rejection of 
symbolic representations and of decision-making based on syntactic manipulation, the idea that 
intelligent rational behaviour is innately linked to the environment and the idea that intelligent behaviour 
emerges from the interaction of various simpler behaviour. In rapidly changing environment, such as 
the real world, where the controllers must react quickly to external changes, there may not be time 
available to perform many time-consuming actions such as planning and introspection. In this case an 
agent with a reactive, or behavioral, architecture may be more appropriate. 

Reactive architecture controllers differ from deliberative controllers in that they have a very limited set 
of beliefs; in most cases none at all, and instead of explicitly defined goals their actions are determined 
by a set of behaviour which are triggered by events within the environment. The most well-known 
reactive architecture – Rodney Brooks’ subsumption architecture, developed at the artificial Intelligence 
Laboratory of MIT (Massachusetts institute of technology) in 1985-1986 [RD. 118] – is created as a 
number of behaviors (each behaviour may be thought of as an individual action function) which are 
implemented as Finite State Machines (FSM). In reactive architectures there are no central functional 
modules, such as perception reasoning, learning, etc. instead an agent consists of a completely 
distributed decentralized set of competence modules, more often called behaviors. 

 
Figure 4-1: The Sumsumption architecture. 
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According to [RD. 2] in the years that followed the Subsumption Architecture, the school of Reactive and 
Behavioral Robotics emerged. “Behaviour-based Robotics” (BBR) deals with the implementation of 
behaviour as control laws, either in software or in hardware. Architectures from this school are typified 
in their rejection of a symbolic representation of the outside world, along with a bottom-up approach to 
achieving complex behaviors. 

4.1.1.3. Hybrid (layered) architectures 
Layered architectures [RD. 229]  break down the different proactive and reactive elements of an agent 
into different layers.  This level of abstraction allows complex agents to be modelled more easily and is 
flexible enough for use in many agent systems. Each function required of the agent is decomposed into 
a different layer. The reactive components are responsible for relatively simple low-level robust 
behaviors while the deliberative components are responsible for organizing and sequencing reactive 
behaviors. The key issue is in the integration of the reactive and deliberative layers. The main issue is 
how the reactive and deliberative layers interact with each other to provide the right balance of reactivity 
and deliberation. The favored option is to use a three tiered approach in which a planning component 
mediates between low-level behaviors and high-level modelling as shown in the following figure.  

 

Figure 4-2: Three tiered hybrid architecture. 

The execution control layer component (also known as executive) contains constructs for task 
decomposition, task scheduling and synchronization, execution monitoring, exception handling and 
resource management. This component accepts goals from the high level planner, decomposes them to 
the behavioral component and monitors their execution reporting the outcome to the modelling layer. 
The layers can be arranged either vertically; where sensory input and action output are dealt with by at 
most one layer each; or horizontal, where the software sensors are each directly connected to the 
sensory input and action output configuration as shown in the following figure. 

 
Figure 4-3: Horizontal and vertical layered architectures. 

In horizontal layering the controller consists of behaviors that take input from the environment and 
create some sort of output.  In vertical layering the environmental input triggers a low layer which then 
passes information to the layer above it and so on allowing for considerable complexity. The great 
advantage of horizontally layered architectures is their conceptual simplicity: if we need a controller to 
exhibit n different types of behaviour we implement n different layers. To ensure a coherent behaviour 
a mediator function has to be introduced. However this means that all possible interactions between 
layers must be considered. These problems are partially alleviated in a vertical layered architecture, 
which can be subdivided into one-pass and two-pass architectures. In the first, control flows sequentially 
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through each layer, until the final layer generates an action output; in the second, information flows up 
the architecture and control flows back down. In both approaches the complexity of interaction between 
layers is reduced, but this comes at the cost of some flexibility, and failures in any one layer are likely 
to have a serious consequence for controller performance. The communication between layers can be 
standardized allowing for easier testing and the decomposition of functions to different layers brings 
with it the advantages inherent with object oriented design such as code reuse and ease of implementing 
new functionalities. In decentralized control the layers operate concurrently and independently, 
processing sensor data and generating actions; in hierarchical control the layers operate serially with 
higher level deliberative layers controlling the execution of low-level reactive layers. In concurrent 
control the layers operate simultaneously and can modify the behaviour of adjacent layers (see Figure 
4-4). 

 

 

Decentralised control Hierarchical control Concurrent control 

Figure 4-4: Control in layered architectures. 

The integration of “philosophically” different architectures leads to substantial differences in 
representations and timescales.  Reactive layers typically use very simple representations of the current 
or previous state of the environment and work over very short timescales in tight sensor-motor feedback 
loops, while deliberative layers use complex counterfactual representations and work on much longer 
timescales, from minutes to hours and more. 

Layered architectures are currently the most popular class of agent architecture available. Layering 
represents a natural decomposition of functionality: it is easy to see how reactive, pro-active and 
deliberative behaviour can be generated by appropriate layers. The main problem here is that while 
layered architectures arguably provide a pragmatic solution, they lack the conceptual and semantic 
clarity of unlayered approaches. In addition to this the requirement to autonomously generate plans 
hinges on knowledge of the environment. This can be done with statistical and probabilistic models 
which may be unreliable in the case of unexplored environments. Finally due to its layered structure a 
failure in one of the three tiers would fatally compromise the mission. 

The following table summarizes pro and con of the described internal agent architectures. 

Internal agent architectures 

Type PRO CON 

Deliberative 
- Elegant semantics 
- Predictable behaviour 

- Efficiency and scalability of planning algorithms 
- Complexity 
- Require a stable environment 

Reactive 
- Simple 
- Computationally inexpensive 
- Easy to implement 

- Reaction to local information 
- Short term view of decision making 
- No reasoning  
- No learning 

Layered 
- Conceptual simplicity 
- Natural decomposition of functionality 

- Need for a probabilistic model of environment 
- Inherently complex 
- Not fault tolerant 

Table 4-1: Internal agent architecture summary. 
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4.1.2. THREE-LAYERS ARCHITECTURES 
Layered architectures break down the different deliberative and reactive elements into different layers.  
This level of abstraction allows complex agents to be modelled more easily and is flexible enough for 
use in many agent systems. Each function required of the agent is decomposed into a different layer. 
The reactive components are responsible for relatively simple low-level robust behaviours while the 
deliberative components are responsible for organizing and sequencing reactive behaviours. The key 
issue is in the integration of the reactive and deliberative layers. The main issue is how the reactive and 
deliberative layers interact with each other to provide the right balance of reactivity and deliberation. 
The favoured option is to use a three tiered approach in which a planning component mediates between 
low-level behaviours and high-level modelling as shown in Figure 4-5. 

 
Figure 4-5: Three layer architecture. 

By the early 1990s independent research efforts converged to architectures that comprise 3 main 
components:  

 A Decision Layer, with goal-driven planning and scheduling facilities. 

 An Executive Layer, with execution sequencing facilities. 

 A Control (Functional) Layer, with reactive execution facilities. 

In three-layer architectures the three components (a reactive feedback control mechanism, a reactive 
plan execution mechanism, and a mechanism for performing time-consuming deliberative 
computations) run as separate computational processes. This is most easily accomplished by using a 
multi-tasking or multithreaded operating system, but can also be done by carefully coding the algorithms 
so they can be manually interleaved within a single computational process 

Since the early 1990s the hybrid three layer architecture has become a de-facto standard (with some 
minor variations) for complex robotic systems. 

Later on (in the period 1999 -2003) this approach has successfully been applied to a number of NASA 
spacecraft, as we will see in the following sections of this document. 

 Prominent early examples of three layer architectures or three tier architectures are:  

 The RAPs architecture of Firby (Yale University). 

 The 3T architecture of Bonasso and Kortenkamp (NASA Johnson Space Center, JSC).  

 The ATLANTIS architecture of E. Gat (JPL). 

In the following, we will describe some of the most outstanding hybrid architectures used since the 
beginning of the 90’s that have been applied to Space. 

Hardware

Decisional Layer

Execution Control Layer

Functional Layer

High-level Objectives

Hardware

Decisional Layer

Execution Control Layer

Functional Layer

High-level Objectives
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4.1.2.1. ATLANTIS 
The ATLANTIS hybrid architecture [RD. 216] developed at JPL by Erann Gat (1990) incorporates: 
 A deliberator that handles planning and world modelling; 

 A sequencer that handles initiation and termination of low-level activities and addresses reactive-
system failures to complete the task.   

 A reactive controller charged with managing collections of primitive activities. The control layer 
receives ALFA (A Language for Action) messages through channels from the sequencing layer which 
it interprets as direct actions.  

The control layer is closely linked to sensory input and motor control. The sequencer in turn monitors 
the progress of activities in the Control layer through channels using ALFA; maintains a task queue 
which stores pending tasks and methods for accomplishing them. In addition, the sequencer is 
responsible for allocating computational resource between all three layers and also initiates and 
terminates computational tasks in the deliberative layer. 

The deliberative layer plans, maintains the symbolic world model, and communicates with the 
sequencing layer via a task queue. The deliberator consists of traditional LISP-based AI planning 
algorithms specific to the task at hand. The planner’s output is viewed only as advice to the sequencer 
layer: it is not necessarily followed or implemented verbatim. In addition, deliberation occurs at the 
sequencing layer’s request. 

ATLANTIS was implemented on JPL’s Mars rover prototype Robby in 1990 and on a number of other 
robots during the 1990s, including Tooth, a small early precursor of the Sojourner micro rover of the 
Mars Pathfinder mission.   

ATLANTIS extends Firby’s original work in RAP by allowing the control of activities instead of primitive 
actions, and provides a bottom-up flow of control: in RAPs, tasks are installed by the planner whereas 
they are initiated in the sequencer in Gat’s architecture. 

4.1.2.2. 3T ARCHITECTURE 
3T [RD. 218] uses the Reactive Action Packages (RAP) system of Firby as its sequencing tier. This 
architecture was used in the Remote Manipulator System (RMS) Procedure Tracking System for the 
Space Shuttle [RD. 116]. It has also been used for the development of different robots at NASA Johnson 
Space Center’s Robotic Architecture Laboratory. At the MITRE Autonomous System’s Laboratory, the 3T 
architecture has been used to program a robot to navigate the hallways and elevators of an office 
building [RD. 218]. 

In the 3T architecture of Bonasso et al the general robot intelligence problem is separated into three 
interacting tiers or layers: 

 A dynamically reprogrammable set of reactive skills coordinated by a skill manager [RD. 
219]. The activated skills (reactive tier) will move the state of the world in a direction that 
should cause the desired events. 

 A sequencer that activates and deactivates sets of skills to create networks that change the 
state of the world and accomplish specific tasks. For this it uses the Reactive Action Packages 
(RAPs) system [RD. 220]. The RAP interpreter decomposes the selected RAP into other RAPs 
and finally activates a specific set of skills in the skill level.  

 A deliberative planner that reasons in depth about goals resources and timing constraints. 
For this it uses a system known as the Adversarial Planner (AP) [RD. 221]. The planner 
synthesizes all of these goals into a partially ordered plan listing tasks for the robot to 
perform. 



 

  

Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 44 of 105

 

ERGO © GMV 2016, all rights reserved Technology Review 

 

 
Figure 4-6: The 3T Intelligent Control Architecture. 

The sequencing tier is responsible for context dependent conditional execution of sequences of states 
of the control tier. This is where all the various real life methods of accomplishing an abstract goal are 
encoded and this tier is expected to try them all before giving up. In essence it provides a differential 
between the two outer tiers so that the highly abstract Planner can actually interface with the physical 
world. Control tasks are hierarchically organized in the sequencer. [RD. 228] 

Compared to Gat’s work ATLANTIS [RD. 222] probably the most similar to 3T, 3T uses a more powerful 
planning mechanism; moreover, reactivity, i.e. the ability to react to time-critical events, is implemented 
at the skill layer in 3T, whereas it is partly a task of the sequencing layer in ATLANTIS. Both of these 
extensions make the sequencing layer in 3T more compact and easier to handle. Moreover, ATLANTIS 
leaves much more control at the sequencing tier and the deliberative tier must be specifically called by 
it. 

It is possible to construct a conditional sequencing system in a traditional programming language like 
C, but because the control constructs are so much more complex than those provided by such languages 
conditional sequencing is much more effectively done with a special-purpose language (e.g.. RAPs, PRS, 
the Behaviour Language of Brooks or Gat’s ESL). There are two major approaches to the design of 
conditional sequencing languages.  

 They can be complete languages in their own right with their own specialized execution 
semantics (RAPs and PRS take this approach).  

 Or they can be layered on top of a syntactically extensible programming language like Lisp (this 
is the approach taken by the Behaviour Language and ESL). 

4.1.2.3. ORCCAD 
As a result from several years of work performed during the 90’s by INRIA teams, ORCCAD [RD. 223] is 
a software environment dedicated to the specification, validation and implementation of advanced 
robotics control systems. It offers a coherent and full solution, from the high level specification to the 
real-time code automatic generation through a component based approach. It can also be customized 
to fulfil the requirements of a particular problem. It does not, however, deal with advanced decisional 
levels such as planners (which are often not required for terrestrial robotic applications). 

The architecture can facilitate validation (both testing and formal verification) of the autonomous 
system. However, most architecture do not take advantage of the formal verifications brought up by 
formalization methods of concurrent systems. A noticeable exception concerns the ORCCAD system 
which is based on the Esterel synchronous language. ORCCAD (Open Robot Controller Computer Aided 
Design), initially intended for robotic applications, but suitable for a wide variety of control applications, 
provides formalized control structures, the coordination of which is specified using the ESTEREL 
synchronous language. ORCCAD is actually a set of CAD tools, that have been designed and integrated 
to help the users through programming, formal verification, real-time code-generation, and 
implementation processes. 

ORCCAD aims to address both continuous (traditionally emphasized by the automatic control domain), 
and discrete-time (traditionally emphasized by the computer science community) aspects with similar 
care, although they were not formally handled in a unified approach. When going down from the top 
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level of the architecture, the continuous dynamics and its control become the main issues; when going 
up, these latter aspects are masked, with the only remaining view being event driven and symbolic. The 
design of the entities at the hybrid level is crucial for the system. 

ORCCAD has been successfully used to control systems as various as a manipulator arm, an electric 
vehicle, an underwater vehicle, a mobile robot with an arm and a camera, and a walking robot [RD. 
117]. 

4.1.2.4. FAMOUS 
FAMOUS [RD. 47] (Flexible Automation Monitoring and Operation User Station) developed under an ESA 
contract with SAS (1998) is a software framework for rapidly and cost-effectively setting up a monitoring 
and control station for a wide range of robotics applications. It consists of a suite of standard and 
configurable components that the user can combine according to the specific needs of his application 
The architecture of FAMOUS was designed in an open and modular manner such that it can easily 
accommodate future enhancements: components may be modified (enhanced or adapted) and new 
ones added with minimal impact on the other elements. FAMOUS incorporates features that make it 
particularly suited for controlling robots via communications chains characterized by very low bandwidth 
and/or long end-to-end delays, achieved by providing high-level commanding to the operator according 
to a principle known as “Interactive Autonomy”. The components of FAMOUS can run on different 
machines, allowing different operators to monitor the same robot from different machines. It’s based 
on Tcl/Tk, and Tcl-DP, an extension of Tcl/Tk based on TCP/IP. In FAMOUS, robots have different modes 
of operation, namely: 

 Automatic Mode: in which robot programs are run in pure automated mode: there is no user 
intervention, except for the initial go-ahead. 

 Telemanipulation, or Direct Mode: typical for robots moving in hostile or difficult environments, 
in this mode the operator directly controls the robot by means of joysticks, levers or by 
controlling a master arm whose movements are copied by a slave robot. 

 Interactive Autonomy: lies between the other two. Instead of being involved in all details of the 
execution of an operation, the operator is given the possibility to decide on the course of the 
operation at defined decision points, or in case of a contingency, leaving the details of the 
operations or the complete control in between such interaction points, to automatic systems 

The most specific feature of FAMOUS is the provision of functions dedicated to the preparation and 
execution of robot operations in an interactive autonomy mode. It can support the automatic operations 
as well, and FAMOUS is ready to be augmented with a component specialized to telemanipulation. 
FAMOUS allows an operator controlling a robot system to only give the go-ahead for the execution of 
successive “macro”-commands (Compound Task) and qualify these commands by parameter values, if 
required. Compound Tasks need to be defined and validated through off-line simulation. Actions, Tasks 
and even Compound Tasks provide a decomposition method that leads to identifying common activities 
across different robotics applications. 

 FAMOUS was tested on the CAT ground test-bed at ESTEC, a robotic facility with 6-DOF robot mounted 
on a gantry and manipulating a number of scientific facilities, and also for the VIABLE project (Vision 
and Interactive Autonomy Bi-lateral Experiments) on board the Japanese ETS-VII test satellite [RD. 2]. 

4.1.2.5. MUROCO-1 
The MUROCO-I study provided a formal approach to the instantiation of the ESA Functional Reference 
Model robot control architecture (FRM) [RD. 43] (The FRM architecture had been developed by the end 
of the 80’s by Dornier under ESA contracts). Muroco was developed by Trasys for ESA, and finished by 
2003.  

The FRM is primarily governed by a 3-layers hierarchical structure: the A&R Mission Objectives are 
decomposed into Tasks, Actions, and finally Control Outputs. Each layer is called Mission/Task/Action 
Execution Planning and Control according to its key purpose. These three layers collaborate in the 
following way: 

 At the lowest level (Action) the needed control schemes to achieve the robotic system stability 
and the reflex behaviour (sensor based control) to adapt the system with its environment. 

 At the middle level (Task) handles in a reactive and/or interactive way the tasks complexity 
using pre-defined and validated activities. 
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 At the highest level (Mission) provides the needed decisional capabilities to cope with the 
planning of high level objectives taking into account operational constraints (resources 
availability, criteria optimization, etc.). 

Besides the hierarchical activity decomposition the FRM proposes a horizontal decomposition, structured 
into three separate branches, based on the generic control structure of feedback that yields three 
different vertical control flows: 

 The Forward Control functions responsible for activity decomposition, execution planning and 
control. 

 The Nominal Feedback that refine and update of a priori knowledge based on the actual 
evolution of the process and consequently formulation of control adjustments of the Forward 
Control. 

 The Non-Nominal Feedback functions for the monitoring of the discrepancies between actual 
and allowable states, in both the Forward Control and Nominal Feedback functions, diagnosis 
of their origins, and generation of directives and updates including recovery strategies and 
constraints on Forward Control. 

 
Figure 4-7: The FRM architecture [RD. 51]. 
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The Action as defined in [RD. 50] fulfils the requirements by modelling the elementary robotic action 
as a hybrid entity. It is defined as: 1) a control law in continuous time (which has an invariant 
structure along the whole duration of the Action), 2) a set of events to be received and emitted at 
the beginning of the Action, during its execution, and at its end, and 3) the associated processing.  

Thus, a transition system is associated with the control law that locally controls the Action. It 
handles three types of logical events: preconditions, exceptions, emitted by observers, and post-
conditions. 

Exceptions are used to make the processing more reliable, and are further divided into three pre-
defined classes corresponding to different decision levels. 
 Type 1: an exception belonging to this class has a range limited to the Action itself. For 

instance, the detection of a singularity can lead to a demand of a parameter increase within 
two limits. 

 Type 2: here the detected problem is not fatal, but local handling is no longer possible. The 
Action should be stopped and the control transferred to the upper level, which must know the 
decision to make. This is, for example, the case when a sample collecting procedure fails and 
the sample approach can be locally re-planned or an obstacle is detected on the way of the 
rover path and the rover path can be locally adjusted using new via points. 

 Type 3: in this case, the failure is serious (actuator breakdown, sensor failure for example) 
and the system has to be driven to a safe position while emergency procedures can be 
undertaken. Again, the control is performed at a level higher than one of the Action. 

4.1.2.6. MUROCO-II 
MUROCO-II (2005) represented a step ahead in the refinement of the framework proposed in the 
MUROCO-1 study. MUROCO-II is the continuation of the MUROCO-I study that provided a formal 
approach to the instantiation of the ESA Functional Reference Model robot control architecture. In 
the framework defined by MUROCO-2, complex behaviours can be easily specified and the validation 
is done using rigorous mathematical analysis of all the possible states of execution using a specific 
tool developed for this, the FORMID tool [RD. 51], [RD. 41]. Formal verification procedures are used 
to ensure that the programmed missions will behave in conformity with its constraints. In addition, 
an HMI to allow the operator to specify and verify properties to be checked, to run discrete event 
simulations with capabilities of visual debugging and scenario playback and finally to generate the 
code to be uploaded to the robot controller was developed. The FORMID tool was integrated into 
the DREAMS GCS customized for Mars exploration missions offering so a solid basis for the future 
ground control station of robotic exploration missions. 

The overall work is demonstrated on a simulated environment including a simulator of the O/B 
controller, and is supported by the updated and adequately instantiated DREAMS GCS. It provides 
3D visualization tools instantiated with the necessary models, representative Activities of the 
ExoMars mission, TM/TC exchange capabilities with the simulator, facility monitoring and control 
capability.  

4.1.2.7. DREAMS AND F-DREAMS 
FAMOUS and DREAMS are strictly related to each other. DREAMS is the continuation of FAMOUS. 
The DREAMS Ground Control Station provides an end-to-end system for specification, validation, 
monitoring and control of space robotics applications covering payload tending and large system 
servicing. The DREAMS system functionality was enhanced by integrating the FORMID tool. The 
resulting system is called F-DREAMS (Formal DREAMS). New functionality added to DREAMS was 
the Activity Preparation and Data Monitoring components. 

The Activity Preparation component allows the specification of Actions and Tasks using textual 
robotic languages such as the PDL2 language, meanwhile the Data Monitoring component allows 
the operator to visualize on-line or on replay mode the TM issued by the target controller. 

The F-DREAMS was instantiated for the ExoMars mission and connected with the mars rover A&R 
Simulator providing a complete environment for ExoMars rover activities specification, validation 
by simulation and formal verification, execution, and monitoring and control 

In DREAMS “Fully Qualified Activities” are the basic bricks for which all resource needs as well as 
the initial and final states are known. Using these bricks a ground operator will build a “mission” 
(Activity Plan), bringing the system from an initial to a final state. The “interactive autonomy” allows 
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the operator e.g. to resolve contingency situations by intervening at the low levels of the control 
hierarchy. The possibility for a certain, tailorable amount of geographical distribution of ground 
operations is an integral part of the approach. The DREAMS environment was successfully 
demonstrated in the JERICO Evaluation Testbed (JET). 

4.1.2.8. CLARATY 
CLARAty [RD. 64], developed since 2000, is a new attempt by the NASA to create a suitable robotic 
software integration system which can be used in space missions and ensure their success and cost 
effectiveness. It is a collaborative effort among four institutions: Jet Propulsion Laboratory, NASA 
Ames Research Center, Carnegie Mellon, and the University of Minnesota. CLARAty, on the system 
level, is organized as a 2 layered abstract machine. The top level is a Decision layer which 
encapsulates both planner and executive functionalities of a standard 3 tiered approaches. It 
includes such definitions as Goal Net, a conceptual decomposition of the high level objectives into 
their smaller constituents. Goals - specified as the constraints over a state, and the Line, a 
conceptual border between the functional and the decisional layer, which can be moved to different 
levels of granularity according to the application requirements. The concepts of Command, Task 
and State are also used.  

The second level is the Functional layer which is responsible for interfacing all platform hardware 
and using its full capabilities/resources. All objects in this layer have basic functionalities, which 
can be accessed from within the functional layer or decisional layer. In addition, capabilities for 
local planning and resource usage prediction are present for the components of this layer. The 
authors define three main types of abstractions on this level: 
 Data structures – classes that handle data transformation and storage and provide the 

extended interfaces for communication between the Physical and functional classes;  
 Generic/Specialized physical classes – define the structures and behaviour of physical objects, 

also of active ones;  
 Generic/Specialized functional classes – define interfaces and functionalities of the algorithms. 

The reason for using two layers instead of following the more traditional three layer architecture is, 
according to the authors, that in most cases the separation inherent to the use of different 
representation formalisms for the domain model of each layer limits the flexibility of the system 
and makes it hard to keep consistency between the models used. CLARAty is operating on the 
Rocky 8, FIDO, K9, Rocky 7, Dexter and the ATRV robots. 

 
Figure 4-8: CLARAty: Interactions between decision/functional layers with diverse 

granularity. 

 



 

  Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 49 of 105

 

ERGO © ERGO Consortium2016, all rights reserved Technology Review 

 

4.1.2.9. MMOPS 
MMOPS (2006) is the third in a series of small studies, which considered the application of AI 
planning and scheduling to ESA’s Aurora programme. The primary objective of this Mars Mission 
On-Board Planner and Scheduler (MMOPS) work was therefore defined as being able to demonstrate 
whether or not planning and scheduling technology could add net benefit to a Mars mission such 
as the ExoMars Rover by evaluating it in a suitably representative environment. 

Within MMOPS, the concept of “Timeline Validation, Control and Repair (TVCR)” [RD. 49] was 
developed. TVCR does not however implement full goal based commanding (E4): the aim was not 
to auto-generate (on-board) a detailed timeline from a set of uplinked abstract goals but instead 
to limit on-board repair to the modification of a nominal timeline using replacement fragments 
provided by the operators. This was considered in effect an intermediary level between steps 2 and 
3 of the Space Operability Segment [RD. 49].  The TCVR concept works as follows:  

 Operators prepare a nominal timeline of activities for uplink. These were instantiated as activity 
sequences (AS), broadly equivalent to OBCP’s, which contain a set of one or more actions, 
which in turn map to a low-level Ada procedure.  

 Related activity sequences are then grouped by operators into fragments using a dedicated 
mission planning tool, each fragment having its own priority.  

 Plan operators can choose not only the nominal plan but also additional opportunity fragments 
which represent science tasks that are desirable but have lower priority than the nominal set. 
The on-board software receives the timeline and requests a validation from the TVC application.  

 If the timeline is valid the OBS will schedule it for execution, otherwise TVCR will signify this, 
and OBS will choose to select a repair response, repairing the timeline by moving deleting 
and/or inserting opportunity fragments, in such a way that respects the defined constraints and 
actual rover state. 

 
Figure 4-9: Environment provided by MMOPS, integrated with the MUROCO-II ARE and 

the TVCR. 
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4.2. ON-BOARD AUTONOMY SYSTEMS  

4.2.1. AUTOMATED PLANNING 

4.2.1.1. INTRODUCTION TO AUTOMATED PLANNING 
Automated Planning (AP) is the field of Artificial Intelligence (AI) that aims to provide computers 
with the ability to automatically generate plans that starting from a certain initial state reaches 
another state where some goals are achieved. Automated Planning is one of the most prolific areas 
in AI whose applicability to real domains has been significantly boosted over the last decades [RD. 
302]. In particular, there is a growing number of applications built over the idea of either domain-
dependent or domain-independent solvers applied to space [RD. 276][RD. 327][RD. 259][RD. 
274][RD. 338]. This section briefly discusses the main goal and technologies available to this end. 

From a very general point of view, problem solving techniques can be decomposed into three 
different groups: inference methods, such as rule-based systems; domain-dependent search 
algorithms; and finally, domain-independent procedures such as automated planning. There is a 
myriad of available techniques but the previous taxonomy will be considered for the sake of 
argument. 

Inference methods have the advantage that they usually employ a domain-independent language 
to describe the domain knowledge, based on rules and, usually, objects. On the negative side, they 
do not usually implement backtracking or any other mechanism that could be used to revise 
previous decisions or explore alternative scenarios. These algorithms are said to implement 
irrevocable policies. However, they can be very useful if the domain at hand shows a high density 
of solutions and the main driver is to find solutions quickly instead of finding the best solution 
available from a set of candidates. Indeed, their applicability has been proven to be successful for 
example in the context of Earth Observation Missions (flexplan GMV’s product for planning and 
scheduling showed its efficiency in missions like ESA-SMOS, EUMETSAT-Metop or NASA-LRO). 

Next, domain-dependent search algorithms are known to be very efficient for a wide variety of 
purposes: from optimally solving problems to just finding satisficing solutions in very challenging 
domains. Most of its high performance comes from the fact that they use refinements particular of 
the domain at hand. That feature, in turn, prevents their applicability in other classes of problems 
even if they are closely related. In this regard, progress in one domain does not necessarily imply 
a significant improvement in other domains even if the same techniques are applied in more or less 
the same fashion.  

However, it was observed that the underlying algorithms used in a domain-dependent application 
could be easily generalized. This led, among other ideas, to the construction of Constraint 
Programming algorithms that can be specialized for a given domain with particular algorithms. Still, 
these implementations are highly domain-dependent and a lot of expertise is usually required for 
coming out with practical solutions. 

The last step in generalization is taken by the idea of Automated Planning where the same solver 
(which is seen as a black box) is expected to solve any problem in domains that can be expressed 
in a given standard language. While the performance of the resulting approach is necessarily lower, 
it is of more practical use and there is a growing number of applications ranging from logistics 
operations [RD. 294] to planning Mars rovers [RD. 259] planning satellite maintenance operations 
[RD. 338], or planning data mining workflows [RD. 287] just to mention a few. Besides, the 
generality posed by Automated Planning can be restricted if necessary when creating a class of 
solvers to behave optimally or near-optimally for a given domain or number of domains which share 
a number of features, as in this project. Planners combine the advantages of inference techniques 
(domain-independent high-level modelling language) and domain-dependent search techniques 
(different heuristics and search procedures that allow efficient problem solving).  

Domain-independent techniques cover the study of all issues related with automated problem-
solving: from representational issues, to the selection of the right choices for solving a particular 
problem and even how to output the solution and/or offering automated means for measuring the 
quality of alternative solutions because the solver did not consider them before or because the end-
user is interested in making some kind of what-if analysis.  

As mentioned above, Automated Planning techniques consider a wide range of sub-problems 
ranging from representational issues to the design of collaborative environments where end-users 
can criticize and modify the solutions proposed by automatic solvers. In plain words, Automated 
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Planning is concerned with all issues that arise when creating automatic solvers that are domain 
independent. Interestingly, the techniques developed so far can be further specialized to solve 
problems in particular domains more efficiently.  

Automated planning is composed of several interrelated subfields that deal with different 
assumptions. A very coarse taxonomy that is sufficient for the work to be done within ERGO would 
divide the type of planning tasks in:  

 Classical planning. It derives from the basic assumptions of the STRIPS planner [RD. 288]: 
on the one hand, time is discrete and actions have no duration; and, on the other hand, the 
environment is deterministic and fully observable. The main emphasis on classical planning 
relies on causality and reachability: how can we find a valid plan that achieves a state where 
the goals are true from the initial state. Even with such a restrictive assumptions, Classical 
Planning has been used in robotic applications [RD. 352][RD. 353]. In fact, it has been observed 
that contrary to the observation made by the domain-dependent research community, progress 
in Classical Planning has an immediate effect in other types of domain-independent planning 
such as Temporal Planning (which is more relevant to the scope of this project) and even more 
complex paradigms such as Conformant and/or Contingent Planning. 

 Temporal planning. It removes the assumption that time is discrete, so it allows actions to 
have duration and be executed concurrently. The complexity of solving this kind of tasks is 
higher than solving classical planning tasks; since it has to take into account not only causality 
and reachability, but also temporal constraints. The division between temporal planning and 
scheduling is very fuzzy. In the early times, planning and scheduling were two different fields. 
The usual workflow would be to first execute a planner to generate a classical plan (without 
temporal information) and then execute a scheduler to provide temporal and resource 
information. Nowadays, there are both planners that can deal with time and resources, as well 
as scheduling systems that can deal with action models. As we will see this is the planning task 
that will be used for ERGO. Most relevant approaches here are Temporal Classical Planning (an 
extension of Classical Planning to deal with time) and Timelines-based Planning, which uses 
techniques related to Scheduling. 

 Planning under uncertainty. It removes the assumptions of deterministic and fully 
observable environments. Thus, actions' execution might fail, states and goals can change over 
time, and the planning agent might not observe the complete state and goals. A wide range of 
approaches have been developed to deal with uncertainty in planning. From pure replanning 
systems that assume determinism and replan when execution fails, to more complex schemes 
as contingent or conformant planning that assume different levels of observability.  

From the approaches previously described, classical and temporal are the most relevant for ERGO. 
Following sections present and introduction to planning languages, heuristics, classical and 
timeline-based temporal planning, validation of plans and finally some conclusions. 

4.2.1.2. REPRESENTATION LANGUAGES 
The representation languages considered in Automated Planning have a very high expressivity and 
allow for the definition of much elaborated techniques. As said, AP deals with states and transitions 
between states. Depending on the way the states and the transitions are modelled, different 
planning paradigms can be defined (Classical Planning, Hierarchical Task Networks Planning, 
Timelines-based Planning, Planning under uncertainty, etc.). For the purposes of the ERGO project 
the most relevant paradigms are Temporal Classical Planning and Timelines-based Planning.  

In Classical Planning, states are modelled using predicate logic; the state is a conjunction of facts 
and relationships that are either true or false (for example (at rover1 location1) or (calibrated 
camera1)). Meanwhile, transitions are represented by defining actions. Planning consists on finding 
a sequence of actions that allow the transition from the initial state to a state where the goals are 
true. Each action is characterized by three sets of predicates: {pre(a),add(a),del(a)} which 
represent respectively the preconditions of the action (the facts that must be true in a certain state 
for the action to be applicable), the new true facts appearing when the action is applied and the 
facts that are no longer true after the action is applied (the last two sets are usually referred as the 
effects of the action). As we will see later, Temporal Planning extends the former definition of 
actions to include duration and also allows for the temporal annotation of preconditions and effects. 

In Timelines-based Planning, there is no such concept of action, and the problem is described as a 
set of interrelated state machines; transitions inside a certain state machine depend on transitions 
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on other machines. For example, the transition between idle and taking-picture in the camera 
state machine needs that the navigation state machine is in a state where the picture can be taken. 
Goals are expressed as states that must hold at a certain time, or time interval, in some of the 
machines (for example picture-taken in the camera timeline before 2pm). Planning consists on 
finding the sequence of state transitions allowing for the goals to be true at the designated time 
points. 

There are many languages to model planning tasks, but since its conception in 1998 [RD. 300], 
PDDL (Planning Domain Definition Language) has become the standard in the scientific 
community for the representation and exchange of planning domain models in Classical Planning. 
Moreover, this standard is the choice in all the International Planning Competitions (IPCs)1. In 
contrast, there is no such a standard language for Timelines-based Planning. Some of the 
alternatives are DDL (Domain Description Language) used by APSI [RD. 274], NDDL (New Domain 
Description Language) [RD. 342] used by EUROPA2, or the one used by the IxTeT planner [RD. 301]. 
More recently, people at NASA have designed a new language based on several of these languages 
called ANML (Action Notation Modelling Language) [RD. 341]. Usually, these languages specifically 
focus in temporal domains, and though they are quite powerful, they are used by a small set of 
planners (most often only one). A summary of their main characteristics and features will be 
presented in the next section. 

4.2.1.2.1. PDDL 

Since its inception in 1998 [RD. 411], the Planning Domain Definition Language (PDDL) has become 
the de-facto standard language for representing classical planning tasks. The original PDDL 
formalism, as used in the first two International Planning Competitions, was purely logic-based and 
can be considered a syntactic variant of the earlier ADL language [RD. 414], excluding the support 
of the later introduced functional fluents [RD. 305],  which are present in ADL. 

Since then, the language has been extended to more easily express additional aspects of real-world 
planning tasks with every IPC: for the third IPC in 2002, PDDL 2.1 introduced numbers and 
durations [RD. 290]; for IPC 2004, PDDL 2.2 added state variables whose values are derived from 
the values of other state variables [RD. 285]; for the fifth IPC in 2006, PDDL 3.0 allowed the 
definition of plan constraints and preferences [RD. 388]; and for IPC 2008, object-valued fluents 
were introduced in the (currently) latest version of the language, PDDL 3.1. 

In PDDL, planning tasks are described in terms of objects of the world (e.g., locations, objects of 
interest, instruments), predicates that describe static or dynamic relations that hold between these 
objects (e.g., whether or not one location can be reached from another, whether or not an object 
of interest has been examined), operators that manipulate these relations (e.g., moving a rover 
from one location to another, using an instrument), an initial state that describes the situation 
before plan execution, and a goal specification describing the objectives that solution plans must 
achieve. 

While PDDL itself is a (restricted) first-order formalism, all state-of-the-art planning systems 
compile the input specification into a propositional representation at an early stage by grounding 
predicates, operators and goal specifications. Many planners go even further and transform the 
grounded task into a particularly simple syntactic form called propositional STRIPS, where states 
of the world can be represented as sets of (satisfied) atomic propositions and operators are 
represented in terms of which propositions must be true for the operator to be applicable 
(preconditions), which propositions the operator makes true (add effects), and which propositions 
it makes false (delete effects). 

PDDL- or STRIPS-based representations of planning tasks have a number of desirable features. 
Due to the close relationship to first-order logic (for ungrounded PDDL) and propositional logic (for 
grounded PDDL), the semantics are easy to understand for researchers and practitioners with a 
background in formal logics. Moreover, representing all properties of a world state in terms of truth 
values has the appeal of simplicity. There is a certain mathematical elegance to the formalism, and 
it clearly achieves the language designers' maxim of describing planning tasks in terms of their 
``physics, not advice'' [RD. 411]. 

As a further development of PDDL, PDDL+ [RD. 503] extends the language with events and 
processes to model change in the environment that happens indirectly in response to the actions 

                                               
1 As a side note, IPC'2011 was organized by the PLG group and the PLG planners were the winners of the last 
IPC (2014) on many tracks: optimal, satisficing, and learning 
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in the plan.  Events are triggered under certain conditions, and analogously with the operators in 
PDDL, change the world state; the key difference is that they are triggered, rather than deliberately 
planned, so there may be the need to plan to cause them to happen, or plan to avoid them 
happening.  Processes effect continuous numeric change on the world: whilst their conditions are 
met, numeric state variables are updated, over time, according to differential equations.  These 
allow the language to model situations where propositions alone are not sufficient.  In the context 
of this project, for instance, battery charging and discharging can be seen as a process influenced 
by solar power availability; and the availability of a communication window can be seen as being 
marked by events at its start and its end. 

Hereafter there are presented the most important features of each PDDL version:  

 PDDL 1.2: 

  Divide Problem/Domain 

  Object-type hierarchy 

  Domain: Constants, predicates, actions with parameters, preconditions and effects (might 
be conditional) 

  Conditional effect: The specified effect takes place only if the specified condition formula is 
true in the state where the action is executed 

  Problem:  Objects (atoms), initial conditions, goal-states 

 PDDL2.1 (3rd IPC) 

  Numerical fluents: Such as non-binary resources 

  Plan-metrics: To allow quantitative evaluation of plans 

  Durative/Continuous actions: With non-discrete length conditions and effects 

 PDDL2.2 (4th IPC) 

  Derived Predicates: Dependency of given facts from other facts 

  Timed initial literals: To model exogenous events occurring at given time independently 
from plan execution 

 PDDL3.0 (5th IPC) 

  State-trajectory constraints: Hard-constraints which should be true for the state-trajectory 
produced during the execution of a plan 

  Preferences: Soft-constraints, similar to the previous ones but not mandatory 

 Simple. Soft goals or soft preconditions on actions 

 Complex. Using operators corresponding to linear temporal logic (LTL) 

 PDDL3.1 (6-7th IPC) 

  Object-fluents: Functions can be not only numerical (integer or real) but also any object 
type. 

 PDDL +: 

 Events: actions that are triggered automatically, by the environment, when their 
conditions are met 

 Processes: continuous numeric change on numeric variables, written as differential 
equations over time that occurs whilst preconditions hold. 

4.2.1.2.2. TIMELINE-BASED LANGUAGES 

Three main domain languages (DDL, NDDL and ANML) are in use for the specification of the domain 
in Timeline-based planners. These are explained in the following sections: 

 DDL (Domain Definition Language). 

An APSI-based domain and a domain theory can be described by using DDL.3 specifications. A 
Domain description in DDL is composed of parameter type, component type and component 
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definition. Parameters are entities with a name taking values in given domain. The component 
type definition requires the specification of: 

1. The class that implements the parameter type 

2. The parameter type name 

3. The domain that the type represents 

DDL allows the use of two types of parameters: 

1. Numeric: Their domain is defined as an interval of integer numbers 

2. Enumeration: Their domain is defined as an enumeration of symbolic values 
 
A component type is a component with an associated set of features that characterise it. A state 
variable type for instance is a state variable with a set of values that can be taken by its timelines, 
a set of allowed transitions between these values and a set of value duration constraints. A reusable 
resource type is a reusable resource with a given availability. DDL implementation allows the 
definition of two types of component: state variables and reusable resources. State variables are 
components with behaviours that are piecewise constant functions over a finite, discrete set of symbols 
which represent the values that can be taken by the state variable. Each behaviour represents a 
different sequence of values taken by the component. The state variable consistency feature are 
defined as a set of sequence constraints, i.e., a set of rules that specify which transitions between 
allowed values are legal, represented as a of Finite State Automaton (the trade marking feature of a 
state variable is that not all the transitions between its values are allowed). Reusable resource 
definitions are simpler, since it is not necessary either to enumerate symbolic values which their 
profiles can take nor to specify transition constraints. In fact a resource behaviour in the framework is 
a piecewise integer functions of time. Each behaviour represents a different profile of resource 
consumption. The consistency feature specifies only the resource maximum availability. Each 
behaviour is consistent if it is always between 0 and the maximum resource availability. 
 
The domain theory definition is stated in DDL by means of expressing synchronizations. 
Syntactically synchronisations are specified in the body of components definitions. In a domain 
many declaration for a component are allowed, but only one definition. A synchronization 
specification requires: 
1. A reference value. This is the decision that entails the application of the synchronization. 
2. A set of target values. These are the “consequences" of the reference value, i.e., the 

decisions that have to be added to the plan every time that the reference decision appears. 
3. A set of parameter constraints that eventually link the parameters in the reference and/or 

target values. 
 

A target value is specified by means of: 
1. A temporal relationships between the reference decisions that entails the use of the 

synchronization; 
2. The name of the component over which the decision have to be posted; 
3. The value of the decision. 
 
Temporal relations can hold between two events occurring in an interval/point of time. Each relation is 
a short representation for one or more temporal distance specifications between the events. Each 
temporal distance specification state a minimal and maximal distance in time between the two events 
that it connects. For instance the relation EQUALS between two intervals A and B, requires that the 
distance in time between the start point of A and the start point of B is minimum 0, maximum 0 (i.e. the 
start point of A and the start point of B must happen at the same time). Same for the ending points of 
the two intervals. All the relations but AT are binary. The AT relation is unary and is used to place an 
event in time. To place an interval in time the lower and upper bound of the start point, the end point 
and the duration of the interval has to be specified. To place in time a point in time the lower and the 
upper bound of occurrence are sufficient. 
 
 NDDL (New Domain Definition Language).  

NDDL is the language used by the EUROPA2 planner to describe planning instances, i.e. planning 
domains and planning problems. NDDL descends from DDL (Domain Definition Language), the 
modeling language of the HSTS system [RD. 165]. Although both NDDL and DDL are designed to 
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support the Constraint-based Temporal Planning paradigm (what we have called Timelines-based 
Planning), NDDL differs from DDL in many ways. In particular, NDDL is an object-oriented language 
and provides the user with great flexibility in expressing complex temporal domains. 

The domain model written in NDDL, together with initial conditions and goals also specified in NDDL, 
construct a set of temporal relations that must be true at start time. These models include 
assertions about the physics of the vehicle, i.e. how it responds to external stimulus and internally 
driven goals. By propagating these relations forward using Simple Temporal Networks and applying 
goal constraints, EUROPA2 can select a set of conditions that should be true in the future, where 
some of these conditions will correspond to actions the controller must take. The planner can 
backtrack and search for alternatives if a goal cannot be achieved and is capable of discarding 
unachievable goals. 

 
Figure 4-10: High-level view of the EUROPA planner using the NDDL domain 

specification. 

Figure 4-10 shows a high-level view of the EUROPA2 architecture when it works as a batch planner 
and scheduler. The two main modules of EUROPA2 are the plan database and the search engine. 
Those modules represent a general-purpose planning and scheduling engine, while the domain, the 
planning problem and the heuristics constitute the special-purpose knowledge base used by the 
system. 

The Plan Database is in charge of storing partial plans and maintaining their consistency through 
propagation operations. Thus, it contains information about the tokens that are currently in the 
plan and the constraints between them. It receives an NDDL specification of a planning problem, 
i.e. a planning horizon and an initial partial plan, as input and initializes the database on the basis 
of this information. At the end of the planning process, the plan database returns a plan that solves 
the given problem as output.  

By interacting with the plan database, the Search Engine finds and repairs flaws in the initial partial 
plan and in the subsequently obtained intermediate plans until a consistent final plan is found. The 
search engine receives the planning domain and the system configuration rules as input. The 
domain describes the rules that regulate the evolution of the system, while the configuration rules 
indicate how to tailor the search algorithm according to the nature of the problem and how to guide 
the search. 

The figure describes EUROPA2 when it works in isolation. However, it can also be embedded into a 
number of different host applications. For example, it can be used within a mixed-initiative planning 
framework (like MAPGEN). In this case, a human user can interact directly with the plan database 
to modify the current partial plan by creating new tokens, deleting existing tokens or simply 
modifying them. In order to find a plan, the search engine must consider not only the information 
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concerning the domain, the heuristics and the current plan, but also the operations performed by 
the user on that plan. 

In addition, EUROPA2 can be inserted into a plan-based execution application. In this case, the plan 
produced by EUROPA2 is executed by an executive, which interacts with the plan database providing 
data about the environment and the execution commitments. The search engine produces plans 
over a planning horizon that changes as time elapses and fixes plans when they break. 

 ANML (Action Notation Modeling Language) 

ANML is an attempt to bring together the best of PDDL and NDDL. Like PDDL is based on the notions 
of action and state, but also, like NDDL, uses a variable/value model. It supports rich temporal 
constraints and provides simple, convenient idioms for expressing the most common forms of action 
conditions, effects, and resource usage.  

As an example, the following table shows an action in ANML and its PDDL equivalent.  
action Navigate (location from, to){ 
duration := 5 ; 
over all { arm == stowed ; 
           position == from ::= to ; 
           batterycharge :consumes 2.0}} 
(:durative-action navigate 
:parameters (?from - location ?to - location) 
:duration (= ?duration 5) 
:condition (and (at start (position ?from)) 
                (at start (stowed)) 
                (over all (stowed)) 
                (at start (>= (batterycharge) 2.0))) 
:effect (and (at start (decrease (batterycharge) 2.0)) 
             (at start (not (position ?from))) 
             (at end (position ?to)))) 

Figure 4-11: An ANML action (above) and its PDDL equivalent (below). 

ANML does not model an action in terms of preconditions and effects, but specifies what happens 
to every involved variable (arm, position and batterycharge), and how their values change when 
the action is applied. As PDDL, ANML is a typed language, but allows for more complex types 
including values for the components of the type as in type rover object {spirit, opportunity, 
pathfinder}; and also complex structures. 

All in all ANML is a richer language than PDDL and it is easier to understand and debug than DDL-
family ones. Its main drawback is that, more than eight years since its first version, the number of 
planners supporting it is still scarce 

4.2.1.3. HEURISTIC PLANNING 
At its heart, state-space search is a classical graph problem that can be solved with Dijkstra's 
single-source shortest-path algorithm [RD. 381]. The challenge comes from the size of the graphs 
to explore, which are commonly too large for classical graph algorithms to be applicable. 
Specifically, we consider state spaces which are defined through declarative factored 
representations. Such representations are usually exponentially more compact than the state 
spaces they span. In a factored representation, a state space is described via a set of state 
variables, each with a finite domain such as the Boolean domain {false, true}. The states of the 
problem are the possible assignments to these state variables, the goal is given as a logical formula 
that characterizes the set of goal states, and actions are given in terms of a precondition (a logical 
formula that describes in which states an action can be applied) and an effect (a set of update rules 
that describe how the action changes the state). 

Beside sheer problem size, classical planning is challenging because algorithms must accept 
arbitrary planning tasks as their input, and hence they cannot be tailored to any particular 
application domain. The planning algorithm itself (not its human developer) must be able to reason 
about the given task representation in sufficient depth to derive useful information to effectively 
bias the search towards the goal. 

Solving search problems that are given in a factored representation as described in Section 4.2.1.2 
is a central problem studied in the area of automated planning. Similar problems are studied in the 
model checking [RD. 379] and Petri net communities [RD. 385] [RD. 424] among others. The 
heuristic search community (e.g., [RD. 413]) studies the same class of problems, but focuses more 
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on solving particular problem instances, while the emphasis in automated planning is on general 
algorithms which take the state space description as part of their input. 

The most successful planning algorithms of the last decade fall into the general class of heuristic 
search methods [RD. 413] based on explicit-state search algorithms like A*[RD. 583], IDA* [RD. 
410], or greedy-best first search [RD. 419]. The A* algorithm in particular is one of the major 
success stories of artificial intelligence, widely known beyond the boundaries of the field. (The paper 
by Hart et al. that introduces A* has attracted more than 2000 citations in Google Scholar.) In this 
context, the word heuristic, which carries a wide range of meanings in different areas of computer 
science, is a very specific technical term: a heuristic is a function whose input is a state of a planning 
task and which returns an estimate of the cost from that state to a nearest goal state. Heuristics 
are the heart and soul of planning algorithms based on state-space search. Depending on the 
accuracy of the heuristic estimates, heuristic search algorithms can range from solving planning 
tasks blindingly fast to being worse than blind search. 

Classical planning, which is the most widely studied variant of planning formalisms, can be 
formalized as finding shortest paths (optimal planning) or any path (satisficing planning) from a 
given initial state to some goal state in an implicitly given planning task, which is essentially a 
directed graph. Planning is hard because these graphs are often enormous in size in practical 
applications, comprising 10  states or more, precluding the application of traditional “blind” graph 
search methods. Explicit-state search algorithms, including the three examples mentioned, solve 
state-space search problems by iteratively expanding a previously generated state (starting from 
the initial state), i.e., generating its successor states and marking them as future candidates for 
expansion, until a goal state is found or no further states are reachable. Different algorithms differ 
in how to prioritize the order of state expansion, but all have in common that they use a heuristic 
as an important component of this prioritization, and it is in the development of such distance 
estimates that most progress in recent decades has been made. 

This has led to increasingly more sophisticated approaches. A large amount of human ingenuity has 
gone into devising today's advanced approaches and developing the underlying theory, especially 
in the case of optimal planning, where heuristics must satisfy a lower-bound property (be 
admissible) (Pearl, 1984) in order to be safe to use. The efficiency of a heuristic search-based 
planning algorithm stands and falls with the accuracy of the heuristic estimates, and much of the 
research literature is devoted to the quest for more accurate but still efficiently computable 
heuristics. The leading heuristics can be roughly categorized into five classes which are described 
in the following. 

4.2.1.3.1. RELAXATION HEURISTICS 

Relaxation heuristics estimate the cost of reaching a goal state by considering a relaxed task derived 
from the actual planning task where all delete effects of operators are ignored. The idealized  
heuristic [RD. 398] uses the cost of an optimal plan in the relaxation as the heuristic estimate. This 
is an admissible heuristic that is often very informative [RD. 399], [RD. 310], but NP-hard to 
compute [RD. 379]. Due to its computational complexity, the  heuristic has not been used in a 
domain-independent planning system. Instead, inadmissible estimates of 	such as the additive 
heuristic [RD. 375], FF heuristic [RD. 315], pairwise max heuristic [RD. 412] or set-additive 
heuristic [RD. 408] are commonly used. 

The exception that actually provides an admissible estimate for  is the max heuristic [RD. 266]. 
The max heuristic value of a state is defined in terms of the proposition costs of the goal fact that 
is the most costly to achieve, where proposition costs are defined as the maximal solution to a set 
of recursive equations. The max heuristic is often not very informative, but this weakness can be 
overcome to a large extent by using a suitable cost partitioning (e.g., Coles et al., 2008). In this 
case, all component heuristics are copies of the max heuristic with different cost functions. We will 
call such heuristics additive max heuristics. Note that all additive max heuristics are admissible 
heuristics for the relaxed planning task and hence dominated by . 

Finally, in addition to these “pure” delete relaxations, there also exist hybrids, such as semi-relaxed 
heuristics [RD. 409], [RD. 584] or red-black planning [RD. 585] [RD. 586], where parts of the planning 
task are relaxed while others are kept in their original form. 

4.2.1.3.2. CRITICAL PATH HEURISTICS 

The  heuristics [RD. 587] estimate goal distances by computing lower-bound estimates on the 
cost of achieving sets of facts of cardinality m for some parameter m. Roughly speaking, the 
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underlying simplifying assumption is that a set of facts is reachable with some cost if and only if all 
its subsets of cardinality m are reachable with that cost. Computing the heuristic requires 
polynomial time for a fixed m, but exponential time in m.  

We call the  family critical path heuristics because their heuristic estimate is based on the length 
of the most expensive branch in a tree-shaped plan (not unlike a partial-order plan) for the 
simplified problem that ignores or limits dependencies between subgoals [RD. 588][RD. 589]. All  
heuristics are admissible and can hence be used for optimal planning. In typical planning 
benchmarks, the  heuristics have unbounded relative error [RD. 590], but this weakness can be 
overcome by using a suitable cost partitioning. With increasing ,  gets more informed, and it is 
incomparable with .  

4.2.1.3.3. ABSTRACTION HEURISTICS 

Abstraction heuristics map each (concrete) state of a planning task to an abstract state through a 
homomorphism function. The heuristic value for a state is then the distance from the corresponding 
abstract state to the nearest abstract goal state in the abstract transition system. This always leads 
to an admissible heuristic because each plan of the original task has a corresponding abstract plan 
with the same cost The real cost can be underestimated because the homomorphism function is 
generally not injective and hence not every abstract plan corresponds to a plan in the original task.  

Different abstraction mappings lead to heuristics of different quality. Examples include symbolic 
pattern databases (e.g., [RD. 591]; [RD. 592]), constrained pattern databases [RD. 593], structural 
patterns (e.g., [RD. 594]; [RD. 403]; [RD. 595]), merge-and-shrink abstractions (e.g., [RD. 596]; 
[RD. 597]; [RD. 598]; [RD. 599] and Cartesian abstractions (e.g., [RD. 373]; [RD. 600]; [RD. 601]; 
[RD. 602]). Katz and Domshlak (2008) showed that optimal cost partitions for an ensemble of 
abstraction heuristics can be computed in polynomial time.  However, finding an abstraction 
mapping that is compactly representable and leads to an informative heuristic remains difficult.  

4.2.1.3.4. LANDMARK HEURISTICS 

A fact landmark for a state is a fact that is true at some point in every plan that starts in that state. 
The first planning algorithm exploiting fact landmarks was presented in [RD. 603]. The first 
(inadmissible) landmark-based heuristic was presented in [RD. 604], and several admissible 
landmark heuristics have recently been defined by [RD. 605]. The latter papers use extended notions 
of landmarks which are subsumed by disjunctive action landmarks: sets of actions of which at least 
one is part of every plan from some state. The landmark cut heuristic [RD. 606],[RD. 607] is probably 
the strongest known polytime admissible landmark heuristic, which can also be regarded as a cost 
partitioning scheme for the additive max heuristic of an approximation of the optimal delete 
relaxation heuristic . 

Deciding whether an operator set is a landmark in a planning task is PSPACE-hard [RD. 608] and 
therefore existing landmark heuristics employ a sufficient criterion based on relaxed planning 
graphs. This criterion is equivalent to testing whether the corresponding set of relaxed operators is 
a landmark in the delete relaxation of the planning task. For this reason, the existing landmark 
heuristics assign the same heuristic value to states of the original and the relaxed task, and 
therefore they are relaxation heuristics in the sense that they are dominated by  (if they are 
admissible). Note that more general landmarks are certainly conceivable, for example based on 
reachability criteria for higher-order critical path heuristics; however, only relaxation-based 
landmarks have been considered so far. 

The elementary landmark heuristic for a planning task and some operator subset simply assigns 
the lowest cost of all operators in the set to a state, which is clearly admissible as one of the 
operators of the set has to be applied in every state. The admissible heuristics presented in [RD. 
609] can be understood as cost partitionings over sets of elementary landmark heuristics. This is a 
slightly idealized view because their search algorithm does not actually test for each search state 
whether an operator set is a landmark but rather uses a more efficiently computable sufficient 
criterion that loses some heuristic accuracy. 

4.2.1.3.5. LP-BASED HEURISTICS 

Many heuristics for cost-optimal planning are based on linear programming. Several recent 
admissible heuristics for cost-optimal planning show that it is feasible and beneficial to obtain 
estimates by solving a linear program for every state encountered during the search. The 
approaches differ in their formulation of the objective and constraints, which depend on the type 
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of information and problem structure that is exploited for the computation of the heuristics. One 
technique that can be expressed with a linear program is the landmark heuristic [RD. 610]. 

Flow heuristics recast the planning task as a network flow problem where flow constraints are 
formulated for every atom that are satisfied by every plan. The constraints formulate how often an 
atom can be produced or consumed. The objective value of an integer program that minimizes this 
cost subject to the flow constraints is a lower bound on the plan cost, and a relaxation of the integer 
program – the linear program – can be computed in polynomial time. Flow heuristics are also known 
as the state equation heuristic [RD. 611] or order-relaxation heuristic. 

The post-hoc optmimization of [RD. 612] constructs a set of constraints from pattern databases. It 
explores the middle ground between the canonical heuristic (Haslum et al., 2007) and optimal cost 
partitioning [RD. 613]. For the same pattern collection, the post-hoc optimization heuristic 
dominates the canonical heuristic, and the computation can even be done in polynomial time. 

In [RD. 614] it is shown that all these approaches are covered by a single framework that fixes the 
optimization function of the linear program. By translating the different constraints to equivalent 
operator-counting constraints, they can all be used within the same linear program and yield a 
heuristic that dominates each of the individual heuristics. 

Finally, we conclude our discussion of heuristics with potential heuristics ([RD. 615],  [RD. 616],  [RD. 
617]), which have recently be derived by generalizing the concept of cost partitioning from non-
negative to arbitrary cost functions. 

4.2.1.4. TEMPORAL CLASSICAL PLANNING 
Classical planning can be seen as the task of finding a sequence of actions that, when executed, 
transform an initial state into a state that meets some desired goals.  Temporal classical planning 
is a development of this framework, where consideration is also given to the time taken to complete 
the actions, and whether it may be necessary to coordinate the execution. 

PDDL has emerged as a de facto standard for modelling temporal planning problems.  Considerable 
attention has been paid to PDDL 2.1 [386], the first revision of the language with a model of time.  
The durative actions in PDDL 2.1 are defined in three parts.  At the start of the action, the model 
of the current world state is updated according to discrete, instantaneous effects.  For instance, for 
a navigation action in a Mars Rover planning problem, starting the action instantaneously updates 
the world to record that the rover is moving – and hence we cannot, logically, start another 
navigation action that runs at the same time.  Analogously, at the end of the action, discrete effects 
update the world to record the consequence of the action having ended: that it has reached the 
target waypoint, and is no longer moving.  Between these two – over all the execution of the action 
– conditions are imposed, as required, to ensure the action’s success.  For instance, for an action 
to take an image, we may prescribe that the rover must not be moving.  To model time, a lower- 
and upper-bounded amount of time may pass between an action starting and ending, referred to 
as the duration of the action. 

The interactions between the effects of actions at their start- and end-points, and the conditions 
that must hold, entail the need to coordinate actions, by choosing appropriate times to start and 
end actions.  A plan can then be thought of as a sequence of time-stamped happenings: points at 
which one or more actions start and end.  In essence, the plan says what to do (the actions) and 
also when to do it (the time-stamps). 

An important focus of temporal planning research is how to adapt established and mature 
techniques for classical planning, for use in this setting.  Work on the planner LPGP [504] 
established the approach of temporal planning by treating it as classical planning, but with 
additional side-constraints: a logically consistent plan comprises start and end points of actions 
(referred to as snap actions) that reach the goal; a temporally consistent plan must also assign 
suitable timestamps to actions to respect over all conditions, and durations. 

Beyond LPGP, a ‘forward chaining’ planning approach can be taken to planning: working forwards 
from the initial state, repeatedly choose to either start a new action, or end one that has already 
started.  The difference between approaches concerns how they choose the timing of actions: 

 In decision epoch approaches [505], such as the planners SAPA [506] and TFD [286] the 
current state has a known timestamp.  If the decision is made to add to a plan that an action 
is started, it starts at this time; and its end is queued to occur at this time plus the duration of 
the action.  Then, when an action is ended, its end is taken as occurring at this queued time. 
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 In planners such as CRIKEY [358] POPF [277] and OPTIC [261], the timestamps of actions is 
not fixed at the point at which they are added to the plan.  Instead, each snap action is ordered 
after (some of) the previous steps; and start and end snap-actions are separated by the action’s 
duration constraint.  To determine suitable action timestamps, a Simple Temporal Network 
(STN) is then used [507]. 

Relevant to the aims of this project, the use of an STN allows flexible plans to be found: if the start 
or end of an action needs to be delayed, due to additional information that is found when attempting 
to execute the plan, the STN can be updated to reflect this additional temporal constraint.  Then, 
either a new set of timestamps can be found; or the plan can be (quickly) shown to be inconsistent 
– and hence a new plan must be found. 

Beyond PDDL 2.1, PDDL 3 [295] extended the language to model preferences. In their simplest 
form, these are soft goals: optional goals that can be disregarded if they are either unattainable, 
or if the net benefit of achieving them (cost vs reward) indicates they are not worth achieving.  In 
over-subscription problems [508], it is impossible to satisfy all the preferences – thus, the planner 
is searching for a plan that reflects a good compromise between the preference options available. 

In the context of temporal planning, richer preferences can be expressed in terms of intervals of 
time.  Inter alia: 

 Between certain times, it is preferred that the state respects a certain constraint.  For instance, 
it is preferred that the Rover is in a certain location during a certain period of time. 

 After a state is reached that has some properties, another specified state must be reached 
within a certain amount of time.  For instance, after arriving at a certain location, an image 
must be taken within a certain amount of time. 

Temporal planning approaches such as those described earlier can be extended to reason with 
preferences, by extending the forwards state progression machinery to track the status of 
preferences [509].  Due to the temporal nature of the preferences, these introduce additional 
constraints into the STN: ideally, the timestamps chosen for actions must respect the preferences.  
In the cases where the STN is consequently unsolvable, an optimization step can be used to remove 
the preference constraints; the resulting plan in turn can violate the preferences, but in the 
presence of over-subscription, this may be necessary.  This approach is taken in the planner OPTIC 
[261] which forms part of the background IP of this project. 

With reference to earlier discussion of heuristics for planning, soft goals raise an additional 
consideration: how do we estimate the search effort needed to meet a temporal preference?  Prior 
work has considered this by using adaptations of existing heuristics [510,511] to derive multiple 
heuristic estimates, considering satisfying or breaking the desired preferences. 

4.2.1.5. TIMELINES-BASED PLANNING 
Representing time in applied planning systems is important because actions and relations occur 
over timespans. Several planners systems such as ASPEN, EUROPA, APSI or IxTET are good 
examples of temporal planning, more specifically timeline-based planning. 

A temporal problem is defined as a set of constraints (conjunctive or disjunctive) over a set of 
temporal elements (time points or intervals) assigned to some actions. It can be resolved applying 
generic CSP techniques, even though specific algorithms to deal with resources management have 
been developed. The solutions are represented as timelines or sequence of states defining the 
behaviour of the system. The main concepts are next introduced in detail. 

Definition 1. Temporal reference, time point, time interval. A temporal reference is an 
instant or interval. An instant is a variable ranging over the set  of real numbers. An interval 
is a pair ,  of instants, such that . Some examples of temporal relations are before, 
during or starts. They can be expressed as CSP problems using two different formalisms: time-
point algebra and interval algebra. 

Definition 2. Point Algebra (PA). Defines how to relate in time a set of instants with qualitative 
constraints without necessarily ordering them. Given a set of primitive relation symbols P	
, , , the possible qualitative constraints are: ∅, , , , , , , , where ∅ is 

the empty constraint and  the universal. A constraint is represented as , where ,	  are 
time instants and  a relation symbol. The symmetrical constraint of  is ′, obtained by replacing 

 by  and the opposite. A binary constraint network for the point algebra is defined as a 
directed graph ,  where , , … ,  is a set of instant variables and each arc in  is a 
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constraint. In contrast to standard CSPs, variable domains in  are infinite. A tuple of real 
numbers , . . . ,  is a solution of , 	iff the n values  satisfy all the constraints of . 

Definition 3. Interval Algebra (IA). IA is similar to PA except that it deals with intervals instead 
of points. Two intervals  and  whose end points are precisely set in  can be related 
qualitatively in only thirteen possible ways composed of the seven represented in Figure 4-12 
plus their symmetrical relations. Let  be the set of thirteen primitive relations, then  can be 
any combination of them plus the symbols ; and  itself. Each constraint 	 ∈  is a constraint 
interpreted as the disjunction of these primitives. For example, 	 ,  denotes 
	 	 	∨ 	 	 . The definition of binary constraint network for IA is equivalent to this 

of PA replacing instant variables by interval variables. A tuple of pairs of real numbers 
, … , , with  is a solution of ,  iff the n intervals ,  	satisfy all the 

constraints of . The IA network ,  is consistent when a solution exists. 

 
Figure 4-12: Allen temporal relations. 

Definition 4. Simple temporal constraint problem (STP). Let 	 	 , , … ,  be a set of 
time-points, each with domain in . The following two constraints can be applied over X:  
 Unary:  

 Binary:  

with , , , ∈ . Each unary constraint affecting  can be written as binary by taking a 
reference point  as follows: . A simple temporal constraint problem (STP) is a 
pair ,  where each element in  is an interval that constrains the relative distance of a pair 
of instants , . A STP ,  is consistent if there is a solution that satisfies all the constraints. 
It is minimal if every point in an interval  belongs to some solution. 

Definition 5. Temporal constraint satisfaction problem (TCSP) [RD. 105]. In the general 
problem, called TCSP, disjunctions of constraints are allowed on the distances between pairs of 
instants. In a TCSP network, the constraint between a pair ,  corresponds to the disjunction 

	⋁…⋁ , denoted as , , … , , . Consistency and 
minimality properties are equivalent to those of STPs. Most of the temporal planners cited in 
this chapter share a common timeline-based approach to mission planning. In this approach, 
the overall system being planned (the spacecraft and relevant environment elements) is 
represented by a set of timelines. In spite of recent efforts [39, 70], there is no consensus on 
what a timeline exactly is. A general definition could be the following. 

Definition 6. Timeline [RD. 578]. Complete history of value changes of a variable over the 
specified planning horizon. There are several types of timelines. In [RD. 578] they are classified 
according to the following criteria: 
 Variable type: A timeline can be a state variable that usually models a given subsystem 

(e.g. camera, robotic arm, etc.) or a resource (e.g. power, memory, etc.). 

 Value constraints type: 1) Value: Constrain a temporal assertion to a single value; 2) 
Simple: Constrain the value and time; 3) Complex: Exclude a subset of values on a timeline 
over a specified interval. 
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 Temporal constraints type: 

– For state variables: 1) Fixed: all start and end times of temporal assertions are fixed, 
and all intervals are totally ordered; 2) Total Order: Flexible start and end times of 
temporal assertions are allowed (with the implication that interval durations are flexible), 
but all intervals on the Timeline are totally ordered; 3) Partial Order: All start and end 
times of temporal assertions are fixed, but intervals may be partially ordered; 4) Flexible 
Partial Order: Durations of temporal assertions are fixed, but arbitrary temporal 
constraints between events are otherwise supported; 5) STN: Arbitrary temporal 
constraints may be imposed on the events; 6) DTN: Disjunctive temporal network. 

– For resources: 1) Fixed: All event times are fixed (but events may be simultaneous); 2) 
Total Order: All event times are totally ordered but event times may be flexible; 3) STN: 
Arbitrary temporal constraints may be imposed on the events; 4) DTN: Disjunctive 
temporal networks. 

According to this classification, there are eighteen possible specializations for state variable 
timelines and twelve for resources, all implying different time and space  complexities. A 
temporal planner typically operates on a temporal database that maintains temporal references 
and provide functions for querying, updating, and maintaining its consistency. The planner asserts 
relations among these temporal references. Once an activity plan is generated, the timelines are 
extracted and used to verify the safety and validity of the plan. Timeline-based planners have a 
number of modules, each solving a specific aspect of the problem: 

 Parameter Constraint Engine: Reasoning about parameter dependencies. 

 Temporal Engine: Reasoning about the temporal dependencies. 

 Search Engine: In charge of adding supporting decisions to justify the new decisions added 
to the problem, process also known as sub-goaling [RD. 33]. 

 Timeline Completer: Responsible for representing the chronology of values of a state 
variable, along with the temporal constraints that arise from the current chronology. 

4.2.1.6. VALIDATION OF PLANS 
Plan validation is the task of confirming the correctness of a plan. This means confirming that a 
plan will execute and that it will achieve the intended goals. To do this assumes that there is a 
model of the environmental context in which the plan will be executed and an unambiguous 
semantics of the plan itself. The model must be predictive: it must support the process of checking 
that each action in the plan will execute and then predict the result of its execution. Thus, plan 
validation confirms the correctness of a plan relative to the assumptions expressed in the model, 
the semantics of the actions and the accuracy of the predictions made by the model. That is, a plan 
can only be validated subject to the limitations of the model against which it is validated.  

Other roles for validation and verification (V&V) lie in the validation of the software system 
performing the planning (the planner itself) and validation of the actual execution process by 
monitoring the process. The former can be seen as a formal software validation challenge and lies 
within the domain of software engineering. The latter is part of the execution and monitoring task 
associated with the translation of plans into action and, although it entails a validation process, it 
will not be discussed here, since it lies in the domain of execution time behavior. 

Plan validation depends first and foremost on the definition of the models and semantics underlying 
the descriptions of domains and plans. PDDL [RD. 386, 295, 503] is a well-defined and widely used 
language for describing these components, with a specified semantics. This semantics is realized in 
the plan validation tool, VAL [512, 513], that supports the validation of plans in PDDL and can be 
seen as a reference semantics for the language (although the semantics is also supplied in formal 
terms in [386, 503]). VAL also supports an extended validation of plans via robustness testing, in 
which plans are evaluated stochastically against stochastic models of variability in the execution 
process [514]. Such validation is probabilistic and the assessments of plans offer measures of the 
probabilities of failure subject to the assumptions made in the formulation of the models of 
uncertainty in execution. In general, plan validation can be computationally intractable [503], if the 
models exploit certain features. Under certain conditions, plan validation becomes computationally 
tractable (primarily, by restricting the type and use of events in the domain models). Probabilistic 
planning domain models have also been validated stochastically (which offers only probabilistic 
guarantees of validity) [515, 516]. 
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One of the key technologies supporting validation is model checking [517, 518, 519, 520, 521, 
522]. This technology involves exploring all trajectories that are possible within a formal model of 
the system being considered. The idea is to determine whether sentences asserting properties of 
the systems captured in the models can be confirmed or refuted (the latter by discovery of a 
counter-example trajectory, the former by exhaustive exploration failing to find such a trajectory). 
Model checking has also served as a basis for planning itself [523, 524], providing a direct link 
between the plan construction process and the validation of those plans relative to the domain 
models. Model-based planning [525] and model-based diagnosis [526] have been used in space 
operations, including the RAX (Remote Agent Experiment) system [527] where planning and plan 
execution were performed on board a remote spacecraft. Model checking techniques also face the 
tractability problems mentioned above. One technique that is often used in model checking is some 
sort of conservative approximation (preserving correctness by over-constraining the requirements 
for correctness) such as rectangularising metric spaces [528]. This can lead to potential rejection 
of valid behaviors, and this can be prevented by increasingly refining the approximations in order 
to focus on the parts of the model in which a trajectory appears to violate the requirements imposed 
on it. 

One of the challenges in validation is that the whole process can only offer guarantees relative to 
the models against which the validation is performed. This means that its value depends on the 
accessibility of the modelling language, which determines how effectively its users can capture the 
behaviors of the systems that they care about. This depends on a clear and well-formulated 
semantics that is well understood and widely agreed, since otherwise the models themselves cease 
to form the basis of a common understanding of the relevance of the guarantees the validation 
process might offer. This challenge is the exact mirror of the difficulty in validating software against 
a specification, where the specification is itself a formal statement of an understanding of a system, 
in the same way that the program being validated can be seen as a formal statement of a behavior 
intended to meet the specification. It is often as difficult to write a correct and adequate formal 
specification as it is to write a correct and adequate program, so the validation of a program actually 
is, in part, validation of the specification against the program: any error identified might be 
attributed to the program or to the specification on further review. The same observation can be 
made about plan validation: a failed plan might reveal a failure in the domain model or in the plan 
itself.  

In general, planners are designed to be sound and plans correct by construction. Some planning 
approaches cannot make this guarantee without further support. For example, planning by local 
search [296] involves incremental improvement of structures that might be flawed plans, removing 
flaws incrementally. This approach depends on identifying flaws in the developing plans according 
to the semantics of the domain modelling language and the model of the domain itself. UPMurphi 
and its variants [524, 529] rely on VAL to support the construction of plans in domains with 
continuous dynamics, using discretized approximations and trusting VAL to identify flaws introduced 
through the use of these approximations. 

4.2.1.7. CONCLUSIONS ON AUTOMATED PLANNING 
Space robotics represent a complex research field which has not yet reached matureness due to 
the multiple scientific advancements it requires. It has not been until recently that the different 
pieces required to develop autonomous robots for real-world scenarios are starting to be integrated. 
Plenty of planners such as Fast Downward or Optic have been used since long in classical, 
deterministic domains such as logistics [RD. 618] or evacuation plans [RD. 619]. Some planners such 
as ASPEN or EUROPA have been used for satellites domains [RD. 620], [RD. 621], [RD. 622] which are 
quite deterministic and static. EUROPA has been even used to support planning generation on-
ground for MER mission [RD. 623], but no planner has been used to date on-board Mars rovers. 
Several factors are to be blamed for this lack of autonomy. First of all, the complexity derived from 
temporal planning with numeric variables in highly uncertain environments having limited 
computing resources makes automated planning and execution a hard job. In addition the lack of 
standards has prevented a faster progression. Finally, the interest for automated robots has only 
recently gained traction in the (planning) research community. The reasons in the space sector are 
different, coming primarily from the criticality of the missions, derived from its high cost, and the 
impossibility to recover/replace the system in case of failure, facts especially relevant in the case 
of Mars rovers. In this regard, planners would need to improve the performance, expressiveness 
and the robustness of the plans produced to be ready for such scenarios. 

Modern classical planning is highly focused on the development of heuristics for sequential, forward 
chaining planning. It can be arguably stated that there have been no big novelties in the field since 
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years. Moreover, it seems that competitions such as IPC have to move towards more realistic 
scenarios, including for example resource consumption, intermediate goals and mainly time as 
mandatory features. Therefore, in terms of expressiveness and robustness, classical planning does 
not seem to be the more appropriate approach. Nevertheless, applied planning can highly benefit 
from several novelties derived from classical planning regarding search algorithms and heuristics. 

With respect to applied planning, there has also been little innovation in the field, as it seems like 
the work is moving from the development of the planners towards the adaptation to new domains. 
Contrary to classical planning, where forward-chaining clearly dominates, applied planning presents 
a big diversity of systems, even though the timeline approach seems to be one of the most 
successful for temporal problems. In spite of the remarkable contribution of POMDPs and Model 
Checking in non-deterministic problems, they are not suitable for the Mars and Rescue scenarios. 
As for POMDPs, timeline planning might have utility functions (based on costs and rewards) that 
lead the planner towards the best solution. However, classical policies defined as pairs (state, 
action) are not applicable because the number of states might be infinite. At the same time the 
probabilities of the transitions are unknown.  

4.2.2. ROVER GNC TECHNOLOGY 
Literature reference for this section are [RD. 556] to [RD. 574].  

4.2.2.1. EXOMARS (ESA) 
ExoMars is a planned robotic Mars rover mission, due to be launched in 2020. The total mass of the 
rover is around 310 kg including science instruments. Due to advanced GNC needs, the locomotion 
subsystem is providing both six wheel drive and six wheel steer, being capable to “crab”.  

Winter describes the overall mobility system in [RD. 557], which includes the following algorithmic 
modules: absolute localisation, perception, navigation, path planning, relative localisation, wheel 
odometry, trajectory control, locomotion manoeuvre control, and traverse monitoring. 

 
Figure 4-13: Mobility Subsystem Functional Architecture [RD. 557]. 

 

The ExoMars rover relies for the first time on a fully autonomous, closed loop system when 
compared to past rover missions. The autonomous system has a requirement of 70 m/sol including 
science tasks. The rover should include enough autonomy sufficient for two days, including 
autonomous traverses. Next Figure 4-14 shows the different ExoMars locomotion capabilities. 
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Figure 4-14: Illustration of ExoMars Driving Modes. 

Each day the ground controllers can command the rover to travel to a target that is approximately 
70m away. The rover’s GNC system then autonomously drives the rover to the target during the 
course of the day. It achieves this using its Navigation, Path Planning, Path Following and 
Localisation functions. The ExoMars Rover GNC aims to keep the rover fully safe at all time, and in 
order to achieve this, implements the stop & go paradigm: about every 2 meters of travel 
(depending on system tuning and terrain condition), the rover will stop, execute a planning session, 
then drive another distance – repeating this sequence until the day goal location has been reached. 
This approach has the advantage of keeping the rover safe, allowing sufficient time to plan a fully 
robust and drivable path. In that sense, the system does not require monitoring of obstacles while 
it is driving, this since it is being kept safe by design. However the main disadvantage of this 
architecture is that the time spent at stops is not used to make progress towards the target, thus 
greatly limiting the distance that can be travelled. This is a result of the limited processing capability 
available on-board. It is to be noted that other factors than GNC limit the maximal distance that 
can be travelled per day, notably available energy and the trade-off between rover travelling speed 
and power-train efficiency. A more detailed description of the GNC building blocks follow. 

At every stop, the perception system creates a 3D terrain model from stereo-image captures, 
including merging of data captured at previous stops. Then the Navigation system analyses the 3D 
terrain model to determine which areas of the terrain are unsafe for the rover to drive over. For 
those areas of the terrain that are safe, it determines how challenging they will be for the rover.  
From this analysis it produces a “navigation map” which details where it is safe and unsafe for the 
rover to drive and the difficulty of the safe areas. 

Once this navigation map is created, an intermediate goal location is selected, known as the 
“boundary escape point”, located at the edge of the known terrain area in the navigation map. A 
path is planned on the map from the current rover location to the escape point. 

The rover drives along the planned path, its trajectory control system compensating for any 
obstacles such as rocks or slopes that push it off the path – using localisation system as input. To 
remain safe, the rover must stay within 20cm of the path. This value is the result of a trade-off 
between margins around obstacles in the navigation map and trajectory control performance. To 
achieve this performance, the rover has six wheels that can each be independently driven at a 
different speed, and independently steered to a different angle.  This allows the rover to perform 
complex manoeuvres while simultaneously crabbing sideways at a 45 degree angle.  Such 
manoeuvres are extremely useful when trying to drive on a slippery sandy slope. 

Due to the limited processing power available on the rover, the visual localisation system can only 
produce a new estimate of the rover’s position and attitude once every 10 seconds. At the nominal 
driving speed of 1 cm/s, this corresponds to a distance travelled of 10cm – since this information 
must be used for another 10 seconds until the next data is available, the rover is travelling “blind” 



 

  Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 66 of 105

 

ERGO © ERGO Consortium 2016, all rights reserved Technology Review 

 

for a distance of 20cm. This would be impractical therefore the rover also uses data from its 
gyroscopes and wheel sensors in order to generate an estimate at 1Hz. 

4.2.2.2. MER ROVERS (NASA) 
Mars Exploration Rovers (MER) launched in 2003 arrived to Mars in January 2004 to investigate 
and identify clues of past and present traces of water. It features a six-wheeled rocker-bogie 
locomotion subsystem with steering of the four corner wheels only. The wheels are 26 cm diameter, 
and the average real speed on the surface of MER rovers is about 1 cm/s. 

The rovers were designed for a lifetime of 3 months and 600 meters but they both surpassed it. 
Spirit became immobile after 7 years and 7.73 km of traverse. Opportunity as of today (01/12/16) 
is still operational having travelled more than 43.5 km. Opportunity (MER-B) achieved in March 
2016 the steepest slope traverse (32 degrees, uphill) [RD. 558]. 

The MER rovers are typically commanded once per day [RD. 558], using multiple commanding 
strategies: directly or autonomous control over multiple aspects of mobility. These layers are: Motor 
Control, Direct Drive operations (Arc, Turn in place), and Goal-based Driving (Goto Waypoint) [RD. 
558]. There are nominally two methods to reach a goal. The simplest one is blind drive, during 
which the rover does not apply any hazard avoidance strategy, it just drives towards a predefined 
goal. The second option is autonomous navigation with hazard avoidance (AutoNav): the rovers 
are identifying hazards autonomously and steers around them on their way to their goal. 

The two strategies are often used in tandem: first the blind drive is commanded by ground as far 
as safety is not a concern, then AutoNav is used to progress through the unknown terrain. The 
autonomous navigation software on several NASA rovers is based on Grid-based Estimation of 
Surface Traversability Applied to Local Terrain (GESTALT) [RD. 559].  GESTALT is a set of routines 
that decides the next best direction for a rover to move, given the state of the world already seen, 
new sensor data, and a desired waypoint goal.  

To choose a safe direction, the navigation system keeps a local map of the area around the rover, 
this map is maintained not from the perspective of the rover cameras, but from an overhead “bird’s 
eye” viewpoint. GESTALT models the world as a grid of regularly spaced cells (e.g. goodness map), 
with each cell typically the size of a rover’s wheel. Each cell stores an 8 bit goodness and certainty 
value, or it is set unknown [RD. 559]. High goodness values indicated easily traversable terrain, and 
low goodness values indicate hazardous areas [RD. 560]. 

Once the terrain has been evaluated, the path planning algorithm evaluates a set of arcs. There 
are three criteria: avoiding hazards, minimizing steering time, and reaching the goal. For each arc, 
a vote is based on the above criteria are generated. The three votes are then weighted and merged 
to create a final vote for each arc. Following the rover drives the best arc that is selected, and this 
process is repeated until the goal is reached. 

MER rovers provide three capabilities for autonomous driving: Predictive Hazard Detection, Path 
Selection, and Visual Pose Update. 

Autonomous hazard avoidance using GESTALT local planner was replaced by a global path planner 
with Field D*-assisted hazard avoidance in 2006 on MERs [RD. 562]. This was needed due to failure 
of the initial algorithm during complex hazard arrangements. 

Some of the driving modes place the rover safety responsibility in the hands of the operations time. 
Based on information available, and beyond the nominal lifespan of the mission, different levels of 
risks were taken. For example, based on known general geographical information and images taken 
from the current rover location, the operation team is able to decide to make the rover drive fast 
and blind to achieve a significant distance travelled in a short period of time. While this strategy is 
suitable for the purpose of an extended mission like the MER rovers, it is important to understand 
that applied to a Mars Sample Return Sample Fetch Rover scenario, this kind of approach could 
have catastrophic implications if the rover gets stuck on unexpected obstacle or slope areas. 
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The above table is taken from [RD. 558]. 

4.2.2.3. COMPARISON BETWEEN EXOMARS AND NASA ROVERS 
Major differences are present in the locomotion subsystem: 6 wheel steering is present in the 
ExoMars rover, while the MER/MSL is capable to only steer the corner wheels. This leads to 
increasing the Rover controllability leading to a more robust and accurate control. MER/MSL only 
allows for mutually exclusive driving or steering, ExoMars is able to drive and steer all 6 wheels 
simultaneously, enabling to decrease margins around obstacles. 

The GNC sub-system also has significant differences between the planned ESA and operational 
NASA missions. ExoMars performs Visual Localisation (also called Visual Odometry) continuously 
every 10s without stopping the Rover. It is effectively “free” for the Mobility system and it can be 
used without any penalty due to its running on a separate processor. On MER/MSL the rover has to 
stop to take pictures and to process them, as this is only done in a dedicate drive mode in what is 
expected to be a dangerous soil. 

From Path Planning perspective the MER/MSL path selection determines the most efficient 
trajectory from a prefixed set of candidate options (~96 arcs and 2 point turns). The wheels are 
pre-steered to the selected arc and driven in open-loop. While ExoMars’ planned path is fully 
determined on-board. It corresponds to a sequence of Generic Ackermanns with Point Turns when 
it is necessary to have a curvature discontinuity. There is no constraint on the path to follow a 
particular arc. 

4.2.2.4. RESARCH PROJECTSWITHIN PLANETARY ROVER SCENARIOS 
Currently, in the field of planetary rover engineering, the mobility capability of rovers is limited. 
The distance travelled in one sol is relatively short distances (around 50-150 m), mainly due to the 
following factors: on-board processing capabilities of radiation hardened electronic equipment, 
locomotion system and various safety factors. The shift in the current paradigm is to reach further-
faster in order to maximize scientific discoveries. This can only be achieved with significant leap in 
distance coverage in the range of several 100s of meters per sol. 

SEEKER [RD. 563] is attempting to address this issue with increasing the state of the art (~100 m) 
with more than an order of magnitude (~2000 m). SEEKER demonstrated that vision-based 
localisation algorithms could support long-range navigation on Martian like surface in order to 
achieve these challenging goals. However, this research did not take into account the limited 
processing capability of flight qualified affordable On-Board-Computers. 

Several rover GNC architectures are proposed by Shaukat in [RD. 564] to increase the nominal speed 
in autonomous mode: Constellation Matching SLAMl and Reactive approach to SLAM with 
Constellation Matching (Type-I, Type-II). These imply several technologies which are currently not 
flight TRL (e.g. 3D Lidar, reactive obstacle avoidance, constellation matching SLAM). 

Helmick introduces Terrain Adaptive Navigation (TANnav) in [RD. 569] along with the design, 
implementation and experimental results for a novel rover navigation system, providing robust 
operations during scenarios with a varied slippage condition. TANnav is capable of remotely 
classifying the surrounding terrain based on colour and texture, predict the slippage of the 
surrounding area using learning algorithms and rover dynamics/wheel-soil interaction simulation, 



 

  Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 68 of 105

 

ERGO © ERGO Consortium 2016, all rights reserved Technology Review 

 

and effectively use the resulting information to plan a path to the goal. The system also uses VO 
while driving to estimate the rover slippage, using this information as part of the learning algorithm 
to predict future slippage, but also to correct the rover trajectory as it drives. The resulting system 
selects paths to follow which are more efficient, avoiding high slippage of terrain area, and obtained 
a 60% improvement in the total slippage, thus improving the performance of the system. 

Even though the resolution of orbital imagery has improved drastically over the last decade (i.e. 
HiRise on Mars Reconnaissance Orbiter having a resolution up to 0.3 m/pixel), it is clear that there 
is still a large gap between orbital and local terrain perception mechanisms. There is some on-going 
research in the field of space robotics to use LIDAR on a rover in order to have a faster surrounding 
terrain information when compared to the traditional vision based perception systems. NASA 
researchers have demonstrated this in tele-operation on board the Centaur 2 rover, as having a 
LIDAR sensor as one of the navigation systems’ sensor [RD. 571]. 

JAXA, the Japanese Aerospace Agency, is also conducting research in the field of LIDAR-based 
terrain mapping and path planning. For optimal path planning Ishigami proposes a sector-shaped 
reference grid for the DEM conversion: Cylindrical Coordinate DEM (C2DEM) [RD. 570]. This has the 
advantage that the rover can head into any direction between [-90, 90] degrees with a step of 
angular resolution; and the heading angle of current node to adjacent node of the rover varies with 
the reference cylindrical grid shape (Figure 4-15). 

 
Figure 4-15: Possible headings from current node to adjacent nodes for DEM (a) and 

C2DEM (b) [RD. 570]. 

4.2.2.5. TERRESTRIAL AUTONOMOUS CARS 
The last 20 years have seen a vast investment into the research and development driverless cars. 
Autonomy applicable to terrestrial autonomous cars and exploration rovers have two major 
differences: 

 Autonomous cars drive in a structured and dynamic environment. 

 Exploration rovers drive in an unstructured and static environment. 

The structured environment in which terrestrial autonomous cars are driving, e.g. road, markings, 
buildings, offer greatly different visual cues and images than a space exploration rover encounters 
in an unstructured environment (e.g. sand, rocks, and absence of man-made objects). In addition, 
an autonomous car encounters a dynamic environment, where objects move over time – this is a 
major challenge to this industry. For a space exploration rover, the environment is expected to be 
almost fully static: shadows will move with time of day and some rocks and sand will be disturbed 
by the rover itself. 

One of the most critical milestones where the autonomous cars technology became mature was the 
DARPA challenges (both grand and urban challenges). Thanks to this, and further advancements in 
the field of autonomy it enabled exponential advancements since the early 2000s.  For more 
detailed historical facts, check next Figure 4-16 taken from [RD. 573]. 

Today, autonomy is not only getting various investments from the car industry, but also it has a 
major push for the trucks segment. Private companies are heading this sector both via re-designing 
and fitting kits to old trucks to upgrade them with autonomous driving capabilities (e.g. Otto); and 
via novel autonomous trucks designs (e.g. Volva, Daimler). 
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Figure 4-16: 65 years of automotive history leading to fully autonomous cars [RD. 573]. 

Reliable, robust and adaptable planning is considered to be essential, especially in an urban mixed 
traffic scenario (dynamic environment). These algorithms receive inputs from the sensors and 
supplement these inputs with data from digital road maps (e.g. orbital maps or previous scans from 
other cars) in order to provide a full workspace in which the planning takes place. 

Planning can cover three different major topics: path planning, manoeuvre decision planning, and 
trajectory planning. Furthermore, each one can be sub-categorized as seen on Figure 4-17. Path 
planning techniques can be categorized into [RD. 573]:  

 Incremental path planning, relying on searching data structures (e.g. lattices, trees); 

 Local path planning, taking place in action space or state space. 

 
Figure 4-17: Planning approaches classified in [RD. 573]. 

Most of the current techniques used in local path planning and trajectory planning apply the action 
space search at the low level of planning. The car industry is being very protective about 
autonomous cars development and very few information were found about the detailed design of 
the underlying GNC algorithms.  
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4.2.3. OPPORTUNISTIC SCIENCE 
Bandwidth or communication limitations may make real-time control of instruments for scientific 
discovery difficult or impossible. For planetary rovers there is a trade-off between detailed 
observation to ensure important targets are not missed, which requires slow traverses to downlink 
all the data, and maintaining sufficient progress to visit many science targets. 

An increased level of autonomous image assessment presents a possible solution to these issues 
which can be conflated into the problem of detecting novelty in imager data. This could be inter-
class novelty – a new class of feature is observed unlike any seen before – or intra-class novelty 
where a previously observed feature is detected with remarkable characteristics. The GODA 
component of ERGO builds on work in several previous ESA studies. These include planetary 
aerobots [RD. 429] which ranked images for downlink based on geological science content and the 
CREST [RD. 430] opportunistic science system that analyzed images for targets of scientific interest. 
The PRoViScout [RD. 431] project developed a science assessment and response agent (SARA) to 
identify science targets and allow different reactions dependent on power and time constraints. 
Wider afield NASA JPL are actively investigating this topic and have deployed a basic form of 
autonomous science detection known as AEGIS on the MER Opportunity Rover [RD. 432].  

More recently, SCISYS’s work in the MASTER [RD. 433] study represents the cutting edge of 
autonomous space system development, and relates to several topical developments in the wider 
robotics and vision literature. Whilst overall the work was firmly aimed at closing the action-
perception loop, MASTER only considers the initial attention-acquisition event. Prior art in robotics 
and vision commonly identifies two general approaches, supervised and unsupervised learning. The 
former focuses on the detection of known classes of object from properties of features in the image 
whereas the latter is entirely data driven and intimately related to the process of change detection. 

The challenge of improving the science return of space missions by science identification and thus 
capitalizing on opportunistic science has received much attention in recent years. Researchers are 
interested in identifying the occurrence of certain, pre-defined indicators of scientific interest, in 
identifying unexpected or anomalous features and in using this information to prioritize images for 
transmission or to provide autonomous sensor placement[RD. 429], [RD. 437]-[RD. 439]. 

Science-directed autonomous operation is largely made possible by advances in the machine vision 
and learning communities and, as such, still represents a nascent field in space exploration. 
Typically, systems in this domain have used different vision and data analysis techniques to detect 
and prioritize known classes of interest. An example is the variety of approaches developed to 
detect, segment and characterize rocks and other geological features from imagery obtained by 
planetary rovers [RD. 440]-[RD. 443]. We summarize here the most prominent published approaches 
to autonomous science discovery. 

 ASE: The Autonomous Sciencecraft Experiment (ASE) flying on the Earth Observing One 
(EO-1) spacecraft was designed with the remit to autonomously detect and respond to dynamic, 
scientifically interesting events observed from EO-1’s low earth orbit such as thermal anomaly 
detection, cloud detection and flood scene classification [RD. 444]. The system further 
incorporates mechanisms for detecting changes between individual images, for generalized 
feature detection and for selecting scientifically interesting data for communication to Earth. 
Importantly in the context of MASTER, events of scientific interest were defined by the system 
designers prior to launch. Expert knowledge is leveraged for on-board science processing in the 
form of a set of Support Vector Machine (SVM) classifiers operating at a pixel level on hyper-
spectral images in order to detect cryosphere events [RD. 445]. Specifically, classes of interest 
are water, ice, land, snow, cloud and unknown. Change detection is implemented by analyzing 
variations in the ratio of pixels belonging to the various classes. 

 OASIS: The On-board Autonomous Science Investigation System (OASIS) as described 
by Castaño et al. [RD. 446] was developed to evaluate and autonomously act on data gathered 
by platforms such as planetary landers and rovers. It integrates a body of works by a number 
of researchers [RD. 447]-[RD. 450]  in order to analyze geologic data and to provide planning 
and scheduling capabilities to enable the rover to act upon science alerts. Specifically, the 
system analyses grayscale images to detect sky, clouds, rocks and dust devils. Data analysis is 
then performed to provide the detection of known events (sky, clouds, or dust devils), of known 
objects (mainly rocks) which deviate from a pre-specified list of property values and the 
detection of novel rocks. Three approaches to novelty detection are investigated. The first 
employs unsupervised clustering to group rocks according to their properties. Novelty is taken 
to be proportional to a rock’s distance from any cluster centre; the second (generative) employs 



 

  Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 71 of 105

 

ERGO © ERGO Consortium2016, all rights reserved Technology Review 

 

a Gaussian Mixture Model (GMM) to perform density estimation and to derive a probability of 
observing the properties of a given rock. Novelty is inversely proportional to this probability. 
The third method employs a discriminative classifier to model the boundary in feature space 
around all rocks known so far. Rocks with feature values outside this boundary are flagged as 
novel. Once a target has been identified the system re-tasks the rover to take additional images 
of it and then allows the rover to continue on its original mission. 

 AEGIS: The AEGIS system provides automated targeting for (narrow field-of-view) remote 
sensing instruments on the MER mission. It was originally conceived as part of the OASIS 
autonomous science framework [RD. 446], which is intended to identify and react to 
opportunistic science events. The AEGIS system itself is primarily concerned with the 
identification and prioritization of rocks with certain characteristics using intensity edges in 
grayscale images. Importantly in the context of the MASTER project, salient characteristics are 
specified by scientists on the ground during the sequencing process. AEGIS was uploaded to 
the Mars Exploration Rover (MER) mission’s Opportunity rover in December 2009 and is due to 
be uploaded to Curiosity ChemCam in 2015.  

 CREST: Work carried out as part of the U.K. CREST (Collaborative Research in Exploration 
Systems and Technology) initiative set out to develop an autonomous science system in the 
context of ExoMars [RD. 430]. Compared to other related works this project aimed to tackle a 
broader geological remit (in terms of scope and flexibility) by characterizing a target’s structure, 
texture and composition as well as other parameters. Analysis is carried out at multiple scales 
with a view to subsequently direct the placement of a sensor attached to the end-effector of a 
robot arm. Science analysis consists of candidate target area extraction, geological attribute 
analysis and the subsequent fusion of results factoring in geological context. Area extraction 
and geological attribute analysis are achieved using graph-based image segmentation and 
morphological operators. The overall science value of a target is assessed by linearly blending 
individual science value scores (SVS) assigned to each scientific feature with a contextual model 
effectively weighting individual features. SVSs as well as the contextual model are provided by 
the scientific team. The system was implemented as part of the FP7-SPACE Project PRoViScout 
[RD. 451]. A more elaborate scoring system designed to emulate the way that a human geologist 
expert would assess a scene was later proposed by Pugh et al. [RD. 452]. 

 Science on the Fly: One of the most advanced (in terms of the vision/learning aspects 
employed) approaches encountered in this survey was employed by Thompson, Wettergreen, 
and Peralta [RD. 453] and evaluated during field trials in the Amboy Crater Lava Field. This 
system aims to achieve adaptive instrument control, science data interpretation and 
information optimal decision making. Similar to the AEGIS system, it is intended to enable a 
rover to detect targets for further examination. Systematically, it differs in that image features 
are localized and tracked over time and in that correspondences are established, which uniquely 
identify individual targets for cataloguing. From a vision/learning point of view this approach 
stands apart from related works through the application of a Gaussian Process (GP) model [RD. 
454] for the planning of informative and feasible paths as well as through the use of a committee 
of Viola-Jones style classifier cascades [RD. 455] for rock classification. 

The approaches to autonomous science discovery discussed above support the notion that the space 
domain is not yet making use of the full arsenal of machine learning methodologies available in the 
community. The promise held for the space domain in a wholesale adoption of learning methods 
has already come to the attention of both communities (see, for example, articles by Chien et al. 
[RD. 456] or McGovern and Wagstaff [RD. 457]). 

It is interesting to note that the works discussed above without exception rely on domain experts 
to identify both the phenomena of interest as well as expected target parameters prior to 
deployment on a new mission or mission segment and based on occasional samples of the data 
seen in the field. This limits their use to a priori known targets and conditions, which stands in stark 
contrast with the aspiration of providing truly autonomous science discovery. The MASTER project 
was conceived with a desire to mitigate against this limitation by considering for science deployment 
potential targets of unknown type as well as unconventional targets of known type. Specifically the 
machine learning and vision methods of interest in the context of MASTER are: 

 Saliency: features outstanding in the context of the scene as well as of the mission; 

 Novelty detection: features that do not belong to any known class or are not well 
represented by existing models. 
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Figure 4-18: Overview of MASTER Image Processing Pipeline. 

In the MASTER system, regions of an image may be novel for several reasons: 
 A known type of phenomenon is detected, but it is in some way different to others seen 

before. 

  Unknown phenomena are observed, unlike any seen before. 

  Known phenomena are observed but in a context unseen before. 

To address this detection problem a novel combination of visual saliency, feature extraction and 
machine learning was deployed - Figure 4-18 illustrates the MASTER processing pipeline. Although 
the system was generic with respect to input for evaluation we focused on imager data from EO or 
a planetary rover. Experimentation was carried out using MERIS Reduced Resolution Earth 
Observation data and planetary rover imagery from MER/MSL PANCAM and the ESA SAFER and 
SEEKER field trial campaigns. 

The MASTER project showed a promising future for computer vision and machine learning 
approaches in the space domain. The system prototyped could be developed into a broad range of 
potential applications ranging from flight systems on planetary rovers to labelling and annotation 
tools to support terrestrial scientists. The work on ERGO will represent one such further 
development of the system and the chance to advance the state of the art in autonomous scientific 
agents. 

4.2.4. ARM MOTION PLANNING 
Robot motion planning is a rapidly moving field of robotics with exciting recent results for example 
in legged robotics. DARPA robotic challenge 2015 (DRC) showed that, while humanoid motion 
planning is hard, great strides has been made in past decade since Honda’s Asimo humanoid robot 
[RD. 496]. Many teams used robot Atlas with 28 actuated degrees of freedom [RD. 497]; the robots 
tackled complex problems like getting in a car, opening door, or drilling a circular hole. 

Originally, the robotic arms only operated in closed factories with safety cages in open-loop 
movements programmed by an operator. The desire for safety and even a collaboration with human 
workers recently motivated development of new robotic manipulators, for example Baxter [RD. 498]. 
Working in such dynamic environment has required research and development in motor design, 
control, and rapid replanning techniques. 

Today’s robotic manipulators has been improved in terms of mechanical and electrical design, 
control, and also the motion planning. Space robots can benefit greatly from these developments. 
This section is aimed to review current arm-motion-planning approaches with focus on concepts 
applicable in space environment. 
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4.2.4.1. ROBOTIC ARMS IN SPACE 
In space, a robotic arm is an important tool adding valuable dexterity to both planetary exploration 
rovers and in-orbit servicing scenarios. Hereafter both scenarios are described. 

4.2.4.1.1. IN ORBIT SERVICING SCENARIOS 

Shuttle Remote Manipulator System with 6 degrees of freedom also known as Canadarm was first 
flown on spaceshuttle Columbia in 1981. The end effector was teleoperated from the shuttle via a 
joystick, i.e. the onboard software resolved the transformation from the position and velocity of the 
end effector to the position of the separate joints (inverse kinematics). In 2001, the Mobile Servicing 
System nicknamed Canadarm2 (see Figure 4-19) with 7 degrees of freedom was added to the 
International Space Station (ISS) [RD. 499]. It was originally operated from the space station in 
similar manner as Canadarm; later due to high demand on the crew time the operation of the 
robotic arm was moved to the ground control. Later Special Purpose Dexterous Manipulator known 
as Dextre with two robotic arms with total 15 degrees of freedom was added later.  European 
Robotic Arm (ERA) (see Figure 4-19) scheduled to launch in 2017 to the ISS should provide higher 
level of autonomy for proximity operations [RD. 500].  

  
Figure 4-19: Canadarm2 (left) and ERA (right) space robotic arms. Credits: CSA/ESA. 

The robotic arms proved to be invaluable to perform many operations in orbit such as servicing 
Hubble telescope or servicing ISS. However, for the envisaged tasks such as space debris capture  
more autonomy and on-board planning is necessary [RD. 495][RD. 490] [RD. 495][RD. 495][RD. 
495][RD. 495][RD. 495][RD. 495][RD. 495][RD. 495]. 

4.2.4.1.2. PLANETARY SURFACE EXPLORATION SCENARIOS 

Robotic arms has been flown on many planetary landers and rovers. For example Phoenix lander 
discovered water ice under the surface on Mars using its robotic arm. Mars Exploration Rovers Spirit 
and Opportunity as well as Mars Science Laboratory named Curiosity are equipped with a robotic 
arm as shown by Figure 4-20. Also Chinese lunar rover Yutu has a robotic arm. A robotic arm is 
used to interact with the surface: for example retrieve geological samples or drill the surface. It is 
also important to position the instruments mounted at the tip of the arm at a specific position 
relative to the surface. 

  
Figure 4-20: Opportunity (left) and Curiosity (right) robotic arm. Credits: NASA. 
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While movements of MER rovers were completely predefined [RD. 501], Curiosity features on-board 
autonomy and motion plans are generated on board [RD. 477]. The arm has 5 force-controlled joints 
and an end effector with heavy payload. The deflection due to heavy end effector needs to be 
accounted for in motion planning as it changes with the extent of the robotic arm. The robotic arm 
performs drilling, exchanges drilling bits, performs rover inspection, and delivers samples to on-
board instruments. The navigation data are drawn from the robot’s stereocameras. 

4.2.4.2. ARM MOTION PLANNING 
The problem is to find a trajectory of the robotic arm between a start state and a goal state without 
a collision with obstacles and given the constraints of arm joints. This problem is PSPACE hard [RD. 
478].  

Many approaches has been developed to tackle the problem; they can be divided into following 
categories: cell decomposition, potential fields, randomized planning, sampling-based methods, 
and control-based methods [RD. 479][RD. 480]. This section focuses on explanation of sampling-
based methods and briefly mentions control-based methods for motion planning as currently the 
most viable options for arm motion planning. 

The algorithms can be purely geometrical (i.e. output is joint position sequence) or kinodynamic. 
Kinodynamic motion planning takes into account the dynamics of the robot, therefore they include 
not only kinematic constraints but also the differential constraints. In control systems field, 
kinodynamic planning is known as nonholonomic planning or trajectory optimization. It is 
significantly harder problem as the number of dimensions in the search space at least doubles.  
While the control-based methods are inherently kinodynamic, other methods may be extended to 
allow taking into account the kinodynamic constraints. Another option is to decouple the process: 
generate the path without dynamics constraints and then modify the trajectory to satisfy the 
constraints [RD. 481]. However, this fails for more complex systems. 

4.2.4.2.1. SAMPLING-BASED PLANNING ALGORITHMS 

Sampling-based motion planners developed in 1990s allowed solving the planning problem in higher 
dimensions in reasonable time. This was particularly important for motion planning for robotic arms.  

Sampling-based motion planning algorithms find limited number of suitable robot configurations 
and connect them with collision-free paths. The configurations are sampled from the free-state 
space of the robot according to a specific rule—samples can be drawn for instance uniformly or 
randomly. This allows to reason only over a limited number of states.  

The seminal algorithms are probabilistic roadmaps (PRM) published by Kavraki [RD. 502] and 
rapidly-exploring random trees (RRT) published by Lavelle and Kuffner [RD. 480]. These algorithms 
are probabilistically complete, i.e. if the solution exists it will be eventually found, but they can 
never guarantee there is no solution.  

As a big number of sample of the samples are drawn from the search space, for low execution time, 
efficient collision checking is required. 

4.2.4.2.1.1 Rapidly Exploring Random Trees 

RRT grows a tree with root in initial state. The tree is grown in three basic steps which are repeated 
(see next Figure 4-21): 

1. State space is randomly sampled. The sampling can be biased towards the goal state or 
empty space.  

2. The state of the tree nearest to the sampled state is identified. 

3. The identified state tree is extended towards the sampled state with maximum edge length. 
Maximum edge length is a tunable parameter. The new state is checked for collision. If not 
in collision, the edge with the node is added in the tree. 

The process is terminated once a state close to the goal is added to the tree.  
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Figure 4-21: 2D state space explored using RRT. Source [RD. 480]. 

4.2.4.2.1.2 Probabilistic Roadmap 

PRM operates in two phases. In the first phase, the roadmap is built. Initially there is only the initial 
and goal state in the road map. The collision-free states are added randomly and connected to the 
roadmap using a local planner respecting the robot limits and obstacles. In the second phase, the 
optimal path between the initial state and goal state is determined in the known roadmap.  

4.2.4.2.1.3 Extensions 

RRT was later extended to RRT-connect [RD. 482], which builds the tree from both the start state 
and goal state.  

The standard versions of algorithms do not take into account the “quality” of the solution. Karaman 
later introduced algorithms called PRM* and RRT* which allow define criterion and optimize the 
path [RD. 483]. Moreover, Karaman proved that they are asymptotically optimal.  

RRT allows directly incorporating the forward simulation of the dynamical system. In the third step 
of RRT described above, the state can be expanded by simulating the dynamics. If the state respects 
the kinetic and dynamic constraints, the new node with respective edge is added to the tree. 
Extensions like EG-RRT [RD. 484] or Kinodynamic Motion Planning by Interior-Exterior Cell 
Exploration (KPIECE) [RD. 485] address the weaknesses like bias or too low performance caused 
by too large search space of this approach. 

KPIECE uses grid-based state space discretization for targeted tree expansion to lower the number 
of forward state propagations comparing to classical RRT. Additionally it focuses on less explored 
regions of state space. [RD. 485] showed significant improvement of performance for complex 
dynamical systems in terms of time and memory usage. 

4.2.4.2.1.4 Uncertainty 

Robot motion is subject to several sources of uncertainty: 

 imprecise motion execution and measurements during trajectory execution, 

 external disturbances from the environment such as wind or base platform movement, 

 incomplete motion model. 

There has been an effort to extend the sampling based algorithms to take into account the 
uncertainty. Robust motion planning is important particularly in space application where safety of 
the robot is always the priority. For example in Safety-PRM [RD. 494] uncertainty is encoded in 
collision checking algorithm. It returns the probability of collision of the sampled configuration.  

The uncertainty is better tackled by control-based motion planning. 

4.2.4.2.2. CURRENT USE OF SAMPLING-BASED ALGORITHMS 

Sampling-based algorithms are now widely used and considered as the standard by the robotics 
community for robotic-arm motion planning. They are easily accessible particularly through the 
Open Motion Planning Library (OMPL) [RD. 479]. OMPL is a C++ library focusing on sampling-based 
planning algorithms. It is released under BSD license. OMPL is being developed in Kavraki Lab 
where also PRM was originally conceived. OMPL has become widely used particularly thanks to 
integration with Robotic Operating System (ROS) and its motion planning module MoveIt!.  
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An interesting demonstration of the technology is for example in Amazon Picking Challenge held at 
ICRA in 2016 challenged teams to pick items from shelves similar to shelves in warehouses. It was 
won by team Delft using RRT-connect motion planning with MoveIt!. 

4.2.4.2.3. CONTROL-BASED PLANNING ALGORITHMS 

The problem of motion planning with differential constraints is naturally formulated as an optimal 
control problem. With the recent developments in numerical optimization, optimal control problems 
related to robotic motion control can be solved in reasonable time. There are currently two 
approaches to trajectory optimization: shooting methods and transcription methods [RD. 486]. 
Shooting methods optimize of control inputs and use robot dynamics as the constraints. Meanwhile, 
transcription methods optimize limited number of states along the trajectory 

[RD. 487] used transcription definition of motion planning problem to find trajectories for 28-DOF 
robot Atlas for DARPA robotic challenge in 2015. They used solver SNOPT [RD. 489] to solve the 
defining sequential quadratic program. 

[RD. 488] used trajectory optimization to generate motion trajectories for a UAV. They applied 
concept of funnels to generate limited set of trajectories fully covering the state space. The funnels 
were generated using Lyapunov theory and sums-of-squares programming. This approach of 
trajectory library allows fast online replanning under high uncertainty when an obstacle is 
encountered. This led to high robustness. 

4.2.4.2.4. MOTION PLANNING IN SPACE 

Robotic-arm motion planning for planetary rovers is not very different from motion planning for 
Earth mobile robots. Similar approaches can be applied. Generating robust motion trajectories is 
crucial as the moving arm must not endanger the rover at any circumstance. 

For ground robotic arms, the base is usually fixed and therefore the movement of the robotic arm 
has only a negligible effect on the whole robot. This is however not the case for orbital robots. The 
base of the robotic arm is not fixed and dynamics of the arm and the spacecraft is fixed [RD. 490]. 
One approach to tackle this is by controlling the base spacecraft and compensating for the 
“disturbances” from the robot arm movement. This can be done in attitude and position, or only in 
attitude. In this case a classical motion planner can be used. Yet, this induces high propellant 
demands, and propellers may get even saturated rendering the arm motion to fail. Other option is 
to consider the free-flying case and utilize the full dynamics of the manipulator and spacecraft for 
motion planning. Longman [RD. 491] shows that a trajectory of the manipulator relative to base 
spacecraft will result in the same final state as in the fixed-base case. [RD. 492] shows there are 
dynamical singularities for this problem; i.e. there are configurations in which the robot’s end 
effector cannot move in a direction in the state space. Angular momentum equation makes the 
system non-holonomic [RD. 493]. Therefore, for the free-flying case the kinodynamic motion 
planners are necessary.  

Important limit for space robots is the weight and therefore the links may not be completely rigid 
and the system can generate vibrations. This should be considered during motion planning as it is 
for example in Curiosity rover. 
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4.3. EXECUTIVE SYSTEMS 

4.3.1. EXECUTIVE SYSTEMS AND LANGUAGES 
As commented earlier, software systems that execute commands on-board are known as execution 
systems, virtual machines, or sequence engines. Some execution systems use no automated 
planners; we call these execution-only systems. In some cases execution systems use specific 
execution languages for its implementation. An execution language is “a representation of actions 
and plans that takes into account the state of robot and environment at the time the action is 
executed, and the interdependence between actions, in terms of temporal, precedence, or other 
constraint” [RD. 173].   

In traditional spacecraft operations, the executive is the flight software system on board the 
spacecraft; more specifically, the sequence execution system and the health monitoring and fault 
detection system. 

The execution language is simple; an execution plan is a fairly small set of branching command 
sequences and sub-sequences, where each command is either executed at a specific time, or 
immediately following the completion of another command. 

This simple approach leads to inherently conservative plans, so that they are conformant to the 
expected outcomes. Activities in this case are assumed to take the longest duration that they can 
possibly take, and the on-board health monitoring system is limited to general responses to failures, 
which in turn leads to unnecessary execution aborts and spacecraft operation halts.  

The following is a discussion on the characteristics of some execution languages and systems that 
have been used in space applications without a planner counterpart. 

4.3.1.1. VML 
Virtual Machine Language (VML) is a sequencing language that has flown on numerous NASA 
spacecraft. VML is currently in use on the Spitzer space telescope, Mars Odyssey, Mars 
Reconnaissance Orbiter, Dawn, Genesis, and Stardust. It is slated for future New Frontier and 
Discovery class missions, including the Mars Telecom Orbiter and possibly the Mars Science Lander 

VML is an execution language that was developed to take into account the needs of spacecraft 
operations. It provides a "safe-sandbox", with the aim of shielding operations personnel from most 
of the mistakes possible in contemporary programming languages like C. Sequences are procedural, 
and have symbolic names. At any time only one instruction is active in a sequence engine (also 
known as a virtual machine). The language accommodates a variety of spacecraft commanding 
architectures. It features absolute and relative constraints, event-driven sequencing, 
programmable delays, arithmetic and bit-level operations, parameters with polymorphism, and a 
number of numeric and string data types. VML dynamically builds spacecraft commands with values 
derived from variables, and has reusable blocks that can be called or spawned from sequences. 

4.3.1.2. APEX 
Apex is an execution system used in numerous large-scale applications including UAVs, and in 
simulating humans for Human Computer Interface (HCI). The execution language used by Apex is 
the Procedure Description Language (PDL). PDL can represent a hierarchical decomposition of a 
high-level task into basic primitives, event driven floating contingencies, and also calls to Lisp (the 
underlying programming language). The input to Apex is a set of human-fabricated procedures 
represented in PDL. Apex is a reactive system that chooses an action at every execution step. Key 
capabilities of the executive (and of PDL) are: 

• Monitoring/querying for complex temporal events patterns Opportunistic (reactive) task 
refinement and resource allocation 

• Management of concurrent and periodic tasks Continuous reaction allows Apex to use the most 
recent measurements to guide the selection of the next action. In addition it allows dynamic update 
of high level goals. Apex also provides a number of tools for debugging, demonstration, and 
monitoring. 
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4.3.1.3. CRL  
The Contingent Rover Language (CRL) is a declarative plan execution language that was designed 
to represent contingent plans. The CRL executive has been used on NASA’s Marsokhod, ATRV, and 
K9 rovers as a high-level plan interpreter. C-CRL is an extension of CRL that is capable of concurrent 
execution and has been used for the single-cycle instrument placement demonstration on the K9 
rover. The CRL executive may be used as an execution-only system with manually written CRL 
constructs. The external planner that generates CRL plans is the PICO contingent planner. CRL does 
not support loops and periodic tasks, or have a mechanism for providing feedback to planners. 

4.3.1.4. TITAN AND RMPL 
Titan is a model-based execution system that supports both execution control and model-based 
goal achievement specifications [RD. 173]. The execution control component generates goal states, 
which are then given to the model-based goal achievement component. The goal achievement 
component uses automated diagnosis methods to estimate the current state from observable data 
(mode identification), and then uses automated planning (mode reconfiguration) to generate 
command sequences to achieve the given goals from the current state. 

The execution language used in Titan is the Reactive Model-based Programming Language (RMPL). 
Embedded programming languages, such as Esterel and Statecharts, interact with a physical 
hardware by reading sensors and setting control variables. It is then the programmer’s 
responsibility to perform the mapping between intended state and the sensors and actuators. This 
mapping involves reasoning through a complex set of interactions under a range of possible failure 
situations. The complexity of the interactions and the large number of possible scenarios makes 
this an error-prone process. 

RMPL is an object-oriented, constraint-based language. RMPL is developed by first introducing a 
small set of primitives for constructing model-based control programs. They may be nested and 
combined arbitrarily. The RMPL primitives are closely related to the TCC programming language. 
To make the language usable, a variety of derived combinators are defined on top of these 
primitives. 

A model-based programming language is similar to reactive embedded languages like Esterel, with 
the key difference that it interacts directly with the state of the spacecraft. This is accomplished by 
allowing the programmer to read or write “hidden” state variables in the spacecraft, that is, states 
that are not directly observable or controllable. It is then the responsibility of the language’s 
execution kernel to map between hidden states and the spacecraft sensors and control variables. 

RMPL provides standard primitive constructs for conditional branching, preemption, iteration, and 
concurrent and sequential composition. In general, RMPL constructs are conditioned on the current 
state of the physical spacecraft, and they act on the spacecraft state in the next time instant. 

Primitive combinators can be used to implement a rich set of derived combinators. For example, a 
combinatory: “if c thennext A”  starts executing RMPL expression A in the next instant, if the most 
likely current hardware state entails c. The derived construct: “when c donext A” is a temporally 
extended version of “if c thennext A”. It waits until constraint c is entailed by the most likely 
spacecraft state, and then starts executing A in the next instant. 

The primitive and derived RMPL constructs are used to encode control programs and this subset is 
sufficient to implement most of the control constructs of the Esterel language. The RMPL control 
program is executed by the control sequencer. Executing a control program involves compiling it 
to a variant of hierarchical automata, called hierarchical constraint automata (HCA), and then 
executing the automata in coordination with the Titan deductive controller. The RMPL architecture 
offers some interesting features that can be considered and extended. 

The model-based approach allows programmers to state control programs making some 
abstractions on the real system. In this way, it is possible to design a more efficient control, 
exploiting a development environment like classical programming environment. In fact, it is 
possible to write a program taking into account not only the sensors and state variables but also 
hidden variables that can be defined by the designer. Relations between these variables and the 
real state of the system are handled by the executive. In this way, a transparent view of the system 
is provided in order to express control in a more abstract and efficient way. Moreover, control 
programs are a compact specification of intended state evolution that should be executed. 
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The Titan model-based executive achieves robustness by reasoning through system models during 
runtime. Failure to achieve expected results will trigger diagnosis, reconfiguration and recovery. In 
order to maintain flexibility, the system always possesses a variety of strategies and plans for 
achieving its goals. The system monitors its progress and changes its plan and strategy if 
appropriate progress is not being made. These activities are performed in order to trade off between 
robustness and runtime efficiency. 

However, RMPL doesn’t present high level deliberative capabilities. Even if it is possible to describe 
at high level the system’s activities and their control, this architecture does not perform any 
autonomous reasoning in order to achieve the posted goals. Titan performs some reasoning, but 
just in order to reach a configuration goal starting from another one. 

From a control point of view, RMPL architecture seems to be very effective and robust, but it doesn’t 
allow to provide to the system proactive behaviors. This possible extension is favorable in order to 
obtain an autonomous control system with real deliberative features. 

4.3.1.5. PRS 
The Procedural Reasoning System (PRS) was developed to address the problem encountered in 
developing autonomous systems that were required to be continuously active and to have real-time 
response. Traditional programming languages imposed an order on task execution through the 
language’s control structure that makes it difficult to respond quickly to a large set of possible 
events. PRS is a reactive goal-driven system that selects procedures (partial plans) from its library 
of procedures at each execution step. PRS is an execution-only system.  

 It has a high-level language allowing for the representation of goals and conditional 
subplans. 

 It has the ability to deal with different activities in parallel. 

 A bounded reaction time to new events is guaranteed. 

OpenPRS is composed of a set of tools to represent and execute procedures, it contains:  

 A database: It contains facts representing the system view of the world, and is constantly 
and automatically updated as new events appear (internal events or external events from 
an operator, TEXEC or the functional modules). Thus the database can contain symbolic 
and numerical information such as the position of the robot or the status reports of 
requests. 

 A library of procedures: Each procedure describes a particular sequence of actions and tests 
that may be performed to achieve given goals3 or to react to certain situations. Each 
procedure is self-contained: it describes in which conditions it is applicable and the goals it 
achieves. 

 A task graph: It corresponds to a dynamic set of tasks currently executing. Tasks are 
dynamic structures which keep track of the state of execution of the intended procedures 
and of the state of their posted subgoals. 

An interpreter runs these components: it receives new events and internal goals, selects 
appropriate procedures based on the new situation and places them on the task graph, chooses 
one task and finally executes one step of its active procedure. This can result in a primitive action 
(e.g. a request sent to a module), or the establishment of a new goal. 

4.3.1.6. UNIVERSAL-EXECUTIVE 
The Universal-Executive is currently under development in a collaborative effort of researchers at 
NASA Ames Research Center, NASA’s Jet Propulsion Laboratory and Carnegie-Mellon University. It 
is being designed to facilitate reuse and inter-operability of execution and planning frameworks. 
Plan execution systems often have a close relation to the planners that they are associated with, 
which makes information sharing between different execution and decision-making systems 
difficult. 

The Universal-Executive builds on the Coupled Layer Architecture for Robotic Autonomy (CLARAty) 
[RD. 64] (described in the previous section). The CLARAty architecture has successfully enabled 
interoperability at the Functional Layer, which is the interface to the hardware. Current work, 
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including the development of the Universal Executive, is addressing this same goal at the Decision 
Layer. 

The execution language to be used in the Universal-Executive is called Plan Execution Interchange 
Language (PLEXIL).  PLEXIL extends many execution control capabilities of other systems. The key 
characteristics of PLEXIL are that it is compact, semantically clear, and deterministic given the same 
sequence of events. At the same time, the language is quite expressive and can represent simple 
branches, floating branches, loops, time and event driven activities, concurrent activities, 
sequences, and temporal constraints. The input to the Universal-Executive will be a PLEXIL 
representation of an execution control instance and a description of relevant domain information. 
Execution nodes describe both initiation of real-world actions, and the control of execution. The 
nodes are arranged into hierarchical trees where leaf nodes are action nodes and internal nodes 
are control nodes. This is different from TDL, where task trees are a type rather than an instance. 
The execution of each node is governed by a set of conditions, such as when the node gets activated 
and when it is done. The Universal-Executive will be capable of executing multiple nodes 
concurrently. When action nodes are executed, commands are sent to the rover, whereas when 
internal nodes are executed, they are expanded to the next level of nodes in the tree. The 
expressiveness of the language enables the Universal Executive to handle dynamic outcomes and 
environmental uncertainty. The executive can also provide execution information and outcomes 
back to higher-level systems. Consequently, it can be used both as a stand-alone execution-only 
system, and as an execution system coupled with an external planner. 

Recently the Plan Execution Interchange Language (PLEXIL) and the Universal Executive (UE) have 
been released as open source software, available at plexil.sourceforge.net. PLEXIL and the UE, first 
developed in 2006, have been used to operate K10 planetary rovers, provide an executive for the 
Drilling Automation for Mars Exploration (DAME) drilling application, and demonstrate automation 
for International Space Station operations as part of the Automation for Operations (A4O) project 

4.3.1.7. TDL 
The Task Description Language (TDL) uses a procedural representation to support plan execution. 
It is an extension of C++, adding syntax for specifying high-level control. A Java-based compiler 
translates TDL into pure C++, together with calls to a domain-independent task management 
library. The resulting code can then be compiled with any existing compiler and linked with existing 
C++ code. There are options in the language to specify that the resulting code should be threaded 
and/or distributed (the latter used for coordinating multiple robots). TDL provides the ability to 
represent high-level control constructs including task decomposition, task coordination and 
synchronization, execution monitoring and exception handling, as well as distributed coordination 
between multiple agents. Being an extension of C++ makes it very easy to integrate TDL into 
projects – developers can use as much, or as little, of the TDL functionality as they need to augment 
the standard C++ functionality. High-level control constructs are represented in TDL as task-trees. 
Task trees represent the execution trace of hierarchical plans and are created dynamically at run 
time. The task-tree decomposition can be created from conditional and recursive task 
representations. 

4.3.1.8. MPE 
Mission Planning and Execution (MPE) is the execution subsystem of the Mission Data System (MDS) 
[RD. 227]. MDS uses an explicit state-based representation. Knowledge about the spacecraft and 
the environment is provided by state estimates. Knowledge about the behaviour of the system is 
stored in state models. Information is reported via a history of states, measurements, and control 
commands. 

The input to MPE is operator “intent” (expressed as temporal constraints, and constraints on states), 
flight rules, and hard constraints on variables. MPE is an execution system with internal planner 
that can locally adapt the original plan to recover from faults and handle uncertainty 

4.3.1.9. OBCP 
The OBCP concept [RD. 233] [RD. 235] is that of a procedure to be executed on-board, which can 
easily be loaded, executed, and also replaced, on-board the spacecraft without modifying the 
remainder of the on-board software. OBCP-based operations provide higher autonomy than 
traditional spacecraft operations based on flight control procedures (FCP) (E1) and mission time 
line (MTL) (E2). When linked to on-board events, OBCPs can be used to provide E3 autonomy level. 
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Compared with FCP or MTL-based operations, OBCPs allow for a more powerful on-board 
automation of spacecraft operations. An OBCP is a small, stand-alone on-board program 
commendable by the ground. An OBCP can be seen as an FCP executed on-board the spacecraft. 
While OBCP execution is initiated and possibly monitored by the ground, interaction with other on-
board subsystems through TM and TC is done autonomously by the OBCP.  

 
Figure 4-22: The OBCP concept. 

Typical capabilities of OBCPs allow for (i) sending TCs to on-board subsystems, (ii) receiving TM 
from on-board subsystems and (iii) downlink of OBCP TM, enabling the ground to monitor OBCP 
execution. OBCP processing capabilities are usually similar to what is offered by high-level 
programming languages.  

The OBCP concept has significant advantages over the traditional way of spacecraft operations with 
ground-executed procedures and time-tagged commanding: 

 OBCPs give enhanced capability, allowing for full procedure execution out of ground contact. 

 The proximity of OBCPs to the commanded subsystems allows for rapid reaction to any 
problems encountered, increasing the overall safety of spacecraft commanding. 

 Employing OBCPs increases the efficiency of operations, shortening spacecraft operations 
duration and reducing operations overhead on the ground. 

 OBCP’s can provide a mechanism to change on-board software (OBS) functionality without 
resorting to actual OBS changes, replacing the need for costly OBS update activities with the 
limited overhead of OBCP development and validation. 

The first ESA mission to fly OBCP-like facilities was the European Retrievable Carrier (EURECA) in 
1992/93. Some remarkable ESA missions using OBCPs are Rosetta, Venus Express [RD. 234] [RD. 
237] and Goce [RD. 236]. The Bepi Colombo mission to Mercury (launch in 2014) is foreseen to have 
the OBCP capability as well. 

Especially for deep space missions like Rosetta and Venus Express, the capability to execute 
procedures out of ground station contact and the capability to have OBCPs that can immediately 
react to on-board events is essential. 

Rosetta’s main science phase in close proximity to a comet nucleus begins 10 years after launch. 
The number of unknown factors in that phase –both in the area of spacecraft functionality and the 
environmental characteristics– require a maximum level of flexibility in spacecraft operability, and 
hence the on-board software. OBCPs can be an efficient means of providing this flexibility without 
having to resort to full-blown on-board software changes. 

The OBCP language and facilities in use on the Rosetta spacecraft [RD. 238] have been specifically 
designed for this mission. Rosetta OBCPs have the following properties: 

 OBCP manager task runs at 1Hz in the DMS 

 At most 20 OBCPs can execute in parallel (round-robin scheduling) 
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 OBCPs stored in SSMM and DMS RAM/EEPROM 

 OBCPs can be started/stopped/suspended/resumed by command 

 Language (SCL) similar to Ada83 

The MEX/VEX data handling software including the OBCP manager is largely identical to the Rosetta 
DMS. 

The benefits of doing Rosetta operations with OBCP support have been recognized. The mission 
operations are more efficient using OBCPs, reducing both preparation and execution overhead. 
When propagation delays become significant, the number of checks done throughout manual 
operations tends to be decreased due to time constraints. This is not applicable for OBCPs. Also, 
OBCPs are the only safe way to carry out complex Rosetta operations out of ground coverage. 

The GOCE on-board command language (OCL) [RD. 232]allows the creation of complex programs 
to solve complicated tasks. The programs are processed by a two-pass-compiler and executed by 
a token interpreter running on GOCE. The language supports multiprocessing and time-driven 
execution. It can be used for 
 Data processing 

 Commanding and batch processing 

 System control 

To provide easy programming, the OCL syntax is similar to the syntax of the well-known 
programming language C. All of the tasks mentioned above can use common functions for data 
processing, so the user does not have to solve the same problems multiple times.  

As the OBCP concept is similar to the FCP concept, the MOIS-Toolset was naturally selected for 
developing within the GSTP funded GAMOS study at ESOC a common and integrated framework 
that allows an easier and more intuitive OBCP development [RD. 233]. A prototype was developed 
for the Rosetta mission, taking into account the lessons learnt by the engineers experienced in 
developing hand-coded OBCPs. 

MOIS allows the engineer to concentrate on engineering procedures rather than software 
engineering development. 

It is clear that MOIS Writer and MOIS Flowcharter apply some restrictions on OBCPs created 
compared to the OBCP language capabilities. The guideline of MOIS since its design has been to 
keep the operational procedures as simple as they can be. This has the advantage of reducing the 
risk by reducing the complexity and ensuring that procedure can be easily understandable. On the 
other hand, OBCP efficiency and capabilities can be impacted for some type of procedures. 

4.3.2. HYBRID CONTROLLERS: INTERLEAVING PLANNING WITH 
EXECUTION 

In three-layer architectures, we have seen execution systems that use explicit interfaces to 
planners (the deliberative layer). Other execution systems, (like the ones described in the previous 
section) can be used as an execution-only system, or combined with an external planner. Finally, 
a third category of controllers integrate planning and execution more tightly by using a planner 
internally within the execution system to select control actions. In the following, we will include 
here examples of executive languages/architectures in which planning and execution are 
interleaved.  From the historical point of view, it is very interesting to follow the development of 
such systems because systems that used this paradigm have had a tremendous success in the use 
of AI in space, such as the Remote Agent Experiment (RAX) or the MER rover’s mission.  

4.3.2.1. THE RAX EXPERIMENT 
Remote Agent is an AI system that flew on-board the Deep Space One (DS-1) spacecraft in 1999. 
The main characteristics of the Remote Agent are that it is model-based with on-board planning, 
fault detection, identification, and recovery. The executive in the Remote Agent is the central 
controller. The input to the Remote Agent executive is a high-level state and duration for which the 
state must be maintained. The executive autonomously calls the planner to generate a plan to 
satisfy a high-level goal. It uses a domain model to monitor plan execution and commands.  
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The Remote Agent executive was based on the Execution Support Language (ESL). ESL is a 
declarative execution language that is an extension of Lisp. It is implemented as a set of macros 
that expand into Common Lisp and invoke Lisp’s multi-tasking library. ESL provides task-level 
control constructs, resource management, and a database built on Prolog. The novel features 
demonstrated by the RA executive in the DS-1 experiment were integrated planning and execution 
with low-latency response time to contingencies and deficiencies in the plan and the lack of 
intervention required by the human operator after issuing high level mission goals. The RA 
executive is an execution system with internal planner and also an execution system coupled with 
an external planner at the same time, and was based on the previous work of Nicola Muscettola in 
the HSTS mission. 

RA works with models. These models serve as descriptions of the behaviour and structure of the 
controlled spacecraft.  Each RA component solves problems, accepting goals.   

RA can operate at different levels of autonomy, which allows the operators to interact with the 
system using ground commands, if needed. Operators can also use goal commanding rather than 
sequences of low-level commands. RA determines plans of actions that achieve the goals and 
carries out the plans by issuing commands to the spacecraft. Actions are represented by issuing 
commands to the spacecraft. Actions are represented with tasks that are decomposed into other 
tasks, and eventually, commands to the flying software. RA was designed to be robust: a goal 
achieving system receives a specified state to be maintained for a specified period of time and from 
this it determines the commands and when to issue them.  

RA can also modify pre-planned commands in order to overcome obstacles that would prevent the 
achievement of a goal.  RA integrates three different layers, which use different technologies [RD. 
31]: 

 An on-board planner/scheduler (PS).  PS was an evolution of the HSTS planning system 
[RD. 162] whole language is described also in the planning section of this document. The 
remote agent planning system PS consisted of the HSTS temporal database and modelling 
facility, developed at NASA ARC, and the incremental Refinement Search Engine (IRS), a 
backtracking, refinement search engine developed primarily by JPL. PS allowed for the 
expression of temporal constraints and has a powerful suite of constraint-propagation 
capabilities. It supports complex functional dependencies and has powerful facilities for 
partially grounding parameters.  This was necessary for handling autonomous operations 
with tight resource constraints and hard deadlines. PS begins with an incomplete plan and 
expands it into a complete plan posting additional constraints into the database.  When 
required, PS queries domain-specific planning experts to access information that is not in 
the model. The IRS search engine implements refinement search. 

 A smart executive (EXEC), a robust plan-execution system. EXEC is goal-oriented rather 
than command-oriented.  EXEC has the control on multiple processes in order to coordinate 
the simultaneous execution of multiple goals that are often independent.  

 The mode identification and recovery (MIR) system, for model-based fault diagnosis and 
recovery. As commands from EXEC are executed, MIR receives observations from 
spacecraft’s sensors that are abstracted. MIR combines the commands and observations 
with declarative models of the spacecraft components to determine the current state of the 
system and report it to EXEC. The MIR system is based on Livingstone. 

 
Figure 4-23: The RAX architecture. 
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In the architecture autonomous operation is achieved through the cooperation of 5 distinct 
components. Continuous autonomous operation is achieved by the repetition of the following cycle: 

1. Retrieve high level goals from the mission's goals database. In the actual mission, goals 
can be known at the beginning of the mission, put into the database by communication 
from ground mission control or can originate from the operations of spacecraft subsystems 
(e.g., "take more pictures of star fields to estimate position and velocity of the spacecraft"). 

2. Ask the planner/scheduler to generate a schedule. The planner receives the goals, the 
scheduling horizon, i.e., the time interval that the schedule needs to cover, and an initial 
state, i.e., the state of all relevant spacecraft subsystems at the beginning of the scheduling 
horizon. The resulting schedule is represented as a set of tokens placed on various state 
variable time lines, with temporal constraints between tokens. 

3. Send the new schedule generated by the planner to the executive. The executive will 
continue executing its current schedule and start executing the new schedule when the 
clock reaches the beginning of the new scheduling horizon. The executive translates the 
abstract tokens contained in the schedule into a sequence of lower level spacecraft 
commands that correctly implement the tokens and the constraints between tokens. It then 
executes these commands, making sure that the commands succeed and either retries 
failed commands or generates an alternate low level command sequence that achieve the 
token. Hard command execution failures may require the modification of the schedule in 
which case the executive will coordinate the actions needed to keep the spacecraft in a 
"safe state" and request the generation of a new schedule from the planner. 

4. Repeat the cycle from step 1 when one of the following conditions apply: 

a. Execution (real) time has reached the end of the scheduling horizon minus the 
estimated time needed for the planner to generate a schedule for the following 
scheduling horizon; 

b. The executive has requested a new schedule as a result of a failsafe. 

Schedule execution is achieved through the cooperation of the executive and the other three 
architectural layers. The executive reasons about spacecraft state in terms of a set of component 
modes. The mode identification (MI) layer is responsible for providing this level of abstraction to 
the executive. MI takes as input the executive command sequence and observations from sensors 
to identify the current mode (nominal or failed) of each spacecraft component. The monitoring layer 
takes the raw sensor data stream, and discretizes it to the abstract level required by MI. Finally, 
the control and real-time system layer takes commands from the executive and provides the actual 
control of the low level state of the spacecraft. It is responsible for providing the low-level sensor 
data stream to the monitors. 

RA can operate at different levels of autonomy, which allows the operators to interact with the 
system using ground commands, if needed. Operators can also use goal commanding rather than 
sequences of low-level commands. RA determines plans of actions that achieve the goals and 
carries out the plans by issuing commands to the spacecraft. 

RA was the first artificial intelligent-based autonomy architecture to reside in the flight processor 
of a spacecraft and control it for several days without ground intervention. RA was demonstrated 
by running onboard the NASA Deep Space 1 (DS1) spacecraft, launched in 1998, and controlling 
its operations for a total of one week in May 1999.  

4.3.2.2. IDEA & T-REX 
In the Remote Agent there were subtle differences in semantics between models in the planning, 
execution and diagnosis layers. IDEA [RD. 176] [RD. 21], [RD. 22]  unifies them under a single 
planning technology that operates on a single representation of the past, present and future state. 
Furthermore, IDEA unifies the entire domain description in a single model, i.e. the descriptions of 
the controlled subsystem and internal control logic, the coordination of control layers (e.g. how to 
interleave plan execution and deliberation) and interactions with other agents. . Because it unifies 
deliberation and reaction, IDEA enables consistency, coordination, flexibility and sophistication that 
is not possible in classical, three-layer approaches. IDEA is also unified under the real-time control 
point of view. Reactions to events are synchronized to a global clock, and must complete within the 
minimum time quantum for the application. We refer to IDEA controllers as agents. IDEA’s 
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formulation of a timeline-based representation and use of constrained-based temporal planning to 
implement a control loop has been demonstrated in a number of field tests with rovers and 
spacecraft simulation environments. However a substantial shortcoming of IDEA was its complexity 
and no clear formulation in dealing with complex environments where scalability of system 
performance is critical. 

To overcome these shortcomings while building on IDEA, T-REX (Teleo-Reactive EXecutive) was 
designed, built, tested and deployed for deep ocean robotic exploration at the Monterey Bay 
Aquarium Research Institute (MBARI). T-REX (Teleo-Reactive EXecutive) is a goal-oriented system, 
with embedded automated planning and execution. Encapsulating the long-standing notion of a 
sense-deliberate-act cycle where sensing, planning and execution are interleaved. In order to make 
embedded planning scalable the system enables the scope of deliberation to be partitioned 
functionally and temporally and to ensure the current state of the agent is kept consistent and 
complete during execution. While T-REX was built for a specific underwater robotics application, 
the principles behind its design are applicable in any domain where deliberation and execution are 
intertwined.  

    
Figure 4-24: An MBARI Deep Ocean AUV at sea (left) and 4 reactors T-REX architecture 

(right). 

T-REX has been used for terrestrial robotic planning by Silicon Valley robotics startup 
WillowGarage.com [RD. 174] and is available as Open Source software. T-REX has strong execution 
semantics and separates synchronization from deliberation. It further allows synchronization to be 
interleaved with deliberation permitting reaction times to extend to multiple time steps if necessary. 
Moreover, the partitioning structure provided automatically applies rules for synchronization and 
dispatch to co-ordinate among control loops and resolve conflicts. Safe and effective adaptation 
requires a balanced consideration of mission objectives, environmental conditions and available 
resources. And as mission durations increase, sustained robotic presence in contact with the 
environment requires the ability to deal with off-nominal conditions. By capturing explicit 
interactions between behaviors as plan constraints in the domain model and the use of goal-
oriented commanding, we expect our approach to reduce the cognitive burden on mission 
operators. 

Figure 4-24 shows a conceptual view of a T-REX agent as used at MBARI and Willow Garage for 
decisional-level control of an AUV and a terrestrial robot respectively. In this instance, T-REX was 
layered on top of an existing functional layer; as a consequence the design encased the functional 
layer to be outside the T-REX agent interfaced via a T-REX system Executive. Traditionally, an 
agent is viewed as the coordinator of a set of concurrent control loops. Each control loop is embodied 
in a Teleo-Reactor (or reactor for short) that encapsulates all details of how to accomplish its control 
objectives. Arrows represent a messaging protocol for exchanging facts and goals between 
reactors: thin arrows represent observations of current state; thick arrows represent goals to be 
accomplished. Reactors are differentiated in 3 ways: 

 Functional scope: indicating the state variables of concern for deliberation and action. 

 Temporal scope: indicating the look-ahead window over which to deliberate. 

 Timing requirements: the latency within which this component must deliberate for goals in 
its planning horizon. 
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Figure 4-25: Information flow between timelines. 

Figure 4-25 for example, shows four different reactors; the Mission Manager provides high-level 
directives to satisfy the scientific and operational goals of a mission: its temporal scope is the whole 
mission, taking minutes to deliberate if necessary. The Navigator and Science Operator manage 
the execution of sub-goals generated by the Mission Manager. The temporal scope for both is in 
the order of a minute even as they differ in their functional scope. Each refines high-level directives 
into executable commands depending on current system state. The Science Operator is able to 
provide local directives to the Navigator. For example if it detects an interesting rock formation 
while exploring the Martian surface, it can request the navigation mode to switch from a long 
traverse to doing contact science with the rover arm. Deliberation may safely occur at a latency of 
1 second for these reactors. The Executive provides an interface to the functional layer of the 
underlying hardware. It encapsulates access to commands and vehicle state variables. The 
Executive is reasonably approximated as having zero latency within the timing model of our 
application since it will accomplish a goal received with no measurable delay, since it does not 
deliberate. 

To date T-REX has been designed, tested and deployed in the coastal ocean in California’s Monterey 
Bay, for upper-ocean studies where complex interactions between physical, chemical, geological, 
and biological processes often occur. In 2008, T-REX was released as open source for the 
community. The version controlled sources are available at Google Code [RD. 77]. 

4.3.2.3. GOAC 
GOAC was an ESA project, developed by GMV, in which the T-REX architecture was used. The Goal-
Oriented Autonomous Controller (GOAC) is a hybrid architecture consisting of a set of 
reactors/timeline planners over a reactive/interruptible functional layer. The architecture is 
illustrated in Figure 4-26. Each reactor (or teleo-reactor, according to T-REX terminology) is a 
sense-plan-act control loop working at a different level of abstraction and making decisions over a 
possibly different functional scope of the system. Reactors are differentiated based on whether they 
need to deliberate in abstraction (at the highest level) or be responsive to the inputs from the lower 
levels closer to the hardware. The system uses T-REX well-defined messaging protocol for 
exchanging facts and goals between reactors: observations of the current state either from the 
environment or from within the platform, and goals to be accomplished. 

The intelligence of the controller is in the planner, the problem solver, but instead of a single planner 
there can be several planners in GOAC. In that case, each planner is embedded into a different 
reactor. At the bottom of the deliberative-executive layer, there is a command-dispatcher reactor, 
which is purely reactive (non-deliberative, that is, it does not produce any plans). The controller 
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can be seen as a network of reactors, where the output of each reactor (a plan) is the input (a set 
of goals) for another reactor. 

 
Figure 4-26: GOAC architecture (left) and GOAC-3DROV case study scenario (right). 

Therefore, GOAC followed a divide-and-conquer approach to complexity, by splitting the 
deliberation problem into sub-problems, thus making it more scalable and efficient. The number of 
deliberative reactors to be instantiated in the on-board controller of a given space robotic system 
is a mission-specific design decision. Each reactor deliberates over a different part of the domain 
functionally; for instance, a science reactor and a navigation reactor take into account different 
aspects of the mission. On the other hand, the planning horizon is different for each reactor. For 
instance, whereas a mission-level reactor could consider the whole mission life (e.g., a day-long 
survey), a navigation reactor would look into the future for a single navigation unit, such as a 
traverse towards a given target point. Since the planning problem can be computationally intensive, 
by splitting it into several sub-problems, we achieve scales of efficiency. If, for instance, a lower-
level deliberative reactor can cope with a re-planning need, higher-level reactors will not be 
informed. In this way, a subset of the planning domain can be used to efficiently satisfy a re-
planning need. 

Making decisions in GOAC relies on timeline-based planners. According to this technology, plans 
are flexible, that is, the time boundaries (start, duration and end) of planned tasks are not fixed. 
This way, plans are more robust in the frame of uncertain environmental conditions, than 
predefined, rigid sequence of activities. 

Finally, in GOAC the BIP framework provides a methodology for building real-time systems 
consisting of heterogeneous components. BIP is used in order to reduce a posteriori validation as 
much as possible, by putting the focus on the following challenging problems: incremental 
composition of heterogeneous components; ensuring correctness-by-construction for essential 
system properties; and automated support for component integration. 

4.3.2.4. PERIGEO 
PERIGEO is an R&D project, funded by the INNPRONTA 2011-2014 programme from Spanish CDTI, 
and it is performed by a consortium of companies and research centers which aimed to investigate 
the use of UAV technologies and processes for the validation of space oriented technologies. For 
this purpose, different space missions and technologies have been selected in the project due to its 
high strategic, technical or scientific interest. These technologies had been investigated along the 
project and the investigation results will be validated through the use of tests with UAV platforms.  

The main objective for SARDU (‘Sistema Autonomo Robusto Desarrollado en UAV’) was to reach a 
general-purpose architecture for the development of controllers that could be used in space robotic 
devices. Next Figure 4-27 provides an overview of the PERIGEO software architecture. 
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Figure 4-27: PERIGEO software architecture based on T-REX/EUROPA/ROS. 

SARDU was strongly based on the GOAC experience, and used a T-REX executive. The functional 
layer was based in the ROS robotic framework [RD. 240]. In PERIGEO, the GOAC command 
dispatcher GOAC was interfacing with the ROS framework, and used ROS adapters to control the 
UAV. The system was used to control an autonomous UAV in a simulated Martian scenario as shown 
by next Figure 4-28. 

 
Figure 4-28: The PERIGEO test environment: simulated Mars scenario. 
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4.4. FORMAL VERIFICATION AND FDIR 
The tasks of verification and validation for on-board execution can be separated into several 
subtasks: 

  Confirmation that an existing plan continues to be executable as the observed and estimated 
state is compared with the predicted and expected state. This is a combined responsibility for 
state estimation and plan validation. 

 Confirmation that a proposed modification to a plan will yield an executable plan and that this 
plan will achieve all the intended goals and meet intended constraints. This is a combined 
responsibility of a (re)planner and of plan validation. 

Both of these tasks rely on effective FDIR strategies and require validation of a proposed plan 
against a model. Fault detection and diagnosis is an important problem in spacecraft operations 
and a critical aspect of on-board software with respect to safety, performance and reliability. As 
future space missions include ambitious goals resulting in demanding performance accuracy and 
availability requirements, spacecraft design becomes highly sophisticated and complex. Ground 
operations teams must observe increasingly large volumes of telemetry data to diagnose faults 
coping with possibly incomplete or erroneous data sets. Interplanetary spacecraft missions that 
experience large Earth-spacecraft distances present an additional challenge, as the increasing time 
delay between commands sent and received by the spacecraft limits the ability to respond to faults 
in a timely manner. 

A fault is defined as an undesired deviation of at least one characteristic property of a system 
variable from an acceptable/nominal behavior that leads to degraded overall system performance, 
malfunctions or failure of the system. A failure denotes the total cessation of a function, via a 
subsystem or the total system. There are also many definitions of a fault detection, isolation and 
recovery (FDIR) mechanism to be found in the literature. Generally, the following tasks are part of 
a modern FDIR system: 
 Fault detection is the determination of the presence of faults in a system and of their times of 

occurrence. Generally, fault detection is followed by  

 Fault isolation to determine the type and location of faults. Subsequently, 

 Fault identification aims at determining the size and time-varying behavior of the faults as well 
as estimating the severity of the fault and its possible effects on the system. 

System reconfiguration compensates the identified faults, e.g. by switching to redundant systems. 
Terms also commonly used in the control literature are Fault Detection and Diagnosis (FDD), which 
includes the tasks of FDIR minus the system reconfiguration or recovery. Fault Detection and 
Isolation (FDI), however, refers to a health management system that is dedicated to fault detection 
only without characterizing the observed fault or the resulting effect on the system. 

4.4.1. BASIC FDIR CONCEPTS 
Traditional spacecraft fault management implements redundant hardware and software, 
functional/analytical redundancy and fault protection algorithms associated with simple consistency 
checks, voting mechanisms or simple estimation techniques such as Kalman filters. Fixed thresholds 
are used for rapid recognition of out-of-tolerance condition [RD.530]. 

These actions of fault detection and isolation on-board are implemented after a careful assessment 
of possible faults and failure scenarios during design time. The current practice and state of the art 
to do so are fault tree analysis (FTA) and failure mode, effects and criticality analysis (FMECA) 
[RD.533]. The resulting FDIR concepts and implementations are described in the following sections. 

Hardware Redundancy: The hardware redundancy concept uses multiple sensors, actuators, 
processors and software to measure or control a particular value. Typically, fault detection is 
accomplished by cross checks between redundant units, voting mechanisms and/or component 
built-in health test techniques like rule-based limit checking. In fault case, possible measures are 
retry command or reboot, and enabling switching routines on the appropriate FDIR level to switch 
to either a redundant component (if the faulty equipment was identified) or to a completely 
redundant string, if no fault identification is performed. In [RD.531], Thales Alenia even reports a 
“half satellite” strategy, where only fault detection is performed on-board. If a fault is detected, 
each unit is switched to a redundant one and satellite mode is changed to a predefined system safe 
mode, waiting for ground intervention. 
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Safe Mode: The operational concept of a typical spacecraft includes one or more safe mode 
configurations that represent the ultimate reaction of the system level FDIR to spacecraft 
anomalies. Safe mode (or survival mode) is characterized by configuration of a spacecraft in which 
it can remain safely without ground segment intervention for a specified period of time. In safe 
mode, typically all non-essential on‐board units or subsystems are powered off, either to conserve 
power or to avoid interference with other subsystems, and the spacecraft is (automatically) oriented 
to a particular attitude (thermally safe) with respect to the Earth or the sun. It is crucial for the 
spacecraft to establish link to the ground station crew, since the recovery of the spacecraft from 
safe mode to nominal mode needs to be commanded by ground [RD.535]. In mission critical 
phases, where transition to safe mode would lead to degraded science return or mission loss, the 
safe mode is switched off. 

Hierarchical FDIR Strategy: For technical, development and programmatic reasons, traditional 
FDIR functions of a spacecraft are arranged in a hierarchical architecture as depicted in Figure 4-29. 
Several levels of faults are defined from local component/ equipment/unit level up to global system 
failures. The higher the level, the more critical the fault but lower the occurrence probability of the 
fault. Fault detection is implemented on unit level (level 0), fault isolation, if any, is implemented 
on subsystem or system level (level 2 or 3) and fault recovery is implemented on either relevant 
level as low as possible. Fault recovery or system reconfiguration means, switching to (hot) 
redundant units/strings or change operational mode to safe mode. Redundancy is managed in an 
upper layer to provide a comprehensible decision and track unit faults and failures that already 
occurred. 

                           
Figure 4-29: Hierarchical FDIR concept 

The implementation of recovery actions in modern spacecraft of the European Space Agency (ESA) 
is based on preprogrammed On-Board Control Procedures (OBCPs) that represent the system’s 
event-triggered reflex reaction to FDIR alarms. Figure 4-30 [RD.535] shows the integration of the 
hierarchically structured FDIR modules (colored red) from system level FDIR to subsystem level 
FDIR (payload FD module, AOCS FD module, etc.) down to equipment level into the on-board 
software architecture. This architecture is based on a centralized on-board software data pool 
(OBSW DP). Also indicated is the event management module (Event Mgr.) that is triggered by 
system level FDIR. 

                                  
Figure 4-30: FDIR organized in a hierarchical structure. 
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Flight Control Procedures, Mission Time Line & On-Board Control Procedures: 

Traditional spacecraft operations are mainly done with Flight Control Procedures (FCPs) and the 
Mission Time Line (MTL). FCPs are executed step-by-step by a ground operator, which involves 
sending Telecommands (TC) to the spacecraft and checking Telemetry (TM) downlinked to ground. 
Missions with limited ground station coverage might also use the MTL, which is a sequence of 
timetagged TC loaded from ground and executed by the onboard software when their time tag 
expires. As [RD.536] and [RD.537] outline, the MTL concept is limited as it does not allow for any 
logic while consisting in success-oriented commanding without immediate reaction to unexpected 
system behavior such as failed TC. Several articles [RD.536-538], state that On-Board Control 
Procedures are not only appropriate for nominal operations handling; OBCPs are also suitable for 
more powerful on-board automation of spacecraft operations in order to allow the ground operators 
to prepare and uplink complex operations sequences. On-board control procedures are software 
programs designed to be executed by an OBCP engine, which can easily be loaded, executed, and 
also replaced on‐board the spacecraft [RD.534]. These procedures are command scripts 
assembled from Packet Utilization Standard (PUS) service commands which are defined within 
[RD.539]. As an example, PUS 8 implements functions e.g. for deployment of appendices. PUS 18 
is reserved for on board functions that require more flexibility in either their execution flow or the 
function triggering parameter, i.e. OBCP loading from ground, execution control and parameter 
setting [RD.535]. 

4.4.2. OVERVIEW OF THE DIFFERENT APPROACHES 
The conventional techniques currently used in space systems seem industrially well mastered and 
well characterized; many expected failures are anticipated and uncovered. Hardware redundancy 
methods provide a high level of robustness and good performance, are easy to use and manage 
[RD.532]. Main problems are increased mass and system complexity, hence, on low budget 
spacecraft there are other FDIR methods to be considered. An example provides [RD.541] for 
NASA’s WISE telescope mission. Literature reports conventional FDIR methods suffering from 
significant shortcomings, like often missing isolation of faults and failures on-board [RD.531], only 
partial observability of the actual system status and no on-board knowledge at all about the general 
operational capabilities of the system [RD.533]. Selecting the thresholds for limit-checking 
techniques on unit/equipment level is a compromise between the detection size of deviations and 
the false alarm rate [RD.542]. Often, the thresholds are chosen conservatively leading to a high 
mission outage times for many unnecessary safe mode events. 

Mars Express, for example, lost half a year of operational time due to a SSMM failure that could 
repeatedly not be handled on-board, caused multiple safe mode transitions and operators needed 
more than six months to establish a suitable recovery action for the spacecraft [RD.538]. The Earth 
observation mission CloudSat [RD.543 suffered from severe degradation of batteries that conflicted 
with safe mode power requirements and caused extensive mission outage. Only the high effort of 
the ground operators to find a way around predefined, hardcoded routines in the satellites on-board 
software enabled the mission to be continued. A similar scenario was experienced by the Earth 
observation mission Cluster [RD.544]. On the other hand, ESA’s ADM-Aeolus mission for Earth 
observation claims having adopted from the beginning a high level of on-board autonomy: FDIR 
methods are implemented such, that nominal operations are resumed onboard after a single failure 
and thus, ground intervention is minimized. Operations are design to continue even in safe mode 
for five days without ground contact in failure case [RD.545]. 
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Figure 4-31: Overview of studies investigating innovative fault diagnosis techniques. 

Figure 4-31 gives an overview of studies covering the last two decades with application of soft-
computing or artificial intelligence methods in fault diagnosis of the (aero-)space domain. The 
majority of the above studies concentrate their fault detection efforts on component [RD.546] or 
subsystem level (level 0 up to 3), e.g. [RD.552, 553, 555], to decide which of the thrusters 
[RD.542] or reaction wheels [RD.554] is faulty. On subsystem level, studies focus on the power or 
attitude and orbit control subsystem (AOCS), which are indeed very essential for satellite operation 
and safety. But only few authors study beyond fault detection and isolation on subsystem level 
taking into account system recovery like ESA’s SMART-FDIR study [RD.550], or fault effect 
mitigation measures on system level (level 4), like the remote agent experiment [RD.548]. The 
studies about guidance of a single or cooperative UAVs [RD.547, 551], as well as the ARPHA study 
[RD.533] of a rover power subsystem and respective influence on system level operations appear 
particularly suitable for the application on system level. 

4.4.3. APPROACH PROPOSED IN ERGO 
FDIR design is not a process independent from system design, and is mostly based on the system 
design itself. In the proposed technical approach the FDIR management is split between the 
executive and reactive levels, as follows: 

 At executive level, FDIR management is used to monitor only individual parameters and 
check if they are either below thresholds or identical to some expected values. If a 
parameter exceeds a threshold or is different from its expected value several consecutive 
times, the necessary isolation of faulty subsystems, execution of predefined recovery 
actions and reporting to ground are initiated. 

 At reactive level, FDIR management is used to monitor system-level properties and check 
if specific safety / integrity / resource constraints involving different subsystems are 
continuously met during operation and, in particular, that every action initiated by the 
planner are correctly submitted to the executive. If errors are detected, the recovery 
actions include specific actions to reach back a safe state and restart the nominal behavior. 

The approach proposed in ERGO targets to deal with the general difficulties usually faced by 
engineers in the FDIR development process: 

 Lack of appropriate system RAMS data in the early phases of System Development. 

 Decoupled processes for RAMS Analysis/FDIR definition and System Design and 
Implementation. 

 Lack of system observability by FDIR subsystems. 

 Inconsistencies between local actions at the subsystem-level FDIR elements and system-
level FDIR operation. 
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 Complexity of FDIR operation arisen from its dependency of spacecraft operational modes, 
mission phases and timing constrains. 

 Lack of maturity of FDIR until late phases in system development. 

 FDIR architecture misaligns system architecture or is inadequate for the system context. 

The proposed FDIR management will lead to obtain a mechanism, consisting on the appropriate 
tools and methodology, able to support to the design of systems that are fault tolerant. That is, the 
system is able to deliver critical functionality even in the presence of faults by handling unexpected 
defects. The degree up to which a spacecraft must be tolerant to faults, depends on its RAMS and 
operability requirements, more particularly to its safety, availability and autonomy properties. 

The concept of fault-tolerance as described above addresses the overall behavior of the system and 
is independent of its structure. In order to associate fault-tolerance properties with the structure of 
a system and study their interdependence, it is required to set a specific methodology. Component-
based approach is a successful divide-and-conquer, D&C, technique for designing and implementing 
large systems as well as for reasoning about their correctness. Following this approach, a system 
is designed incrementally by composing smaller components, each responsible for delivering a 
certain set of tasks to separate different concerns. We consider that component-based design and 
analysis of fault-tolerant systems is highly desirable in order to achieve systematic modularization 
of such systems. 

Our proposed FDIR design is based in the use of component-based approach for system design and 
assessment. More precisely, in order to model the FDIR architecture, we also propose to rely on 
the semantics of the BIP approach (Behaviour, Interaction, Priority) developed by UGA to specify 
components and their composition. BIP is integrated with the TASTE environment. This novel 
approach will allow dealing with all the FDIR development difficulties described above, at the same 
time to provide an user friendly toolset to model systems (even distributed systems) using its 
sequential operational semantics and also to generates the code for implementing the FDIR 
architecture that is correct-by-construction (i.e. it preserves observational semantics of the original 
model). 

4.5. TASTE AS A MODEL-DRIVEN DEVELOPMENT SYSTEM FOR SPACE 

4.5.1. OVERVIEW 
TASTE is a Model Driven Engineering approach that provides a methodology and tools to build 
dependable embedded software with real-time constraints. It has been developed as a follow-on of 
the ASSERT EC-FP6 project and is promoted by ESA.  

The main principles that are enforced by TASTE are hereafter presented: 

 The re-use of existing mature technologies rather than “reinventing the wheel” (e.g. ASN.1, 
AADL, SDL). 

 A high level of consistency between design and code (e.g. semantically strong models, code 
generation). 

 A clean separation of concerns between the applicative procedural functions and the 
distributed real-time scheduling constraints. 

 A possible use of heterogeneous applicative software languages in a transparent way (e.g. 
Ada, C/C++). 

 The support of dependable Real-Time execution environments (e.g. Ravenscar Computation 
model: RCM). 

4.5.1.1. THE TASTE WORKFLOW 
TASTE comes with a complete tool-chain and a pre-defined design and build approach that are 
reflected in the next figure. The suggested workflow contains the following steps that are further 
detailed in the next sections: 

 Defining the data types that are used in the functions interfaces (Data View) 

 Creating or re-using the procedural code by various means (Functional View) 
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 Connecting functions together and introducing real-time constraints (Interface View) 

 Describing the hardware platform and allocating software functions (Deployment View) 

 Performing timing analysis and adjusting real-time attributes (Concurrency View) 

 Generating the complete set of source code and building the executable application  

 Monitoring and testing the executable application 

 
Figure 4-32: TASTE workflow. 

4.5.1.2. THE RAVENSCAR COMPUTATIONAL MODEL 
The timing dependability of TASTE applications is ensured by the use of the Ravenscar Computation 
Model (RCM). RCM is originally based on the Ada Ravenscar profile that defines a subset of the Ada 
tasking features to support safety-critical real time applications and to formally prove their real 
time properties. These principles are used more generally in TASTE where Ravenscar constraints 
also apply to AADL models and C/C++ based software.  

The major restrictions enforced by RCM are depicted below: 

 The task set is statically defined. There are no task dynamic instantiations, no task 
terminations, and no dynamic change of priorities. 

 The only allowed task dispatch protocols are: periodic and sporadic (i.e. aperiodic with a 
minimum inter-arrival time). 

 The tasks synchronization is ensured by shared protected object, with a maximum of one 
entry per protected object.  

 Runtime configuration states that task dispatching is made using FIFO within priorities. 
Protected object access uses the Priority Ceiling Protocol. The code in a protected object 
procedure, function, or entry cannot be suspended. 

4.5.2. TASTE DATA VIEW 
A TASTE Data View represents the various types usable to model a system in the TASTE Interface 
View editor. It is a set of files defining types using the ASN.1 standard with some restrictions due 
to TASTE implementation choices. 

The AADL representation of the TASTE Data View is built using the asn2aadlPlus tool from the 
TASTE tool-chain which generates a single AADL file from a set of ASN.1/ACN files. 

The resulting AADL file defines a unique AADL package named DataView which contains the AADL 
Data component corresponding to the ASN.1 types. The DataView package is mandatory in the 
modeling phase to define a consistent AADL model. 
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4.5.3. TASTE FUNCTIONAL VIEW 
The TASTE Functional View encompasses the applicative procedural code that can be expressed in 
its original native language, as far it is supported by the TASTE tool-chain (i.e. Ada or C/C++). This 
code can be hand-written, reused from an existing library or generated from a higher level model 
such as SDL or Simulink. For the latter, no editing tool support is provided by TASTE. SDL is usually 
used for state-driven components such as TM/TC controllers whereas Simulink can be used for 
continuous functions as control laws. 

Whatever the mean to produce the Functional View is, it must remain strictly procedural, in order 
not to interfere with the real-time constraints that are specified in the Interface View. 

4.5.4. TASTE INTERFACE VIEW (TASTE IV) 

4.5.4.1. DEFINITION 
A TASTE IV represents a software application composed of a set of system-level functions (TASTE 
Functions) connected together through functional interfaces. The communication paradigm that is 
used at that stage is based on client-server subprogram calls which denote control flows (i.e. 
synchronization) associated with data flows. Interfaces on the server side are TASTE Provided 
Interfaces (PI) whereas interfaces on the client side are TASTE Required Interfaces (RI). PIs trigger 
execution of operations which internal procedural behavior is defined by the Functional View. On 
the contrary, the trigger condition of each PI is specified by user-defined attributes associated to 
services of the TASTE Run Time (i.e. Periodic, Sporadic, Protected or Unprotected). A PI may declare 
parameters (TASTE Parameters) which data type is declared in the TASTE Data View. In addition, 
state variables (TASTE Context Parameters) may be declared to express internal data that can be 
shared within TASTE Functions. TASTE Context Parameters are instances of data types declared in 
the TASTE Data View. Finally, TASTE Functions may be organized in a recursive composition 
hierarchy. 

The TASTE IV model has a graphical representation associated with a specific XML serialization that 
is mapped to a standard AADL definition. 

4.5.4.2. AADL MAPPING 
The usual way to handle TASTE IV models is through their AADL representation. The AADL subset 
used for this purpose is described by a set of mapping rules presented below. 

4.5.4.2.1. INTERFACE VIEW 

The top level construct of a TASTE IV is represented by an AADL package with the fixed name of 
interfaceview::IV and an AADL System component named interfaceview. 

4.5.4.2.2. TASTE FUNCTION 

A TASTE Function is represented by an AADL sub-Package (to avoid name conflicts) containing an 
AADL System with a user defined name, and a corresponding System subcomponent within the 
parent System. 

4.5.4.2.3. PROVIDED INTERFACE (PI) 

In a TASTE Function, a PI is represented by an AADL Subprogram component associated with a 
Provides Subprogram Access feature in the System component type representing the Function. The 
name of the Subprogram is the PI name prefixed by PI_ and its actual procedural implementation 
is defined in the Functional View. 

4.5.4.2.4. REQUIRED INTERFACE (RI) 

In a TASTE Function, a RI is represented by an AADL Subprogram component associated with a 
Requires Subprogram Access feature in the System component representing the Function. The 
name of the Subprogram is the RI name prefixed by RI_ ant it represents a proxy of the actual 
remote PI to which it is (or will be) connected. 
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4.5.4.2.5. INTERFACE PARAMETER 

A Parameter in a PI or RI is represented by an AADL Parameter feature within the Subprogram 
component type representing the PI or RI. The Parameter's name is user defined. The Classifier of 
the Parameter must be defined in the Data View. 

4.5.4.2.6. CONTEXT PARAMETER 

In a TASTE Function, a Context Parameter is represented by an AADL Data subcomponent within 
the System component implementation representing the Function. Its name is user defined. The 
Classifier of the Context Parameter must be defined in the Data View. 

4.5.4.2.7. CONNECTIONS 

A Connection between two Interfaces is represented by an AADL Subprogram Access connection 
between the Subprogram Access features corresponding to the connected interfaces (RI -> PI). 
This connection lays in the encompassing System component implementation representing the 
Interface View or the parent Function. 

4.5.4.2.8. CONNECTIONS GROUP 

A connection group between two TASTE Functions is represented on each side by an AADL Feature 
Group type representing the set of interfaces to be connected and an AADL Feature Group instance 
declared in the encompassing System component type representing the Interface View or the 
parent Function. The two Feature Group instances are connected with a Feature Group Connection. 
This connection lays in System component implementation representing the parent of the 
connected Functions. 

4.5.4.2.9. COMMENTS 

The TASTE IV model offers two kinds of comments: textual descriptions associated with most of 
the entities, and graphical notes that can be added on the diagram and attached to the Interface 
View or Functions. Both are represented by formatted AADL comments. A textual description 
comment is inserted before the corresponding feature or subcomponent, whereas a graphical note 
is inserted at the beginning of the corresponding Package. 

4.5.5. TASTE DEPLOYMENT VIEW (TASTE DV) 

4.5.5.1. DEFINITION 
The TASTE DV describes the hardware environment on which the software application defined in 
the TASTE IV can run in terms of computation Nodes communicating together through busses. A 
Node is composed of devices enabling connection to busses (one per device) and one processor 
which shall contained at least one partition. Terminal Functions of the TASTE IV must be bound to 
partitions whereas corresponding connections must be bound on busses if connected Functions are 
bound to different nodes. 

The hardware components that can be added in a TASTE DV must be defined in the TASTE Hardware 
Library that lists all the Processors, Busses and Devices that are supported by the application build 
process. 

The TASTE DV model has a graphical representation associated with a specific XML serialization 
that is mapped to a standard AADL definition. 

4.5.5.2. AADL MAPPING 
The usual way to handle TASTE DV models is through their AADL representation. The AADL subset 
used for this purpose is described by a set of mapping rules presented below. 

4.5.5.2.1. DEPLOYMENT VIEW 

The top level construct of a TASTE DV is represented by an AADL Package with the fixed name of 
deploymentview::DV and an AADL System component named deploymentview. 



 

  Code: ERGO_D1.1

Date: 21/12/17

Version: 1.0

Page: 97 of 105

 

ERGO © ERGO Consortium2016, all rights reserved Technology Review 

 

4.5.5.2.2. NODE 

A Node is represented by an AADL sub-Package (to avoid name conflicts) and a System 
subcomponent within the deploymentview System defined above. 

4.5.5.2.3. PROCESSOR 

A Processor is represented by an AADL Processor subcomponent within the System corresponding 
to the parent Node containing it. Its classifier is defined in the TASTE Hardware Library. 

4.5.5.2.4. PARTITION 

A Partition is represented by an AADL Process subcomponent within the System corresponding to 
the parent Node containing it. Its classifier is defined locally. 

A Partition is bound to a Processor thanks to a standard Actual_Processor_Binding property. 

4.5.5.2.5. BOUND FUNCTION 

A terminal TASTE Function from the Interface View being bound to a Partition is represented by a 
System subcomponent within the System corresponding to the parent Node of the Partition. Its 
classifier is defined in the TASTE IV model. 

A terminal TASTE IV Function is bound to a TASTE DV Partition thanks to a specific 
TASTE::APLC_Binding AADL property. 

4.5.5.2.6. DEVICE 

A Device (Bus driver) is represented by an AADL Device subcomponent within the System 
corresponding to the parent Node containing it. Its classifier is defined locally as a refinement of a 
Device component defined in the TASTE Hardware Library. 

Help and configuration properties from TASTE Device are represented by the specific 
Deployment::Help and Deployment::Configuration AADL properties of the refined Device type 
definition. 

4.5.5.2.7. BUS 

A Bus is represented by an AADL Bus subcomponent within the System corresponding to the 
deploymentview. Its classifier is defined in the TASTE Hardware Library. 

4.5.5.2.8. BUS CONNECTION 

A hardware Connection between a Device (Bus driver) and a Bus is represented by: 

 An AADL Requires Bus Access feature within the AADL System type corresponding to the 
Node containing the Device. Its classifier is the one of the connected Bus. 

 A delegation Connection between the outer Requires Bus Access feature of the Node and 
the inner Requires Bus Access feature of the Device. This Connection is defined within the 
System corresponding to the Node containing the Device.  

 A Connection between the outer Requires Bus Access feature of the Node and the connected 
Bus. This Connection is defined within the System corresponding to the deploymentview. 

4.5.5.2.9. BOUND CONNECTION 

A software Connection defined in the TASTE IV that is bound onto a Bus is represented by a standard 
Actual_Connection_Binding AADL property referencing the Bus subcomponent and applying to the 
Connection of the TASTE IV. 

4.5.5.2.10. COMMENTS 

The TASTE DV model offers two kinds of comments: textual descriptions associated with most of 
the entities, and graphical notes that can be added on the diagram and attached to the Deployment 
View or its components. Both are represented by formatted AADL comments. A textual description 
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is inserted before the corresponding feature or subcomponent, whereas a graphical note is inserted 
at the beginning of the corresponding Package. 

4.5.6. TASTE CONCURRENCY VIEW (TASTE CV) 
The TASTE CV is the result of a model transformation that processes the TASTE IV model to produce 
a RCM compliant AADL architecture. The TASTE CV model, associated with the TASTE Data View, 
the TASTE Functional View, the TASTE DV model and the TASTE Hardware Library compose the 
complete set of AADL definitions that are required to perform early timing analysis and automatic 
code generation. 

4.5.6.1. ANALYSES ON THE TASTE CONCURRENCY VIEW 
The TASTE tool-chain provides two analyzing tools at concurrency view level, scheduling feasibility 
test using cheddar and scheduling simulation using Marzhin. Both tools need a complete definition 
of all the timing properties of the system (period, deadline, execution time, etc.) to be launched. 

4.5.6.1.1. CHEDDAR ANALYSES 

Cheddar tool is an Open Source tool developed by the University of Brest. It is composed of a real-
time modeller and a framework named Cheddar Kernel that performs analysis on these models. 
The TASTE tool-chain embeds Cheddar Kernel only to perform scheduling/feasibility tests on TASTE 
CV models. Cheddar provides results based on the scheduling theory, either with feasibility tests, 
or with static simulation on the hyper-period. 

Scheduling/feasibility tests on tasks, buffers and shared resources are: 

 Compute worst case task response times on periodic tasks set 

 Methods to compute worst case response times with linear and tree transactions: Tindell, 
Audsley, WCDOPS+Plus and WCDOPS+_NIMP methods. 

 Apply processor utilization feasibility tests. 

 Compute bound on buffer size (when buffers are shared by periodic tasks). 

 Worst case shared resource blocking time. 

 Memory footprint of software entities.  

Information from static simulation are: 

 Worst/best/average task response times, task missed deadlines. 

 Number of pre-emption, number of context switch. 

 Worst/best/average shared resource blocking time. 

 Deadlock and priority inversion. 

 Worst/average buffer utilization factor, message worst/average waiting time. 

4.5.6.1.2. MARZHIN SIMULATION 

Marzhin is a multi-agents simulator for AADL models that is developed in collaboration by Ellidiss 
Technologies and Virtualys. Marzhin complements Cheddar for the early model based timing 
analysis activities as it can process non periodic systems and interact with its environment. Marzhin 
provides simulation traces. 

The simulated elements are the partitions (running or suspended), the tasks (running, suspended, 
waiting for resource...), the shared data (locked or unlocked) and their communication (event, data 
access...). 

4.5.6.2. CODE GENERATION 
Source code generation from the TASTE CV makes use of the AADL compliant Ocarina tool and the 
ASN.1 toolset. Ocarina generates shared data objects and skeletons of real-time tasks which are 
populated with the procedural code defined in the Functional View. The ASN.1 toolset generates 
data wrappers for the heterogeneous functions to enable intercommunication between them. 
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4.5.6.3. ASN.1 TOOLSET 
From ASN.1 types, the ASN.1 toolset generates language-specific definitions (e.g. SCADE 
definitions, or Ada/C definitions …) and functions to exchange these data between different 
environments, regardless of their specific characteristics (endianness, word sizes,). Supported 
languages are: Ada, C, Simulink/RTW, SCADE/KCG, ObjectGeode or PragmaDev (Python is also 
supported, for scripting purposes). 

Since the ASN.1 toolset is used for flight software, restrictions are required to ensure that the 
maximum number of bytes required for encoding types is determined at compile time. 
Consequently, the following ASN.1 constructs shall not be used: 

 SEQUENCE OFs  and SET OFs with no SIZE constraint  

 OCTET STRINGs and BIT STRINGs with no SIZE constraint  

 IA5String, NumericString (and in general string types) with no SIZE constraint  

 Extendable CHOICEs, extendable SEQUENCES or extendable enumerations. 

The current implementation of the toolset does not support some advanced ASN.1 features such 
as macros, parameterization and Information Class Objects. 

4.5.6.4. OCARINA 
Ocarina is an application that can be used to analyze and build applications from AADL models. 
Because of its modular architecture, Ocarina can also be used to add AADL functions to existing 
applications. Ocarina supports the AADLv1 and AADLv2 standards and offers the following features:  

1. Parsing and pretty printing of AADL models  

2. Semantics checks  

3. Code generation, using one of the four code generators  

 ARAO/Ada, an Ada AADL runtime built on top of PolyORB 

 PolyORB-HI/Ada, a High-Integrity AADL runtime and its code generator built on top of 
Ocarina that targets Ada targets: Native or bare board runtimes 

 PolyORB-HI/C, a High-Integrity AADL runtime and its code generator built on top of Ocarina 
that targets C targets: POSIX systems, RTEMS 

 POK, a partitioned operating system compliant with the ARINC653 standard.  

4. Model checking using Petri nets 

5. Computation of Worst-Case Execution Time using the Bound-T tool from Tidorum Ltd. 

6. REAL, Requirement Enforcement and Analysis Language, an AADLv2 annex language to evaluate 
properties and metrics of AADLv2 architectural models. 

4.5.6.4.1. POLYORB-HI 

The TASTE tool-chain uses only the PolyORB-HI runtimes provided by Ocarina. They share the same 
design goal: support Ravenscar systems in an efficient and lightweight way. 

PolyORB-HI is the middleware interfacing generated code from AADL models to the RTOS. It maps 
the primitives of the generated code to the ones offered by the operating system, to ensure their 
integration. It provides the following services to the generated code: 

 Tasking: handle tasks according to their requirements (period, deadline, etc.)  

 Data: define types and locking primitives  

 Communication: send/receive data on the local application and send them to the other 
nodes of the distributed system.  

 Device: interact with devices when a connection uses a specific bus. 
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4.5.6.4.2. POLYORB-HI-ADA 

PolyORB-HI-Ada has been compiled and successfully tested on 

 Native platforms: Linux,  Mac OS X,  Solaris,  FreeBSD, Windows 

 Real-Time Operating Systems (RTOS) for Embedded systems: MaRTE OS, RTEMS 

 Bare-board platforms: ERC32, LEON 

The PolyORD-HI-Ada should compile and run on every target for which the GNAT compiler is 
available. 

4.5.6.4.3. POLYORB-HI-C 

PolyORB-HI-C has been compiled and successfully tested on 

 native platforms: Linux, Mac OS X, Solaris, FreeBSD, Windows 

 embedded platforms: RTLinx, Linux embedded (specific version for the TASTE toolset), 
Nintendo DS (tm) (Linux), Nokia 770 (Linux), LEON (RTEMS), Spif (PowerPC CPU) (RTEMS) 

PolyORB-HI-C should compile and run on every POSIX-compliant system. 

4.5.7. TESTING FACILITIES 

4.5.7.1. REAL-TIME MSC MONITORING 
In the TASTE tool-chain, the handling of TMs and TCs is completely automated. If your system is 
designed with a GUI block configured (i.e. TASTE Function language set to GUI), then the TASTE 
build mechanisms will automatically create a Graphical User Interface enabling you to invoke TCs 
and see the incoming TM values. 

Additionally, the generated GUI provides MSC tools to monitor in real time the TMs and TCs, and 
to save a trace of the flow of messages. 

4.5.7.2. AUTOMATED TEST IN PYTHON 
Testing the (usually complex) logic inside space systems requires big regression checking suites. 
The TASTE tools automatically create Python API offering direct access to the contents of the ASN.1 
parameters, and direct runtime access to the TM/TCs from the system.  

Using this API it is possible to write a complete set of regression checks in Python format to test 
automatically specific behaviours of the generated system. 

4.5.7.3. MSC REGRESSION TEST 
The traces saved during real-time monitoring thanks to the GUI can be translated into Python script 
using msc2py. These scripts are suitable for automated test and can then be used to "replay" the 
scenario, sending the exact same TCs, and verifying that the incoming TMs data match the recorded 
ones to check the potential regressions. 

New scenarios can be derived from the saved ones either by editing the generated Python scripts 
by hand, or by editing the saved MSC files using the MSC editor from the tool-chain and translate 
them into new Python scripts.  
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5.  CONCLUSIONS 
The increasing emphasis on extra-terrestrial exploration by ESA and other space agencies has 
resulted in ambitious plans for robotic Lunar and Martian exploration. These include over the horizon 
traverses and contact science with features of interest for mission scientists on Earth. Traditionally 
such missions have been either tele-operated (for Lunar missions) or have been supervised by a 
large army of well-trained mission personnel who carefully craft plans for subsequent execution by 
a smart on-board sequencer. While such an approach has proved effective for early exploration 
missions, it presents a number of challenges: 

 Hardware is increasingly reliable resulting in substantial extension of mission duration from 
the baseline. This has resulted not only in keeping the costs that implies having a large 
body of operations personnel, but also in keeping these personnel mentally engaged in 
routine tasks which need to be critically error-free. It is also often the case that the best-
trained personnel move onto other concurrent missions taking valuable operations 
knowledge with them.  

 Current sequencing methods do not close all control loops on the spacecraft. As a 
consequence robot plans generated on Earth often do not take into account the reality of 
the environmental (endogenous, i.e the spacecraft itself or exogenous, i.e nature) at 
execution time. Such a mismatch results either in sub-optimal science or worse, could lead 
to either a fault condition impacting the health and operational safety of the vehicle. The 
result of such an outcome is to safe the vehicle with substantial impact to scientific return. 

 Plans constructed a priori cannot take into account opportunistic science needs especially 
when the vehicle is engaged in long-distance traverses or where visibility of targets is 
obscured.   

 Finally, science driven missions with operator tele-operated/supervised vehicles require 
substantial effort in plan generation and validation on Earth prior to uplink and are 
consensus driven for conflicting scientific and engineering goals. Decision-making in this 
happens on Earth with substantial uncertainty of vehicle context. When these goals are 
inconsistent with vehicle state these could result in less than optimal use of the vehicle.  

To overcome the above outlined challenges, a robust onboard goal-oriented autonomous system is 
needed. In the following sections, we will describe the conclusions of this technology review study 
divided between its main components. 

5.1. HYBRID THREE-LAYER ARCHITECTURE: INTERLEAVING 
PLANNING WITH EXECUTION 
As pointed out in section 4.3.2 the hybrid three-layer architecture provides a scalable architecture 
for building autonomous controllers that can combine both deliberative and reactive capabilities. 
This architecture is based on a set of simple interfaces among the different control loops (i.e. T-
REX reactors). This T-REX framework has the following advantages (as part of the lessons learned 
in GOAC/GOTCHA activities):  

 Interlaving planning with execution: In classical three-layer architectures, planning 
and execution are separate tasks within the controller. First, this means that it takes the 
controller some time to produce a plan. Once a plan is produced, it is dispatched for 
execution. If, for some reason, the plan fails, the executive layer must stop executing and 
the planning layer must produce a new plan. This approach can be inefficient. In our 
system, planning and execution are tightly coupled, allowing a more efficient way of 
replanning when needed. 

 Coordination between modules: The partitioning structure provided automatically in T-
REX in the form of reactors applies rules for synchronization and dispatch to co-ordinate 
among control loops and resolve conflicts. 

 Flexible and extensible architecture: Interfaces among the different reactors are at the 
same time powerful and simple, allowing an easy extension of the system by adding new 
reactors. Future extensions of the architecture can include multi-node planning. 

 Limited scope of deliberation: Concepts that are implemented in the T-REX architecture 
such as “deliberation horizon” and “latency” allow a fine tuning of the control loops, in such 
a way that the use of CPU resources can be minimized. 
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 Use of timelines for execution of actions: Although we plan to use a PDDL planner, the 
communication between the different layers will be based on timelines, (in a similar way as 
done within the GOAC/GOTACH activities). Timelines have the advantage that they have 
flexible boundaries (start and end times) that can be modified dynamically during the 
execution, without changing the plan. By relying on domain models, the planner remains a 
generic software component of the controller. 

 Proven and consolidated concept: The proposed approach provides a solid architecture 
that has been tested in different environments (i.e. AUV by MBARI, GOAC for Martian 
exploration Rovers and PERIGEO for UAVs). 

5.2. DELIBERATIVE LAYER BASED ON PDDL-BASED PLANNER 
Combining different techniques from classical and applied planning is one of the key ideas of ERGO. 
Forward-chaining, planning enhancements or advanced heuristics from the classical world can help 
to boost the planner performance. Timeline domain, problem and plan representations or HTN can 
provide higher expressiveness levels while HTN also facilitates an easier inspection of the plans in 
a hierarchical manner. 

Regarding the concrete PDDL technology, the OPTIC planner is the option chosen. Optic is the 
preferred option because it is the planner that has the characteristics to allow it to be ported more 
easily to a flight version. Moreover, it benefits from the use of the PDDL 3.1 standard. Planning 
models written in these versions of the specification language are easy to read and understand by 
human experts, its generation can be easily automated and has been proven to be very effective 
to represent problems of different nature in spite of their complexity. As stated in the proposal, 
PDDL was the option chosen because of: 

 Performance: PDDL planners can be orders of magnitude faster than their timeline-based 
counterparts such as APSI which is a crucial factor in space scenarios due to the scarce on-
board computer resources;  

 Research background: PDDL planning represents the main and most successful research 
topic on automated planning. Given that most automated planning techniques are domain-
independent and take a standard language as input, using this technology brings a direct 
benefit in terms of reuse and application of research already conducted or potential 
incorporation of advances in state of the art until the end of the project. 

 Ease of use: As we can see from the plan definition described in Section Error! Reference 
source not found. PDDL is more intuitive than DDL or NDDL. It allows users, even mission 
planning experts, to easily define and maintain the model, performing a domain-
independent computation of heuristics based on the structured models given as input. It is 
more difficult to define such powerful heuristics in case such declarative and structural 
models are not present, as in some CSP-based solvers. PDDL planners allow for explicit 
reasoning on causes and effects that can help on tasks such as: explaining decisions made 
by the planner; easily removing actions from the plans if some goals do not need to be 
achieved any longer; improved monitoring, both temporal and causal 

 Compatibility with different solvers: Moreover, PDDL-based planners can very easily 
benefit from newer solvers, since automated planning is a dynamic and very active area of 
research that produces significantly better planners every two/three years, as shown by 
the differences in performance of planners between two consecutive IPCs (International 
Planning Competition). 

5.3. ON-BOARD ADDITIONAL AUTONOMOUS COMPONENTS 

5.3.1. ROVER GNC TECHNOLOGY 
Planetary Surface Exploration scenarios requires robotic platforms able to be highly autonomously 
and robust – keeping the rover safe while enabling access to science targets further apart -. While 
future autonomous rover missions are planned, up to today only NASA rovers have had autonomous 
functions active successfully on a space planetary rover. Distance travel is a significant challenge, 
with for example NASA MER rover Opportunity maximal day record travel at 177meters, and the 
daily target distance travelled for the ExoMars rover set at 70meters. 
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The ability to sense, identify and avoid obstacle on route is a paramount aspect of a rover GNC 
system, being core to every rover GNC design assessed during this technology review. While NASA 
rovers and the ESA ExoMars Rover use very similar techniques, some differences where highlighted. 
Differences are notable regarding the capability to perform a closed-loop trajectory control and 
relative localisation functions while driving, with or without intermediate stops. Research projects 
which were surveyed demonstrate attempt to different paradigms of GNC systems, like use of 
SLAM, on-board learning algorithms and use of orbiter data. The processing power typically required 
for such complex systems can be an issue for flight implementation and adoption of such algorithms 
should be done with care. 

In addition, technology in terrestrial autonomous cars was surveyed, however not sufficient details 
about the underlying algorithms could be found, probably due to the commercial competitive aspect 
which surround this industry. 

5.3.2. OPPORTUNISTIC SCIENCE 
Bandwidth or communication limitations may make real-time control of instruments for scientific 
discovery difficult or impossible. For planetary rovers there is a trade-off between detailed 
observation to ensure important targets are not missed, which requires slow traverses to downlink 
all the data, and maintaining sufficient progress to visit many science targets. 

An increased level of autonomous image assessment presents a possible solution to these issues 
which can be conflated into the problem of detecting novelty in imager data. The GODA component 
of ERGO is tackling this problem and building upon previous experiences (planetary aerobots [RD. 
429], CREST [RD. 430], PRoViScout [RD. 431], MASTER).  The approaches to autonomous science 
discovery discussed above support the notion that the space domain is not yet making use of the 
full arsenal of machine learning methodologies available in the community (e.g: saliency maps, 
novelty detection).  

Previous works on this area showed a promising future for computer vision and machine learning 
approaches in the space domain. The system prototyped could be developed into a broad range of 
potential applications ranging from flight systems on planetary rovers to labelling and annotation 
tools to support terrestrial scientists.  

The work on ERGO will represent a further development of the system and the chance to advance 
the state of the art in autonomous scientific agents. Such science agents have a natural place for 
future, advanced mission concepts. With the ability for robotic systems to autonomously generate 
their own goals to perhaps acquire more images or save pertinent data they can reach E4 levels of 
autonomy and achieve higher science return in limited bandwidth scenarios 

5.3.3. ARM MOTION PLANNING 
To provide complete on-board autonomy, motion plans for the robot including the manipulator must 
be generated on board. Robot motion planning field matured to provide fast and reliable techniques. 
Section 4.2.4.2 reviews the available motion planning algorithms feasible for typical robotic 
manipulator with 7 degrees of freedom. Unlike for the planetary robots, the base of a free-floating 
space robot is not fixed. Motion planning for free-floating space robots therefore requires to take 
into account the dynamics of the robot. An algorithm based on principle of RRT* will be pursued for 
the development in ERGO due to following reasons: 

 Efficiency: It efficiently solves single-query path planning problems in high-dimensional 
configuration spaces. 

 Simplicity: It is a simple and reliable approach tested on many terrestrial robots.  
 Trajectory optimization: It allows trajectory optimization based on different criteria such us 

power consumption. 
 It can be extended for kinodynamic motion planning problem. 

5.4. FUNCTIONAL LAYER BASED IN SARGON/ESROCOS RCOS 
A partial/total use of the SARGON/ESROCOS RCOS (robotics framework based in TASTE) provides 
the following advantages for the ERGO activity with respect to existing robotic frameworks (ROS, 
GeNoM, Rock): 
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 Modelling tools offer high-level constructs that abstract away the minute details that are 
common in low-level languages. TASTE provides at the end models from which code can 
be generated either in C, Ada, Matlab Simulink or FPGA. Users concentrate on a Platform 
Independent Model, from which different platform Specific Models can be generated. 

 Interfacing: Calls across TASTE Functions’ interfaces are automatically handled via (a) 
automatically generated ASN.1 encoders/decoders that marshal the interface parameters 
and (b) automatically generated PolyORB-Hi containers that instantiate the communicating 
entities (in terms of Ada tasks/RTEMS threads/etc.). 

 Multi-hardware target platform: TASTE is able to generate systems from a high-level 
abstraction (x86 for  Linux, Mac OS X, FreeBSD, RTEMS, ARM with RTEMS and Linux, SPARC 
(LEON) with RTEMS and Open Ravenscar) 

 Clear separation between data/behaviour views: By separating the overall system 
design into Data, Interface and Deployment views, TASTE allows for easy adaptation to 
multiple deployment scenarios. 

 Testing capabilities: Testing the (usually complex) logic inside space systems requires 
big regression checking suites. TASTE tools automatically create Python bridges that offer 
direct access to the contents of the ASN.1 parameters, as well as direct runtime access to 
the TM/TCs offered by the system. All that the user needs to do to create his set of 
regression checks, is to write simple Python scripts that exercise any behavioral aspect of 
the system. 

5.5. USE OF BIP FRAMEWORK TO ENHANCE CORRECT-BY-
CONSTRUCTION CAPABILITIES 
An innovative model-based, component-based and dependability-oriented FDIR development 
approach is required, which considers current FDIR architectures and strategies, development 
phasing, and schedule constraints concerning FDIR development. This approach shall be supported 
by rigorous formal methods, providing the possibility of application in the early development stages 
with short automated development iterations and allowing for effective use of the available software 
and system designs and corresponding RAMS analysis data. Furthermore, FDIR design shall be 
implemented in accordance with the FDIR requirements, software and system architectural design, 
and system-level dependability requirements.  

This approach shall fit into in the BIP framework and use the BIP language for modelling the 
architecture, nominal and fault behaviours, and the results of the automated analyses. 

The BIP framework will automatically generate the implementation of the FDIR based on the 
following inputs: 

 The BIP model which integrates nominal, error models and the fault injections.  
 The set of system observables. An “Observable” represents a system parameter in the 

nominal model which is accessible or visible by the FDIR component(s).  
 The set of recovery actions defined in the nominal model. 
 BIP dependability and safety analyses 
 FDIR specification: operational objectives, target system dependability (safety) 

characteristics and architectural requirements. This data shall be specified using RAMS. 

To achieve this, we need to perform the following set of steps to generate the FDIR model in BIP 
language and its implementation: 

1. Design nominal and error system models (BIP language). 

2. Specify the set of observable attributes in the nominal model. 

3. Specify one or more fault injections. 

4. Define the properties to be verified using the automated analyses. 

a. Analysis result which shows how the state of the property is reached expressed in terms 
of fault events in the BIP language. 

b. Analysis result which shows the failure modes and effects. 
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