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1.  INTRODUCTION 

This document is the Preliminary Design document for the European Robotic Goal-Oriented 
Autonomous Controller (ERGO).  

ERGO (http://www.h2020-ergo.eu/) is one of the six space robotic projects in the frame of the 
PERASPERA SRC (2016 call) (http://www.h2020-peraspera.eu/). Its goal is to provide an Autonomy 
Framework capable of operating at different levels of autonomy, from tele-operations to full on-

board autonomy. 

 PURPOSE 

This document details the architecture at a system and component level justifying the design 

choices in terms of the goals and requirements of the project. It also identifies the technologies 
and algorithms for each of the components in order to pave the way for the development phase. 

The main inputs to this document are the Proposal [AD.5], Technology Review [AD.7], System 

Requirements [AD.8] and Interface Control Document [AD.9]. 

This document is the main output of work package 2000, Preliminary Design and Modelling, 
contemplated in the frame of Part B, Section 1 to 3 of the Proposal [AD.5]. 

The preliminary design must allow a subsequent detailed design and implementation.  

 SCOPE 

This document is the main outcome of the WP 2100, WP 2200, WP 2300, WP2400 and WP2500 and 
of the ERGO activity “System Requirements”: 

 WP2100 – Architecture Modelling (Leader: GMV, contributions from ALL). 

 WP2200 – Decision Layer Modelling (Leader: KCL, contributions from Univ. Basel, Airbus DS-
UK, Scisys and GMV-UK). 

 WP2300 – Executive Layer Modelling (Leader: GMV, contributions from GMV-UK and UGA). 

 WP2400 – Functional Layer Modelling (Leader: Ellidiss Technologies, contributions from UGA 

and GMV). 

 WP2500 – Formal Verification and Validation (Leader: UGA, contributions from GMV). 

 CONTENTS 

This document is structured as follows: 

 Section 1. Introduction: this section; presents the purpose, scope and structure of the 

document. 

 Section 2. Reference and Applicable Documents: lists other documents that complement or are 
needed to understand this document. 

 Section 3. Definitions and Acronyms: defines terms and acronyms used in the document. 

 Section 4: Describes the ERGO Agent Architecture Modelling. 

 Section 5. Describes the Ground Control Interface reactor. 

 Section 6. Describes the deliberative reactors that are embedded in the agent.  

 Section 6.4 Describes the Command dispatcher reactor, which interfaces with the Functional 

Layer. 

 Section 8. Discusses the Functional Layer, for both use cases (Planetary and Orbital). 

 Section 9. Discusses the approach for Verification and Validation and the approach for IFinder 
and FDIR. 

 ANNEX A: Taste Editors Prototyping: Discusses the TASTE Editors changes to be performed in 
the frame of ERGO. 

 ANNEX B: Instantiating the framework: It describes how the ERGO agent can be extended 
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3.  DEFINITIONS AND ACRONYMS 

 DEFINITIONS 

Concepts and terms used in this document and needing a definition are included in the following 
table: 

Table 3-1: Definitions 

Concept / Term Definition 

Planning 

Planning is the reasoning side of acting that aims to organize actions according to their 

expected outcomes in order to achieve some given goal. Automated Planning is the area 
of Artificial Intelligence (AI) that studies this process. 

One informal division in the field of automated planning can be done between classical-
based and timelines-based planning, even though there are other approaches. Classical 
planning focuses to a great extent on performance and is based on broadly accepted 
standards such as PDDL. On the other hand, timeline-based planners are more 
expressive, especially in terms of temporal representation, but they do not share any 
common standard as they use to be proprietary products. 

Goal 

A goal specifies an action or state desired to be achieved by the target agent in the future. 
The planner’s task is to find a valid sequence of actions/states (the plan) that achieves 
those goals from a given initial state. There are four main properties that characterize 
goals:  

- Formal representation: Both classical and timelines-based planning use 
predicate logic to represent goals.  

- Temporal scope: In classical planning, goals must be satisfied at the end of the 
plan. On the other hand, goals in timeline planning can be defined to be achieved 
at any time within the temporal scope of the problem.  

- Hierarchy: In those systems modelled hierarchically, goals are classified as 
complex (high-level) and primitive (low-level). Complex goals must be 
decomposed (at planning or execution time) before they can be executed.  

- Hard/Soft: Hard goals must be achieved in the plan, while soft goals represent 
preferences that might be disregarded in the plan. 

Domain 

Formal description of the system to be controlled from the planning point of view. 

Different planning techniques use different modelling approaches. In the case of classical 
planning, the model consists of a description of the aspects of the world that are relevant 
for deliberation, along with a description of the actions the system is able to perform. 
These actions are described in terms of their conditions (when can they be applied), their 
duration and how they expect to change the current state of the world (when they are 
executed). In the case of timeline-based planning, the model consists of a set of 
components and a set of relevant physical constraints that influence the possible temporal 
evolution of such components (e.g., possible state transitions over time of the 
component, coordination constraints among different components, maximal capacity of 
resources, etc.). 

Problem 

Formal description of a planning task for a given domain. It defines the initial state of the 

world (the current state for each component of the domain in timeline-based planning), 
a list of goals (defined in timeline-based planning as states expected to be achieved by 
some of the components in the future) and a metric used to determine the plan quality. 
It is an input to the deliberative layer 

State 

The state at any given time is represented by the set of known facts about the world that 
are relevant for planning. In the case of timeline-based planning, it can also be seen as 
the current configuration of the state-machines used to model the system. In the case of 
classical planning it represents the facts that are known to be true at that time point. 

Reactor 
In our architecture, the concept of a reactor, is a separate part of the control architecture 

in charge of a control loop. Each control loop is embodied in a reactor that encapsulates 
all details of how to accomplish its control objectives. 

Agent 

Component that is responsible of harmonizing and coordinating the execution of the 
reactors. The controller has a common interface with all the reactors, using common, 
simple and well-defined interfaces among them. It follows a “divide-and-conquer” 
strategy that eases the minimization of resources and the dependencies among control 
loops 

Latency 
The latency of the reactor is the worst-case number of ticks that is allowed to deliberate 
over a request -  
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Concept / Term Definition 

Deliberation 
horizon  

It represents the planning horizon of the reactor, quantifying the look-ahead for 
deliberation. 

Execution 
frontier 

It expresses the boundary between the past and the future at a given instant 

Timeline A timeline is a sequence of tokens  

Token 
Temporally qualified assertions expressed as a predicate with start and end time bounds 
defining the temporal scope over which they hold. 

 ACRONYMS 

Acronyms used in this document and needing a definition are included in the following table: 

Table 3-2: Acronyms 

Acronym Definition 

AAAI Conference of the Association for the Advancement for Artificial Intelligence 

AIJ Artificial Intelligence (Journal) 

APSI Advanced Planning and Scheduling Initiative 

ASTRA Symposium on Advanced Space Technologies in Robotics and Automation 

BIP Behaviours, Interactions and Priorities 

CDR Critical Design Review 

CFI Customer Furnished Item 

DDL Domain Description Language 

ECAI European Conference on Artificial Intelligence 

ECSS European Cooperation for Space Standardization 

FDIR Fault, Diagnosis, Isolation and Recovery 

GOAC Goal Oriented Autonomous Controller 

GOTCHA GOAC TRL Increase Convenience Enhancements Hardening and Application Extension  

ICAPS International Conference on Automated Planning and Scheduling 

ICRA IEEE International Conference on Robotics and Automation 

IJCAI International Joint Conference on Artificial Intelligence 

IJRR International Journal of Robotics Research 

IROS IEEE/RSJ International Conference on Intelligent Robots and Systems. 

i-SAIRAS International Symposium on Artificial Intelligence, Robotics and Automation in Space 

IWPSS International Workshop on Planning & Scheduling for Space 

JAIR Journal of Artificial Intelligence Research 

JFR Journal of Field Robotics 

KOM Kick-off Meeting 

MDA Model-driven Architecture 

MER Mars Exploration Rovers 

MMPOS Mars Mission On-board Planner and Scheduler 

OBC On-Board Computer 

OBCP On-Board Control Procedure 

PDDL Planning Domain Definition Language 

PSM Platform Specific Model 

PTU Pan Tilt Unit 

PUS Packet Utilization Standards 

RAM IEEE Robotics and Automation Magazine 

RCOS Robot Control Operating System 

ROS Robot Operating System 
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Acronym Definition 

RTEMS Real Time Executive for Multiprocessor System 

RTOS Real Time Operating System 

SARGON Space Automation & Robotics General Controller 

SCR Sampling Catching Rover 

SFR Sampling Fetching Rover 

SMC Statistical Model Checking 

STN Simple Temporal Network 

TASTE The Assert Set of Tools for Engineering 

TIST ACM Transactions on Intelligent Systems and Technology 

T-REX Teleo-Reactive Executive 

TRF Timeline-based Representation Framework 

TRO IEEE Transactions on Robotics 

UC3M Universidad Carlos III de Madrid 

UGA Universite Grenoble Alpes 

UML Unified Modelling Language 

URDF Unified Robot Description Format 

V&V Validation & Verification 

WBS Work Breakdown Structure 

WPD Work Package Description 
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4.  HIGH LEVEL ARCHITECTURE: THE ERGO AGENT 

ERGO is based on a hybrid three-layer on-board autonomous robotic architecture, an architecture 
already tested in previous projects, like GOAC [RD.2].  

 

Figure 4-1: Proposed (preliminary) ERGO Architecture 

The figure illustrates the architecture approach for the ERGO design activity.  

As shown in the figure, the main architecture proposed in ERGO, already tested and validated in 

previous projects, is composed of two main components:  

 At the bottom of the architecture we find the Functional layer which is in charge of 
performing the requested actions by the executive layer. The functional layer is the final 
interface with the underlying hardware. 

 On top of the functional layer, there is an agent that controls the execution of the 
functional layer. This agent embodies a set of control loops (aka reactors, shown in red in the 
figure). Each of these control loops can contain deliberative or reactive behaviours. An agent 

controller (in grey in the figure) is responsible of the correct interaction among the different 
reactors. For the communication with the reactors, the agent controller uses a specific interface 

This interface among different reactors is based on goals and observations. A goal specifies an 
action or state desired to be achieved, meanwhile an observation represents a fact, obtained via 
the sensors, or deduced on-board based on the information received from the functional layer. So, 
for instance, a high-level goal can be to perform an experiment on a given place for today (which 

involves a set of low level goals), meanwhile a low-level goal can be to go to a given position. 

An observation, in contrast, can be the current position of the rover or the status of the battery. 

Each reactor is responsible of handling a set of goals. And there is a hierarchy among reactors (see 
Figure 4-1) being Ground Control Interface (GCI) on top and Command Dispatcher (CD) at the 
lowest level. Reactors on higher levels of the hierarchy post goals on internal timelines belonging 
to reactors of lower levels. 

Meanwhile high-level reactors (for instance, the mission planner) are in charge of high level goals, 

other reactors (for instance, the command dispatcher in the figure) are in charge of low-level goals 
(for instance, moving the PTU to a given orientation).  

Both goals and observations are communicated via state variables (i.e. timelines [RD.7]).  
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Time is discretized, and the agent controller follows an algorithm to periodically synchronize the 
status of each reactor; to forward the goals to those reactors that are in charge of performing them; 
and to inform the reactors interested in given timelines of those observations that affect them. All 
of this process is performed using the reactors’ common interfaces. By doing so, every reactor of 
the architecture exposes the same interface to the agent controller. Reactors are used to 

guarantee: 

 Scalability: the architecture can be extended very easily by adding new reactors, without the 
need to redefine the interfaces between them. 

 Consistency: the algorithm being used by the agent’s controller guarantees that all reactors 
share the same status of the system. 

 Portability: the system does not depend on a particular scheduling policy. All reactors are 
controller by the agent. 

 There is an easy integration of new deliberative reactors 

In fact, it is this “common framework” that provides the core for our framework for autonomy. 
Further evolutions of ERGO will implement new reactors or tailor the existing ones in order to handle 

different robots. In addition, all the reactors developed in ERGO are designed to be reused, and will 
provide the basis for future evolutions. 

 AGENT OVERVIEW 

The agent has a central and explicit notion of internal time with all reactors synchronized by a clock. 
The unit of time is a tick, defined in external units on a per application basis; all reactors are 
synchronized only at the tick boundaries.  

The interfaces of the reactors with the agent are passive, and are called at each tick boundary by 

the agent.  

For the ERGO use case, we will instantiate a set of reactors, each having a specific set of 
requirements allocated to it. But note that the ERGO framework does not limit the number of 
reactors being used, that can be adapted for a specific use case or a specific robotic platform. That 
is, it is up to the implementer of an autonomy framework to define a different set of reactors to be 
part of the architecture. 

Reactors are differentiated based on whether they need to deliberate in abstraction (at the 
highest level, the so called deliberative reactors) or be responsive to the inputs from the lower 
levels closer to the hardware (reactors that are purely reactive). 

The agent controller, considered as a whole with all its reactors embodies the executive and 
deliberative layers of the architecture. It controls the functional layer that is underneath. 

 AGENT’S REACTORS 

There are important differences among deliberative reactors and reactive reactors. The former have 
larger look-ahead windows in which to deliberate, while the latter usually do not; and the former 
will have larger latencies within which to return a partial-plan for dispatching to other reactors while 
the latter will not. Such gradation allows the entire system to be both deliberative as well as reactive 

over its temporal scope. 

In ERGO the level of autonomy is managed by a single reactor: the ground controller interface 
reactor (GCI), which processes telecommands received from ground. The Ground control 

interface reactor acts as the “head” of the system, it receives the telecommands for the agent, 
and decides the corresponding flow down of goals to other reactors depending on the level of 
autonomy, that is also a parameter commandable from ground. Commanding at the lower levels of 
autonomy (E1, E2 & E3) is performed by purely reactive reactors using a combination of the 

traditional PUS Services. The Ground Control Interface reactor is described in section 5.  

The highest level of autonomy (E4) requires a mission planner reactor to autonomously generate 
plans on-board. The mission planning reactor is in charge of the on-board planning and re-
planning operations. ERGO provides a novel mission planner combining classical and timeline-based 
planning together with some bookkeeping data structures. This mission planner reactor is described 
in Section 6.1 
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An additional reactor, the so-called command dispatcher is in charge of interfacing with the 
functional layer that provides abstraction w.r.t. the underlying hardware. The Command Dispatcher 
receives low-level goals from the planner or the GCI. These goals imply the execution of commands 
at the functional layer that are performed via the interface exposed by the functional layer. The 

command dispatcher also receives observations from the functional layer. These observations are 
used to update the reactor’s timelines, execute the commands and acts as the single interface to 
the functional layer. The functional layer implements the handling of direct interactions with the 
physical system and its environment 

While these three mentioned reactors (Mission planner, Ground Control Interface and Command 
Dispatcher) are common to any space mission, other reactors can be added to the agent for specific 

purposes. 

In particular ERGO is aimed to tackle two different scenarios: an orbital scenario (specifically for a 
robotic arm), and a planetary exploration rover scenario. The number of reactors for each use case 
will be different and tailored to suit their needs. In ERGO reactors will be loaded dynamically at the 
start of the execution as libraries. For this purpose, a set of additional, deliberative reactors 
complement the ERGO architecture: 

 A Rover Guidance reactor: performing navigation map calculation, short and long-term path 

planning, resources estimation, hazard prevention and trajectory control. This reactor performs 
the computation of the path for the rover locomotion. This reactor will be part of the planetary 
configuration only. It is described in Section 6.2 

 An Opportunistic goal detector (GODA) is in charge of detecting serendipitous events, 
autonomously posting new goals to the planner whenever an interesting event is raised. It 
processes data from the perception system and generates new candidate goals as input to re-
planning activities. This reactor will be part of the planetary configuration only. This is explained 

in Section 6.3 

 An Arm Motion Planner is in charge of planning the movements of the robotic arm. It plans 
trajectories and paths between points without any collision. This is described in Section 6.4 

 
The first two reactors (Rover guidance and opportunistic goal detector) are part of the planetary 
use case, meanwhile the arm motion planner will be specifically used for the robotic arm in both 
cases. 

The agent is in charge of passing messages across the different components (the so-called reactors) 

of the architecture at discrete moments in time, synchronizing them, and providing the tick signal, 
that instructs the different reactors to perform the work required to fulfil the goals that have been 
posted to them.  

Reactors are differentiated in 3 ways: 

 Functional scope: indicating the state variables (timelines) of concern for deliberation and 

action. 

 Temporal scope: indicating the look-ahead window over which to deliberate 

 Timing requirements: the latency within which this component must deliberate for goals in 
its planning horizon 

The functional scope of a reactor is characterized by its state variables (timelines). There is an 
explicit timeline ownership: Each timeline is owned by exactly one reactor. Any reactor may request 
a new goal, or replan such requests in the event of a change of plan; but only the owner of the 

timeline can decide what goal to instantiate. So for instance, a “RobotBase” timeline can contain 
two different states, At(x,y) – indicating that it is located at a given position, and GoingTo(x,y) 

indicating that it is moving to a given position. 

 AGENT MESSAGES 

Following the T-REX representation [RD.1] used in GOAC [RD.2], the agent is in charge of the passing 
of information among the different reactors. It uses a state variable representation to describe the 
evolution of state over time. We call the instantiate history of such state variable evolution over a 
temporal horizon as timelines. Each timeline consists of a sequence of procedures which 
encapsulate and describe state evolution; we call these instantiated atomic entities tokens. A token 
therefore describes a procedure invocation, the state variables on which it can occur, the parameter 

values of the procedure, and the time values defining the interval of execution of the procedure. 
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We allow encapsulation of uncertainty within these tokens with a range of start/end times as well 
as parameters, all of which are encoded as variables. These tokens are passed among the different 
reactors for communication. 

The agent-state is represented as a set of timelines, which capture the evolution of a system 
state-variable over time. A timeline is a sequence of tokens that are temporally qualified 

assertions expressed as a predicate with start and end time bounds defining the temporal scope 
over which it holds. The minimum duration of a token is a tick giving a discrete synchronous view 
of the state of the world. Token start and end times can be defined as intervals to express temporal 
flexibility. Both Observations and Goals are represented as tokens. 

Agent timelines are distributed across reactors depending on their functional scope. Information 
exchange between reactors, where necessary, is provided through the following mechanisms: 

 Explicit timeline ownership: Each timeline is owned by exactly one reactor. Any reactor may 

request a new goal, or replan such requests in the event of a change of plan; but only the 
owner of the timeline can decide which goal to instantiate. 

 Goals: The traditional view of goals are objectives that are only obtained as a result of the 

coordinated execution of a set of actions in time. So for instance, a high level objective can be 
“to perform experiment A in position X,Y”. When the system is commanded in E4, these high 
level goals and internally decomposed by the mission planner into lower level actions. But the 

notion of goal our architecture is more general: a goal in generic terms is a desired value of a 
variable in a specific time. This can be applied to a high-level goal, as the one mentioned before, 
as to a lower level (for instance “Go to position X,Y”. All the reactors that are part of the agent 
are commanded using goals. In our architecture, the goals flow from the highest level elements 
of the architecture (GCI reactor) to the lowest (Command Dispatcher that acts as the interface 
with the functional layer). 

 Observations: Observations represents facts received from the environment that are received 

via sensors or from the functional layer. So for instance when the battery reaches a given level, 
it is captured as a token “Battery.Low”, that has its time boundaries set to [currentTick, +inf] 
and that is set by the command dispatcher as the current value of the “Battery” timeline. 

The mapping between reactors and timelines is the basis for sharing information. If a reactor owns 
a timeline it is declared internal to that reactor. If a reactor uses a timeline to observe values and/or 
express requirements it is declared external to that reactor. If no update is provided via an 

observation, and in the absence of information to the contrary, a reactor assumes the previous 

value(s) on the timeline is/are still valid. We refer to this as the Inertial Value Assumption since it 
conveys some inherent inertia of current values. Contradictory information can come from the 
model or from a new observation. This has important implications for reducing the cost of 
synchronization since observations need only be published as timeline values change. 
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 AGENT’S INTERFACE WITH THE REACTORS 

The following is a description of the main classes of the ERGO system, including the agent and its 
reactors: 

 

Figure 4-2: Main classes in the ERGO architecture 

Since time is discretized, the Agent uses a clock class, which in turn uses a real time clock class to 
get the current tick and control the flow of goals and observations among the reactors. The agent 
has a set of teleoReactors associated to it. This class is extended in ERGO to create an ERGOReactor. 
In turn, each of the components of the system (GODA; the robotic arm path planner, the rover 
guidance, command dispatcher and mission planner) are to be controlled by a class that implements 
the Reactor interface.  

The algorithm at the heart of an ERGO controller, following T-REX, GOAC and GOTCHA 
architectures, is shown in Figure 4-3 and is called at the start of every tick. There are three key 
steps in the algorithm; first, all timelines are synchronized at the current execution frontier. This is 
followed by the dispatch of goals. And finally, the remaining CPU time can be allocated to reactors 
for deliberation in incremental steps. Each of these component algorithms operates over the entire 
set of reactors. 

handleTick(tick){ 

   synchronize (tick); 

   dispatchGoals(tick); 

   done = false; 

   while(!done && currentTick() == tick) 

   done = stepNextReactor(tick);} 

Figure 4-3: The T-REX agent algorithmic, followed in ERGO 

The implementation of a concrete reactor involves providing an implementation of the callbacks 
described in this section, which are left empty in the definition of the (abstract) class TeleoReactor. 

class base2

ERGOReactor

Agent

ClockRealTimeClock

TeleoReactor

GODA

Mission Planner

Command 

Dispatcher

Rover Guidance

Robotic Arm Path planner

-m_clock
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The ERGO agent triggers the execution of these callbacks. 

The following callbacks can be triggered during the life of a reactor: 

handleTickStart: This interface is used by the agent to indicate to the reactor that the clock has 
advanced. If the reactor has new goals for other reactors, it must post them. It is triggered at the 
start of a new tick.  

handleRequest: used when a new goal has been posted for the reactor that receives the goal. 
The goal is saved in an internal buffer. It will be attended on handleTickStart. 

Synchronize: Used by the agent to synchronize all reactors. Each reactor is responsible to check 
if the reactor's collected observations (external timelines) do not impact its expectations, and 
determine, based on the observations received, that they match the expected goals. 

Notify: notify is called whenever a new observation has been posted on one of the reactor's external 

timelines. When the reactor receives a notification with a new observation (on an external timeline), 
it saves the observation. All notified observations will be sent to the planner on synchronize().Since 
the agent orders reactors in such a way that the less dependent are synchronized before the more 

dependent, it is guaranteed that a reactor will receive all its notifications before it does 
synchronization. 

handleRecall: It is used to indicate another reactor that a previously posted goal is not needed 
anymore, that is, to cancel an existing goal 

hasWork: This callback is used to know if the reactor needs time to deliberate. On reactive 
reactors, this primitive always returns “false” 

postObservation: used to post an observation that is to be forwarded to every reactor that is 

subscribed to this timeline via notify(). 

postGoal: used to post a goal to a reactor that is the owner of an external timeline. 

workRatio: used to identify whether a reactor has pending work for deliberation. 

step: used to allow the deliberative reactor to perform a step on deliberation. 

resume: This call is called to allow deliberative reactors to perform deliberation. It is not used in 
reactive reactors 

Figure 4-4 illustrates the sequence of calls 
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Figure 4-4: ERGO agent tick cycle. The blue-inked methods are the reactor callbacks. 

 AGENT: RELEVANT REQUIREMENTS 

The following are the list of used and system requirements from ERGO that are associated to the 
agent. Note that the agent is the topmost element of the architecture, and therefore it is associated 

to general requirements. 

Table 4-1: Main requirements associated to ERGO Agent 

Controller Requirements 

Req. Requirement description Coverage 

ERGO-CON-0130 A separate controller shall coordinate the 
interaction between different functional 
control loops (reactors) via a common 
interface. 

Explained in this section 

ERGO-CON-0140 This architecture shall provide means to add 
reactors to the architecture without modifying 
the controller. 

This is a configuration feature of the 
framework 

ERGO-CON-0150 Each reactor shall have its own latency. It is a configuration parameter of the 
agent when it is launched (for each 
reactor) 

ERGO-CON-0160 Each reactor shall have its own deliberation 
horizon (deliberation lookahead). 

It is a configuration parameter of the 
agent when it is launched (for each 
reactor) 
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Controller Requirements 

Req. Requirement description Coverage 

ERGO-CON-0170 Each reactor shall have a set of internal 

timelines. 

It is a configuration parameter of the 

agent when it is launched (for each 
reactor) 

ERGO-CON-0180 Each reactor shall have associated to it a set 
of external timelines. 

It is a configuration parameter of the 
agent when it is launched (for each 
reactor) 

ERGO-CON-0190 The deliberative/executive layer shall be 
composed by a set of hierarchized reactors. 

As explained in this section, reactors 
are grouped into a hierarchy, being GCI 
on the top, and command dispatcher at 
the lowest level 

ERGO-CON-0200 The scope of deliberation shall be functionally 
and temporally partitioned and controlled by 
a different reactor. 

Each deliberative reactor has a set of 
internal timelines and external 
timelines that delimit the scope of 
deliberation, and a deliberation horizon 

ERGO-CON-0210 The reactors shall be capable to generate 
plans as new (sub-) goals to be assigned to 

reactors depending on it. 

The framework is built based on this 
premise 

ERGO-CON-0220 The observations gather from the functional 
layer through the executive shall be 
communicated to other upper reactors. 

Those that are subscribed to the 
timelines that are external and 
associated to the observation 

ERGO-CON-0230 All reactors (deliberative and reactive) shall 
share a common clock. 

This is guaranteed by the agent 

ERGO-CON-0240 The state of the controller shall be complete, 
i.e. all state variables shall have a grounded 
value on the execution frontier. 

This is a responsibility of the controller 
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5.  GROUND CONTROL INTERFACE 

The Ground control interface reactor provides the interface for telemetry and telecommands with 
ground. All TM/TC functions will be handled by the GCI reactor. This reactive reactor is in charge 
of the tele commanding in all modes, by posting the proper goals to the underlying chain of reactors. 

At the same time, as the remaining reactors, it interacts with the Agent Controller in order to 
coordinates the interaction between different functional control loops (see Figure 4-1). 

This section includes the following subsections: 

 Alignment with Requirements: the main requirements that affect this component 

 Preliminary Design: This section contains a static view of the main components of the Ground 
Control interface 

 Technical Overview: The GCI is in charge of the process of telecommands received from ground 
and also of generating the telemetry. A representative set of parameters will be selected for 
telemetry downlink. A simple format will be defined for easy data exchange. This section is 

divided among: 

- Autonomy Level: it describes how the GCI handles the autonomy level defined on-
board. 

- Interface with PUS Services: this component will use the PUS Services library provided 
by ESROCOS (OG1) for its internal handling of the TC/TM messages.  

- Telecommand Processing (inputs): this is the process of receiving and processing 

telecommands, coming from ground. 

- Telemetry Generation (outputs): this is the process of the generation of telemetry to 
ground. 

 ALIGNMENT WITH REQUIREMENTS 

The following is the list of ERGO requirements that are related to this component.  

Table 5-1: Alignment with requirements (GCI) 

Req. Tittle Requirement How the design covers 
these requirements 

ERGO-HLA-0010 Hybrid, three-
layer 
architecture 

The system architecture shall follow 
a hybrid three-layer approach 
differentiating between 
deliberative, executive and 
functional layers with declared 
interfaces between them. 

The architecture can be seen 
as a three layer architecture in 
which deliberative reactors are 
the deliverative layer, reactive 
reactors are the executive, 
with the functional layer 
underneath. While working in 
E1,E2,E3, the mission planning 
is disabled and GCI and the 
command dispatcher are the 
executive. 

ERGO-HLA-0020 ECSS levels of 
autonomy 

The system shall enable ECSS E1 to 
E4 level of autonomy. 

Covered in section 5.3.1. 

ERGO-HLA-0030 Selectable  level 
of autonomy 

The system shall be capable of 
modifying on demand the level of 

autonomy. 

Covered in section 5.3.1. 

ERGO-HLA-0040 Adaptative level 
of autonomy 

The system shall be capable of 
modifying dynamically the level of 
autonomy by an internal event. 

Covered in section 5.3.2. 

ERGO-HLA-0060 Hardware 
abstraction 

The system architecture shall be 
domain-independent. Details about 
the specific platform shall be 
implemented in the functional 
layer. 

GCI is totally domain-
independent. 
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Req. Tittle Requirement How the design covers 
these requirements 

ERGO-HLA-0070 Logging / 
telemetry 
generation 

The system shall gather the 
information produced. 

Understanding the behaviour 
of complex systems in non-
nominal situations is crucial to 
guarantee robustness. The 
generation of logging data 
allows human operators to 
evaluate the outcome off-line. 

A common data file logs all 
the events 

ERGO-HLA-0090 Robust under 
uncertainty 

The system shall be capable of 
continuing operations in 
environments presenting 
uncertainty. 

Uncertainties detected in 
environment, HW or any other 
Application robot component 
should be managed via 
Events-Actions, and GCI 
supports the checking of the 
Events-Action enabled in the 
system.  

ERGO-HLA-0100 FDIR The system shall guarantee the 
robot safety by means of the 
detection, isolation and recovery 

from failures in an autonomous 
way.  

Supported in GCI component 
via Events-Actions handling. 

ERGO-HLA-0110 Deterministic 
behaviour 

The system shall always react in 
the same, predictable, manner 
given identical stimuli. 

GCI component is designed as 
a deterministic component. 

ERGO-HLA-0120 Sense/ Plan / 
Act approach 

The system shall follow a 
“Sense/Plan Repair/Act” cycle. 

Supported in GCI component 
via Events-Actions handling. 

ERGO-HLA-0121 OBCP 
Interpreter 

The system shall accept and 
interpret OBCP procedures (written 
in a procedural language such as 
micropython or similar). 

See section 5.3.2.2. 

ERGO-CON-
0150 

Reactor latency Each reactor shall have its own 
latency. 

GCI typical values for the 
look-ahead and for the latency 
of the command-dispatcher 
reactor are the minimum 

values (1-tick look-ahead, 0 
latency), meaning that the 
reactor is purely reactive. 

ERGO-CON-
0160 

Reactor’s 
deliberation 
horizon 
(deliberation 
lookahead) 

Each reactor shall have its own 
deliberation horizon (deliberation 
lookahead). 

GCI typical values for the 
look-ahead and for the latency 
of the command-dispatcher 
reactor are the minimum 
values (1-tick look-ahead, 0 
latency), meaning that the 
reactor is purely reactive. 

ERGO-CON-
0170 

Reactor’s 
internal 
timelines 

Each reactor shall have a set of 
internal timelines. 

Note however that there 
might be reactors that only 
subscribe to external 
timelines, like the GCI 

ERGO-CON-
0180 

Reactor’s 
external 
timelines 

Each reactor shall have associated 
to it a set of external timelines. 

In the case of the CGI, it is 
subscribed to all timelines in 
order to send the proper goals 
(E1,E2,E3,E4) and to receive 
telemetry 

ERGO-CON-
0190 

Hierarchical 
architecture 

The deliberative/executive layer 
shall be composed by a set of 
hierarchized reactors. 

Deliberative reactors form the 
deliverative layer, reactive 
reactors are the executive, 
with the functional layer 
underneath.  
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Req. Tittle Requirement How the design covers 
these requirements 

ERGO-CON-
0230 

Common clock All reactors (deliberative and 
reactive) shall share a common 
clock. 

The controller should ensure a 
common and consistent 
perception of the external 
environment together with a 
coherency of the 
corresponding actuations. It 
also includes the GCI. 

ERGO-ELY-0580 Executive 
reactors 

The executive layer shall be 
composed by reactive reactors 
tightly connected to the 
deliberative reactors.  

GCI is connected to rest of the 
deliberative reactors by the 
“Controller”. 

ERGO-ELY-0610 Domain-
independent 

The executive shall be domain-
independent. 

The GCI shall not contain any 
domain-specific code, that is, 
should not depend on the 
details of the functional layer.  

ERGO-ELY-0620 Consistent state The state shall be consistent, 
meaning that all executive reactors 
shall have identical views of the 
state variables up to the execution 
frontier. 

GCI and rest of reactors must 
have identical view of the 
world at the execution 
frontier. 

ERGO-ELY-0630 Failure recovery The executive reactors shall be 
capable to react adequately to 
failure conditions. 

The GCI shall be able to react 
adequately to environmental 
conditions as perceived by the 
platform. 

ERGO-ELY-0640 Rule matching  The executive reactors shall have 
the capability to include behaviours 
and their associated conditions. 

This behaviour is embedded in 
the GCI reactor 

ERGO-ELY-0680 Execution 
control 

The reactors shall be able to be 
commanded at any time to 
start/stop execution. 

To guarantee the safety of the 
robot (e.g. in case of failure) 
and the appropriate 
functionality of the different 
subsystems (e.g. in case a 
new plan is produced), the 
GCI shall be able to be 
commanded to start and stop 
execution at any moment. 

ERGO-INT-1150 Ingestion of 
plans and 
commands 

The executive layer shall accept 
plans and commands from the 
ground segment or decision layer 
covering ECSS E1 to E4 autonomy 
levels. 

GCI shall accept plans and 
commands from ground 
through the GCI_IF interface 
(see next section). 

ERGO-DIC-1200 Programming 
languages 

The ERGO code will be developed 
using C and/or C++ and/or 
micropython languages. 

ERGO components must be 
developed in C/C++ in order to 
satisfy the restrictions inherent 
to on-board software. In 
addition, micropython can be 
eventually used for the 
definition of OBCPs and/or 
testing scripts. 
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 PRELIMINARY DESIGN 

The following is a preliminary design of the main classes that will be part of the GCI.  

 

Figure 5-1: GCI preliminary design 

where: 

 GciReactor: provides the interface with the Agent. All classes that interface with the reactor 
are implemented in this class. The GCI Reactor will provide the interfaces to the agent:  

- handleInit() initializes the GCI reactor, setting all default values and loading its 
configuration 

- handletickStart() for processing incoming goals and forwarding these goals to other 
reactors 

- notify() is used to be informed of the incoming facts relative to changes in external 
timelines 

- synchronize() is used to merge incoming observation with the goals the GCI has 
previously posted, identifying the changes 

- Note that neither resume() nor hasWork() require an implementation, since this is a 
reactive reactor. Also handleRecall() is not necessary, since this reactor is at the upmost 
level of the hierarchy. 

 Telecommand: The main class, in charge of reading incoming TC files, check events and 
processing TCs. TCs are queued into a telecommands queue.  

 Telemetry: a class in charge of generating the telemetry. Note that each timeline can have a 
different set of data fields associated to it, and this information is stored into telemetry files. 

The GCI is a derived class of the ERGO Reactor class which will be the main class of the reactor 
framework [RD.22] providing an abstract class to be derived, so that it can be integrated. It will be 
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subscribed to all timelines used for telemetry. In addition to implementing T-REX Agent callbacks, 
the GCI reactor will manage the following elements/data-containers: 

 Telemetry map: this component stores the last sample of all telemetry parameters. The 
parameters related to timeline states are acquired by GCI, but other parameters must be 

acquired by other reactors: plans are captured by deliberative reactors, and requests/replies 
to/from the functional layer are acquired by the command-dispatcher reactor. Telemetry will 
be acquired via the notify callback, in which the timeline and its associated data will be received 
by the GCI. 

 Telemetry producer: it will read the map and will produce telemetry files. Telemetry files will 
be produced on the synchronize () callback. 

 Command receiver: it will accept incoming telecommands files, will read and validate them, 
and will dispatch them to the appropriate destination. All received command files will be saved 
in an on-board history area (TC_Queue). 

 Command schedule (TT_Queue): table that stores time-tagged commands. The schedule will 

be checked on handleTickStart callback, to execute commands whose time tag has expired. 

 Events actions: table associates commands to on-board events. The GCI must be able to 
detect events. 

As detailed in the ICD, the following is the set of on board data to be sent via telemetry: 

 On-board time, current tick and autonomy level. 

 Robot basic information and data status. 

 State of resources and health status of sensors. 

 Current plan of each deliberative reactor. 

 Current state of all timelines. 

 Active OBCPs 

 Requests sent by the command-dispatcher reactor to the functional layer, and replies received 
from the functional layer. 

 TECHNICAL OVERVIEW 

5.3.1. AUTONOMY LEVEL 

The level of autonomy is managed by the ground controller interface reactor (GCI), that processes 
telecommands files received from ground and via ESROCOS PUS Service library (hereafter 
PUS_SERVICES). The commanding for the different levels of autonomy is performed as follows: 

 Execution of mission operations at the lower levels of autonomy (E1, E2 & E3) are performed 
posting goals directly to the command dispatcher, and handled internally by the GCI using a 
combination of the traditional PUS Services [RD.19].  

 Execution of mission operations at the highest level of autonomy (E4) requires the mission 
planner to perform high-level goal decomposition into lower-level goals. An additional reactor, 
the so-called command dispatcher is in charge of interfacing with the functional layer that 
provides abstraction w.r.t. the underlying hardware.  

By commanding this way, the mission planner can be disabled and not to be part of the equation 
when commanding based on E1, E2 and E3. This is an important feature, since by doing it this way 
the system behaves as a “traditional” system when the mission planner is not active. 

If the autonomy level is not E4, on handleTickStart() the ground control interface reactor will 
process all commands in the TC queue. When the GCI receives a command for immediate execution, 
it appends it to the TC queue, and dispatches it as a goal to the CommandDispatcher() reactor. 

Mimicking PUS Time-tag commands Service, when the GCI receives a time-tagged command, it 
appends it to the TC schedule (aka TT_Queue). On handleTickStart, the GCI checks the TT schedule; 
if the execution time of a command has been met, it is pulled from the TT_Queue and pushed on 
to the TC_Queue. 
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5.3.2. INTERFACE WITH PUS SERVICES 

 

Figure 5-2: GCI vs PUS_SERVICES 

The figure describes how GCI component make usage of the PUS Services Component library 
belonging to the ESROCOS (OG1). 

The figure also describes how the ERGO Agent centralises all interactions between Agent and the 
PUS_SERVICES component through the GCI (Ground Control Interface). These interactions are 

summarised as follows: 

 GS  ERGO: In this case the GS use the TC_IF interface of the PUS_SERVICES component to 

upload TC files. Upon reception, the PUS_SERVICES processes them putting the resulting TC 

files in shared folder accessible by the ERGO Agent. After that, ERGO agent will ingest and 
process the existent TC files into its InputTray via GCI_IF interface. 

 ERGO  PUS_SERVICES: this interface scenario is intended to support interactions related to 

the following operational scenarios: 

- Events: GCI will use the Event_IF interface for reporting of handling of any Event 
produced in the system. It will include Event Reporting (TC(5,X)), Event-Action 

handling (TC(19,X)) and modifying on demand the level of autonomy from Agent or 
any other application component of ESROCOS (e.g. FDIR). 

- Telemetry (TM): GCI will use the TM_IF interface to request from the PUS_SERVICES 
the generation of specific telemetry when needed. 

- Telecommands(TC): GCI will use the TC_IF interface to request any type of TC 
identified as needed for ERGO projects. Shown below the most significant TC request: 

 File handling: ERGO, through the GCI component, will request to 
PUS_SERVICES all operations related to file handling (TC(23,X)) via TC_IF 
interface. 

 OBCP: ERGO, through the GCI component, will request to PUS_SERVICES all 
operations related to the OBCP handling. PUS_SERVICE component will process 
the received requests via PUS service TC(18,X) implemented into the PUS_API 
and/or creating an instance of the OBCP_Engine to support the OBCP execution. 

 TimeTag TCs: ERGO will handle the processing of the TC schedules (sequences 
of time tag TCs) through the usage of the PUS_SERVICES library TC(11,X). 
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5.3.2.1. ALIGNMENT WITH REQUIREMENTS 

Although PUS_SERVICES component is already designed as an ESROCOS component, its 
preliminary design has been done in order to also satisfy the following ERGO requirements with 
impact in the PUS_SERVICE preliminary design and in the way ERGO should interact with the 
PUS_SERVICES component of ESROCOS component.  

Table 5-2: ERGO TM/TC Interface Requirements 

Req. ID Title Requirement Rationale 

ERGO-HLA-0121 OBCP 
Interpreter 

The system shall accept and 
interpret OBCP procedures 
(written in a procedural 
language such as 
micropython or similar). 

See section 5.3.2.2 

ERGO-INT-1150 Ingestion of 
plans and 
commands 

The executive layer shall 
accept plans and commands 
from the ground segment or 
decision layer covering ECSS 
E1 to E4 autonomy levels. 

GCI shall accept plans and 
commands from ground through 
the GCI_IF interface 

ERGO-DIC-1200 Programming 
languages 

The ERGO code will be 
developed using C and/or C++ 
and/or micropython 
languages. 

ERGO components must be 
developed in C/C++ in order to 
satisfy the restrictions inherent to 
on-board software. In addition, 
micropython can be eventually 
used for the definition of OBCPs 
and/or testing scripts. 

 

5.3.2.2. OBCP PROGRAMMING LANGUAGE 

Spacecraft and Space Robots must run on HW platforms with reduced resources as RAM and CPU 

and on SW consisting of low-level drivers, a middleware platform, and high-level application 
software. The low-level and middleware parts of this stack are written in C and/or Ada, are well 
proven and relatively stable across missions. 

In ERGO we propose to use the OBCP approach used by OG1, that is to use MicroPython taking 
advantage of the work already done in the ESA study “Porting of MicroPython to LEON 
platforms” [RD.22].These Python OBCPs would typically be small scripts that execute routine 

operations and interact in a safe and controlled manner with the rest of the system, and will be 
used by the GCI and the command dispatcher for executing a set of operations (as in the case of a 
real spacecraft) 

5.3.3. INPUTS: (TC PROCESSING) 

The reception and processing of telecommands will be implemented by the GCI reactor (mimicking 
the ECSS PUS services, and using the ESROCOS PUS library for this purpose). Telecommands are 
received at ERGO as ASCII files. The rationale for this is explained hereafter: 

The ERGO architecture is oriented towards missions in which there is a high latency and 
communications are not permanent, that is, there are communication windows.  

Such environments require a transactional way of commanding: a large bunch of telecommands 
are sent as a single unit (file), and either all of them are executed or none of them are executed 

(when the reception is not complete). That means, telecommands are sent in files. The GCI 
therefore mimics the PUS Services that would be traditionally used in a real space mission (Service 
144, Service 13, etc…). We will assume that a PUS file service is able to put a file on a recipient 
directory. On every tick, GCI will check if there is a new telecommand file to be processed in that 
directory. When the file is processed, it will be removed from the recipient directory. Different files 
are used for commanding different autonomy levels.  

A special telecommand file will be used for the selection of the operational mode, i.e. for the 

autonomy level. 
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To summarize, GCI will accept the following telecommand files: 

 TC_autonomy.dat: This file is accepted at any time and its contents are executed immediately, 
and before any other telecommand. It indicates the level of autonomy to be used from now on. 

 TC_E1.dat: This file is accepted when the autonomy level is E1, E2 or E3. It contains commands 
for immediate execution. It will be executed before TC_E2.dat, TC_E3_*.dat. 

 TC_E2.dat: This file is accepted when the autonomy level is E2 or E3. It contains time-tagged 
commands. It will be executed before TC_E3_*.dat 

 TC_E3_*.dat: These files are accepted when the autonomy level is E3. They contain events and 
actions associations and OBCPs. 

 TC_E4.dat: This file is accepted when the autonomy level is E4. 

 
The subsequent subsections describe the details of telecommand files. The following general 

conventions are adopted and stated here to avoid repetition: 

 All data items are alphanumeric strings, no interleaving spaces. 

 <sc-id> Spacecraft id, a string uniquely identifying the space system 

 

5.3.3.1. TELECOMMANDS FOR THE SELECTION OF THE AUTONOMY LEVEL 

TC_autonomy.dat contains information about the operational mode, that is, the autonomy level 
that must be running. It can be requested as an immediate command or as a time-tagged 
command. In case of E4, optionally it is possible to specify some reactors to be disabled. In the 
latter case, a reactor will be actually disabled only if all reactors depending on it are also disabled.  

The format of TC_autonomy.dat is as follows: 

<sc-id> 

<exec-type> 

<timetag> 

<tc-id> 

DIS <reactor-name> 

... 

DIS <reactor-name> 

Figure 5-3: An example of a TC_Autonomy file, as received by the GCI 

The following conventions are adopted: 

<exec-type> Execution type: ‘I’ for immediate execution; ‘T’ for scheduled execution, in the latter 
case, the next line must be a timetag time. 

<timetag> Execution time in case <exec-type> = ‘T’. It is assumed that it can be directly used as an 
on-board time. Format: YYYY.DDD.hh.mm.ss 

<tc-id> Telecommand identifier, uniquely identifying a telecommand. Allowed telecommands and on-board 
behaviour: 

TCE1 Selects E1 level of autonomy 

TCE2 Selects E2 level of autonomy 

TCE3 Selects E3 level of autonomy 

TCE4 Selects E4 level of autonomy 

<reactor-name> An ASCII string representing the name of a GOAC reactor to be disabled. DIS <reactor-name> 
commands are optional and only applicable if <tc-id> = TCE4. 

Figure 5-4: TC autonomy file’s syntax. 

When the autonomy level is changed, the following actions will be undertaken, depending on the 
running operational mode before the switch: see Table 5-3. 
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Table 5-3: Actions triggered by a change of the autonomy level 

Action Autonomy level 

All running requests in the functional layer will be aborted. E1, E2, E3, E4 

The command schedule will be deleted, i.e. all time-tagged commands will be removed. E2, E3, E4 

All running OBCPs will be aborted. E3, E4 

Goal-oriented plans will be deleted. E4 

5.3.3.2. E1 TELECOMMANDS 

E1 telecommands are telecommands that are to be executed as they are received from ground.  

The format of TC_E1.dat is as follows: 

<sc-id> 

<tc-id><tc-parameters> 

Figure 5-5: TC_E1 file syntax, as received by the GCI 

The following conventions are adopted: 

 <tc-id> Telecommand identifier, uniquely identifying a telecommands. There is a one-to-
one relationship between E1 telecommands and primitives of the functional layer. 

 <tc-parameters>Telecommands parameters, which depend on the specific telecommands. 

Table 5-4 shows an example of E1 telecommands for the rover scenario. The complete list of E1 
commands for both uses cases (robotic arm and rover) will be refined during the project 

Table 5-4: Example of telecommand at E1 level (Rover Scenario) 

Tc-id Description Parameters  Functional layer equivalence 

CINIT Initialise robot  InitialiseRobot 

CMOV Go to a given absolute position X, Y MoveRobot X Y 

CPTU Move the PTU to point at a given direction Pan, Tilt MovePTU Pan Tilt 

CCOM Send a picture file to ground Id Communicate Id 

CCAM Take a snapshot Id Camera Id 

CLSTP Stop moving  StopRobot 

5.3.3.3. E2 TELECOMMANDS 

TC_E2.dat contains commands for scheduled execution. This file plays the role of a mission timeline. 

The format of TC_E2.dat is as follows: 

<sc-id> 

<timetag><tc-id><tc-parameters> 

Figure 5-6: Syntax of a TC_E2 file, as received by the GCI 

The following conventions are adopted: 

 <timetag> Execution time. It is assumed that it can be directly used as an absolute on-board 

time. Format: YYYY.DDD.hh.mm.ss 

 <tc-id> Telecommand identifier, uniquely identifying a telecommand. There is a one-to-one 

relationship between E2 telecommands and primitives of the functional layer. 

 <tc-parameters> Telecommand parameters, which depend on the specific telecommand. 

E2 telecommands consist of E1 telecommands and procedures, which have a timetag associated. 

 

5.3.3.4. E3 TELECOMMANDS 

Two different aspects are characteristic of E3 operations: the on-board capability of event-driven 
execution of commands and the on-board capability of executing control procedures (OBCPs).  
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The table of events and actions can be changed by tele-command, however  

Several types of telecommand files will be used in ERGO for E3: 

 TC_E3_OBCP_xx.dat A file of this type contains an OBCP (syntax TBD). ‘xx’ uniquely 
identifies the OBCP. It is written according to the syntax of ERGO’s OBCP language(TBD) 

 TC_E3_EAT.dat . It contains the events and actions table, the whole table. An action can be 

any E1/E2 command or an E3 control command. 

 TC_E3_ctrl.dat This file follows the same format as TC_E2.dat, but the allowed 
telecommands are the so called E3 control commands: 

- COPSA <xx> Start OBCP ‘xx’. 

- COPSO <xx> Stop OBCP ‘xx’. 

- COPLD <xx> Load OBCP ‘xx’, which copies it to the area of OBCPs 

- COPDE <xx> Delete OBCP ‘xx’ from the area of OBCPs 

- This file plays the role of a mission timeline. 

 TC_E3_MD.dat It contains the metadata, such as communication windows. 

5.3.3.5. E4 TELECOMMANDS 

When the operational mode is goal-oriented, i.e. E4, ERGO will accept telecommands as TREX 
configuration files with goal sections only. The following example illustrates the format: 

<Goal on="MissionTimeline.mission_timeline" pred="TakingPicture"> 

<Variable name="A_ID"><int min="1" max="1"/></Variable> 

<Variable name="B_X"><int min="2" max="2"/></Variable> 

<Variable name="C_Y"><int min="0" max="0"/></Variable> 

<Variable name="D_Pan"><int min="-35" max="-35"/></Variable> 

<Variable name="E_Tilt"><int min="-45" max="-45"/></Variable> 

<Variable name="start"><int min="1" max="500"/></Variable> 

<Variable name="duration"><int min="1" max="500"/></Variable> 

<Variable name="end"><int min="2" max="1000"/></Variable> 

</Goal> 

Figure 5-7: Example of a TC_E4 file, as received by the GCI 

In order to upload metadata related to planning, additional files can be used, for instance to specify 
communication windows (TBD) 

5.3.3.6. TELECOMMAND HISTORY FILE 

A TC file will be moved from the reception data directory once its contents are processed. In 

particular, the TC file is renamed by inserting the tick number as a prefix. As an example, if 
TC_E1.dat is processed on tick 8, the file will be renamed as 8_TC_E1.dat. 

5.3.4. OUTPUTS (TC GENERATION) 

ERGO will acquire on-board data and will convert it into telemetry. This task will be implemented 

inside the GCI reactor mimicking the ECSS PUS corresponding services. The following on-board 
data are possible data to be sent via telemetry: 

 On-board time and current tick 

 The current state of all timelines 

 The state of resources 

 Current plan of each deliberative reactor 

 Active OBCPs 
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 Requests sent by the command-dispatcher reactor to the functional layer, and replies received 
from the functional layer. 

Inside the GCI, there will be a memory map, implemented as a table, which will hold the acquired 
data. This map will be written by the components responsible for acquiring data. The map will be 

read by the component responsible of generating the telemetry. Since both read and write 
operations are initiated by the main thread of the agent, it is not necessary to protect the access 
to the map by mutex.  

The current state of timelines will be acquired by GCI, which will be subscribed to all timelines. 
Whenever GCI is notified of a new observation, it will update the telemetry map. On the other hand, 
plans are only directly accessible to deliberative reactors, so they will be responsible for updating 

plan-related parameters in the telemetry map. On every handleTickStart() interface call, GCI will 
dump the telemetry map on to a telemetry file and will make it available for external systems. 

A real on-board system requires a very efficient format owing to the limited data rates that are 
allocated to housekeeping telemetry. In our case, we sacrifice efficiency for simplicity. 

Since the system is conceived for missions in which there is a high latency and communication 
windows, telemetry will be sent via files, so instead of being contained into PUS packets, sending 
out telemetry will consist of writing on files. The file will be self-contained as far as parameter 

decoding is concerned. There will be a single timestamp for the whole file. It is assumed that the 
time stamp can be directly interpreted as a ground-correlated time. For the sake of simplicity and 
easy debugging, these files will be encoded using ASCII format. 

A telemetry file will be generated on the basis of a configurable period, which will be a multiple of 
1 tick. The format of a telemetry file will be as follows: 

<sc-id> 

<timestamp> 

<tm-id><value> 

<tm-id><value> 

... 

<tm-id><value> 

Figure 5-8: Example of telemetry file, to be downlinked to ground 

The following conventions are adopted: All data items are alphanumeric strings, no interleaving 

spaces. 

 <sc-id>, a string uniquely identifying the space system 

 <timestamp> Most recent time of acquisition of the telemetry data, meaning that some data 
may have been acquired slightly earlier. It represents an on-board time, but it is assumed that it 
can be directly used as a ground-correlated time. Format: YYYY.DDD.hh.mm.ss 

 <tm-id> A telemetry identifier, uniquely identifying a telemetry parameter 

 <value> The value of the preceding telemetry parameter 

The header (spacecraft id, timestamp and tick) is mandatory. Parameters are optional. 

Table 5-5 shows an example of some telemetry parameters. 

Table 5-5: Telemetry parameters 

Tm-id Description Value Acquisition 

TOBT On-board time Seconds since January 1st 1970 1 /tick 

TICK Current tick TREX tick (sequential number). 1 /tick 

TAUL Current autonomy level E1, E2, E3, E4 1 /tick 

TLOC Locomotion (aka RobotBase) timeline, r3 At(x,y), GoingTo(x,y) 1 /tick 

TPTU PTU timeline, r3 PointingAt(p,t), MovingTo(p,t) 1 /tick 

TCAM Camera timeline, r3 Idle, TakingPicture(x,y,p,t,id) 1 /tick 

TCOM Communication timeline, r3 Idle, Communicating 1 /tick 
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Tm-id Description Value Acquisition 

TPOW Power timeline, r3 Off, SwitchingOn, On, SwitchingOff 1 /tick 

TPOS Position  1 /tick 

TLTC Last executed telecommand Telecommand as an ASCII string 1 /tick 

TTQN Number of telecommands in the time-

tag queue 

Integer number 1 /tick 

TTnn An element of the time-tag queue, i.e. a 

pair (timetag, telecommand). Only the 
top 100 telecommands are reported in 

TM.  TT00 is the first to be executed. 

Telecommand as an ASCII string 1 /tick 

PNGS Number of goals in the plan. It is 

expected to have as many goal 

telemetry parameters (PGxx) as 

indicated by this figure. 

Integer number Whenever the plan 

changes 

PGnn A goal in the plan, nn a sequential 

number in the range 0, ..., 99 

<Timelinename>.<Predicate>[<start.lb>,<s

tart.ub>][<duration.lb>,<duration.ub>][<e

nd.lb>,<end.ub](<atr.name>=<attr.value>

,...,<attr.name>=<attr.value>).  

Whenever the plan 

changes 

RQnn A request sent to the functional layer, nn 

a sequential number in the range 0, ..., 

99 

Request message Whenever a request is sent 

RPnn A reply received from the functional 

layer, nn a sequential number in the 

range 0, ..., 99 

Reply message Whenever a reply is 

received 

Telemetry file names will follow this convention: TM_aaaa.jjj.hh.mm.ss.dat, with aaaa=year, 
jjj=Julian day, hh=hour, mm=minute, ss=second e.g. TM_2017.001.23.59.59.dat. 

Additional parameters will be necessary and the complete list of parameters will be refined during 
the development.  
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6.  DELIBERATIVE REACTORS 

These are: the mission planner (Section 6.1), the Rover Guidance (6.2), Goal-oriented Data 
analysis (Section 6.3) and arm motion planner (Section 6.4) 

 MISSION PLANNER 

Many planning systems have been studied and proposed: basically the only thing they have in 
common is the general task of coming up with a partially ordered sequence of decisions, legal with 
respect to a set of rules (called a domain theory), that will achieve one or more goals starting from 
an initial situation. However, the analogies do not go further: there have been a lot of differences 
in the formalism chosen to represent the world in which the planner performs its task, in the general 

conception about what a plan is and about how the planning process is performed. Different 
problems have been addressed through different approaches: in temporal planning for instance, 
the focus is on deciding plans by explicitly managing complex temporal information, such as 
durations and separations between actions. More in general, it is possible to distinguish two distinct 

approaches to the planning problem:  

 In the first one, classical view of planner, called here action-oriented, the world is seen as an entity that 
can be in different states, and in which a state can be changed by performing actions (a-la STRIPS) the 

domain theory specifies which rules must be followed when actions are performed, i.e., where they can 
be applied and how the world state is modified as a consequence of the actions. The planning problem 
is to find a partially ordered sequence of actions that, applied to an initial world state, leads to a final 
state (the goal) eventually satisfying several conditions about which sequence of states the world must 
go through (often called extended goals). This is the most classical and commonly accepted idea of what 
planning is.  

 In the second approach, named here timeline-based, the world is modelled in terms of a set of functions 

of time that describe its evolution over a temporal interval. These functions change by posting planning 
decisions. The domain theory specifies what can be done to change these evolutions, and the task of 
the planner is to find a sequence of decisions that bring the entities into a final situation that verifies 
several conditions. By analogy, we can call these conditions goals. This approach, which is more recent 
than the more "classical" action-based approach, is evolving rather rapidly due to the fact that it is well 
suited for modelling and solving non-trivial real world problems.  

In our architecture, a single deliberative reactor, the mission planning reactor is in charge of the 
planning operations. For the mission planner, ERGO provides a novel mission planner combining 
concepts and notions from classical and timeline-based planning.  

6.1.1. ALIGNMENT WITH REQUIREMENTS 

The following is the list of ERGO requirements that are related to this component.  

Table 6-1: Alignment with requirements (Mission Planner) 

Deliberative Layer Requirements 

Req. Requirement description Coverage 

ERGO-DLY-0250 The deliberative layer shall be composed 
by a set of deliberative reactors able to 
perform planning, based exclusively on a 
set of facts and goals, and re-planning, 
based on new facts or goals and an 
already existing plan. 

The mission planner is the reactor in charge 
of planning and re-planning activities. It 
receives as inputs a formal model of the 
system which activities must be planned 
(domain), and a description of the current 
status and goals (problem). 

ERGO-DLY-0260 All deliberative reactors shall be designed 
taking into consideration typical space-
qualified computer specifications. 

CPU intensive algorithms, specially search, 
heuristic and STN solver algorithms, has been 
designed taking into consideration the 
performance of modern OBC. 

ERGO-DLY-0270 All deliberative reactors shall be 
constructed in a modular way. 

This section presents an initial design 
illustrating the subcomponents of the mission 
planner. 

ERGO-DLY-0280 The inputs and outputs 
received/produced by all deliberative 

Compatibility between ERGO’s PDDL planner 
and APSI is guaranteed via an intermediate 
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Deliberative Layer Requirements 

Req. Requirement description Coverage 

reactors shall be compatible with the ESA 
APSI framework and the DDL language. 

component (PlannerWrapper) that takes care 
of the appropriate transformations. 

ERGO-DLY-0290 The format of the generated plan shall be 
based on a well-defined language. 

The plan is defined as a set of flexible-
timelines compatible with the APSI format. 

ERGO-DLY-0300 All deliberative reactors shall be able to 
generate flexible-timeline plans, 
characterized by the definition of 
temporal intervals for the start and 
duration of each activity. 

See requirement above. 

ERGO-DLY-0310 All deliberative reactors shall be able to 
read and reason domains and models 
written in PDDL version 3. 

Deliberative reactors including the mission 
planner exchange information following a 
common interface defining how goals and 
observations are described. A goal contains 
the fields required by a PDDL action (name 
and parameters). 

ERGO-DLY-0320 All deliberative reactors shall be able to 
handle domains and behaviours defined 
in a hierarchical manner. 

The domain can be described in a hierarchical 
manner by properly defining the conditions 
and effects that relate high-level goals to sub-
goals via PDDL. 

ERGO-DLY-0330 All deliberative reactors shall be able to 
handle partially decomposed plans, to be 
further refined during re-planning.  

Sufficient planning is an extension proposed 
to the planner to satisfy this requirement. 

ERGO-DLY-0340 All deliberative reactors shall be able to 
reason about reusable (e.g. memory) 
and consumable (e.g. battery) 
resources.   

PDDL version 3 supports numerical fluents, 
hence allowing to reason about time and 
resources. 

ERGO-DLY-0350 All deliberative reactors shall be able to 
handle the dynamic ingestion of new 
goals and generate accordingly a new 
plan.   

All deliberative reactors including the mission 
planner will be continuously active, so that 
they can promptly react to the arrival of new 
goals. 

ERGO-DLY-0360 All deliberative reactors shall be able to 
monitor the state of the plan execution.  

All deliberative reactors and the executive 
system are tightly connected within the same 
agent, sharing a common view of the current 
status. 

ERGO-DLY-0361 The planning component shall provide a 
logical model associating identifiers to 
those objects of the scenario relevant for 
the mission.  

Each goal has assigned a unique ID that 
facilitates its management between different 
deliberative reactors. 

Plan Repair & Replanning Requirements 

Req. Requirement description Coverage 

ERGO-REP-0470 The planner shall be able to take as input 
a plan, and adapt it. 

Re-planning is one of the use-cases of the 
mission planner. This document present initial 
considerations about its approach. 

ERGO-REP-0480 The planner shall produce as output a 

flexible plan, labelled with the temporal 
constraints on actions. 

The plan is defined as a set of flexible-

timelines compatible with the APSI format. 

ERGO-REP-0490 The plan repair and replanning process 
shall not exceed pre-assigned 
time/memory resources when 
generating/refining a plan. 

As a result of the plan repair process, a new 
problem is generated, in which the list of facts 
include the time and resources available. 

ERGO-REP-0500 The input (problem definition) shall be 
compatible with the deliberative layer. 

The PDDL represents the standard language 
to model the problem. 

ERGO-REP-0510 The planner shall take as input a quality 
metric, and which goals are preferential 
but not essential. 

The metric is defined as part of the problem 
in PDDL. In addition, each goal is defined with 
a level of priority, from 0 to 10, where 10 
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Deliberative Layer Requirements 

Req. Requirement description Coverage 

represents a mandatory goal and 0-9 the 
priority for non-mandatory goals. 

ERGO-REP-0520 The planner shall be domain 
independent, with generic techniques 
able to work in a range of target 
domains. 

All relevant information about the domain is 
passed via input files modelled in PDDL 
language. 

ERGO-REP-0530 The planner shall be able to respect 
temporal constraints on actions. 

Reasoning in terms of temporal constraints is 
guaranteed by an algorithm in charge of 
analysing the consistency of the temporal 
network. This is done at each step of the plan 
generation. 

Heuristic Requirements 

Req. Requirement description Coverage 

ERGO-HEU-
0370 

The heuristic search component shall not 
exceed pre-assigned time/memory 
resources when generating/refining a 
plan. 

Heuristic algorithms are designed having into 
account the performance of OBCs. 

ERGO-HEU-
0380 

The input (problem definition) shall be 
compatible with the deliberative layer. 

The PDDL represents the standard language 
to model the problem. 

ERGO-HEU-
0390 

The planner shall be domain 
independent, with generic techniques 
able to work in a range of target 
domains. 

The mission planner is domain-independent. 
All relevant information about the domain is 
passed via input files modelled in PDDL 
language. 

ERGO-HEU-
0400 

The input (problem definition) shall be a 
planning task where action preconditions 
and the goal are conjunctions of state 
variables and action effects are 

conjunctions of atomic effects. 

Facts and goals from ground segment and 
ERGO on-board components are defined 
following PDDL standard. 

ERGO-HEU-
0410 

Actions should be modelled with a given 
constant lower and upper duration 
bound. 

A planning post-processing activity will be in 
charge of computing the maximum flexibility 
for each action within the time-range 
assigned to the overall plan. 

ERGO-HEU-
0420 

The precondition of an action shall hold 
at the start and throughout its execution, 
and its effects shall be guaranteed to 
hold only at the end of its execution. 

The planner guarantees the validity of the 
plan generated by means of a plan validator.  

ERGO-HEU-
0430 

Reusable and consumable resources 
shall be the only numerical variables in 
the planning problem, and they shall not 
occur in preconditions and be part of 
additive effects only. 

The design of the planner inputs follows these 
rules.  

ERGO-HEU-

0440 

The planner shall take as input a quality 

metric, which is restricted to be a linear 
combination of resources and plan 
makespan. 

This capability is already present in current 

PDDL-based planners and will be inherited by 
ERGO. 

ERGO-HEU-
0450 

Heuristics to be used may be 
preprocessed or even precomputed on-
ground, reducing on-board the 
computing resources required for their 
evaluation. 

ERGO will offer the possibility to precompute 
domain related information, which does not 
change along the mission and load the 
resulting information on-board to speed up 
the system.  

ERGO-HEU-
0460 

All heuristics shall be based on the same 
interface. 

This will be guaranteed by the definition of a 
common interface to be implemented by any 
heuristic algorithm in ERGO. 

Plan Validation Requirements 

Req. Requirement description Coverage 
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Deliberative Layer Requirements 

Req. Requirement description Coverage 

ERGO-VAL-0540 The validator shall be able to validate a 
plan against a given model. 

Val is the component of the mission planner 
responsible for these activities. 

ERGO-VAL-0550 The input to the validator shall be 
compatible with the output from the 
planner. 

Val input/outputs will be based on the same 
PDDL standard as the planner. 

ERGO-VAL-0560 The output of plan validation shall be 
compatible with components requiring 
diagnostics. 

All components requiring diagnosis will be 
able to share information according to the 
internal representation of PDDL. 

ERGO-VAL-0570 Plan validation shall be able to account 
for a robustness measure. 

Val shall be able to provide metrics 
accounting for the problems identified in a 
given plan. 

6.1.2. PRELIMINARY DESIGN 

The mission planner is restricted by the requirements and also the interface that each reactor has 
with the agent. In addition, several further issues govern the on-board planning:  

 Planning and replanning are performed in real-time, so that the deliberative layer must make a balanced 
judgement between time spent planning and time spent executing. 

 Over subscription will force the planner to make decisions between alternative goals. All approaches in 

which goals are traded with one another to try to optimise the value of the goals achieved are 
combinatorial, so ERGO will identify lightweight heuristic decisions that simplify the on-board goal 
selection.  

 System safety is of utmost priority, so all plans must be valid with respect to the on-board model, the 
estimated state of environment, platform and payload and the predicted evolution of the environment. 

The on-board resource constraints set a tight envelope on the way in which on-board deliberation 
can be carried out. Traditional search-based planning approaches typically either combine cheap 

heuristics (that offer only little guidance) with a search procedure that requires gigabytes of local 

memory to store large parts of the state space of the planning task; or, they compute informative, 
state-of-the-art heuristics that offer excellent search guidance (but are expensive to compute) to 
consider only small parts of the search space. Unfortunately, both approaches are infeasible on 
board, as memory, time, and energy constraints tightly constrain how the planner may operate. 
For these reasons, it is essential to find ways that allow us to precompute resource-intensive 

subtasks of the planning process on-ground, which can then be used to lower resource consumption 
of the planning process that takes place on-board. 

In practice, the functionality of space systems is sharply focused on specific scientific missions, so 
that many of the actions available play very narrow roles in very particular circumstances. This 
makes the planning task simpler, because there are, in practice, relatively few real choices to be 
made about how to achieve specific goals, where the how is the causal sequence of actions. Instead, 

the most important choices are limited to when to perform particular actions and, occasionally, 
what resources to use to perform them (here we mean physical named resources, such as 
instruments or platform assets, rather than anonymous resources such as electrical or thermal 
energy, data storage capacity, etc.).  

ERGO therefore concentrates on providing efficient means to make the temporal decisions to 
organise pre-constructed plan elements parameterised, where appropriate, with context and 

Estimated on-board resources available  

It is important to analyse the processing capabilities of the on-board computer to determine 
which algothims would be suitable. 

Based on current state-of-the-art systems, time complexity is considered more critical than 

space complexity. For space scenarios, the baseline assumed (to measure performance) is a 
LEON 3 or 4 processor offering 300 to 400 MIPS and approximately 1GB of memory. 
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resource values. The ordering and resource commitments will be the primary decision variables to 
be resolved. 

6.1.2.1. USE CASES 

The Mission Planner is responsible for the on-board planning, re-planning and plan refinement 
activities, only attained at E4 level of autonomy. 

 Planning: Process triggered by the reception of new facts and/or a list of prioritized goals. The on-board 
controller interfaces with the planner, which tries to find a plan within the time and resources allocated 

for deliberation, returning an error in case no solution were found. 

 Re-planning: It is by definition an asynchronous process, as it is always triggered by unexpected events 
that have two different origin: 

 Re-planning as a consequence of the mismatch between observed and expected facts 
(observations) during execution: this is the case when the results of the execution contradicts the 
plan, i.e., cases in which the plan cannot be achieved due to deviations in the execution that cannot 

be accommodated, for instance, the planner expects a spacecraft to be at a given position at a 

designated time to perform an experiment, and this does not happen. 

 Replanning as a results of new goals that are received dynamically, either from the ground segment; 
or new goals from other reactors (for instance, the goal oriented data analysis).  

 Plan-refinement: Consists on further detailing a partially defined plan, so that high-level actions are 
achieved by means of a set of fine-grained lower-level actions. It does not require any additional 
development at software level, but the modelling of the domain in a hierarchical manner (see Section 

6.1.3.6). Due to lack of information, the initial plan might contain some not-refined high level actions. 
As an action must be fully detailed in order to be executable, the planner must refine them prior to their 
execution during execution time. 

These operations can be performed by the same mission planner just by altering its configuration 
(type of search, heuristics, etc.), and require the same inputs: the current state of the system 
(known as facts), a number of goals and a plan (which is empty in the case of planning). 

6.1.2.2. COMPONENTS DESIGN 

The following diagram displays the on-ground and on-board components that compose the mission 
planner subsystem.  
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Figure 6-1: Mission Planner components 

 

 Decision Manager: Provides a standard interface to manage the incoming information required by the 
mission planner, namely new problems and goals, as well as the out coming plans.  

 Wrapper: Provides a layer of abstraction with the aim of facilitating the change of mission planner in 

the architecture if required. The wrapper provides a standard interface with primitives (e.g. plan, replan, 
extract timelines, clean solutions) oriented to easily use the mission planner within the ERGO decision 
layer. 

 Stellar: System in charge of generating a flexible timeline plan based on the domain and problem inputs. 

 Pre-processor: In charge of performing some precomputations on the domain and problem with the 
aim of improving the planner performance. 

 PDDL Parser: In charge of parsing new PDDL problems and generating supporting data structures 

required by the planner and executive. 

The Mission Planner component is further detailed in the following diagram: 
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Figure 6-2: STELLAR components 

6.1.3. TECHNICAL OVERVIEW 

6.1.3.1. PLANNER INPUTS 

The planner receives two main inputs: domain and problem in PDDL, with the possibility of an 
additional file for configuration purposes. While the domain file, which describes the general 

capabilities of the system, is static over the course of a mission, the problem file dynamically 
describes the current state of the environment and must be adapted constantly on-board. In order 
to perform most of the parsing activities on-ground, we aim to provide the planning system with a 

pre-parsed domain representation in binary format, which is extended by the dynamically changing 
problem file that is (and must be) parsed on-board. This approach presents two advantages: 1) 
reduce the resources required, as only the parsing of the problem is done on-board, while the 
parsing of the domain is done on-ground; 2) reduce the size of the mission planner software on-
board by moving the domain parser to the ground segment. 

The rest of the argumentation about inputs will focus on the PDDL representation, regardless of the 

encoding (binary or not).  

 
DOMAIN 

Formal description of the system to be controlled from the planning point of view (see Section 3.1). 
More specifically, it is modelled by a set of predicates that define the status of the system, a set of 
functions that can model linear equations and a set of actions that the system can perform. 
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An action in PDDL is defined by a name, a list of parameters, its duration (which can be computed 
by a formula), a list of conditions to be satisfied and a list of effects. Actions can be applied if their 
preconditions are true; and if applied, update the state of the world according to their effects – 
asserting that certain propositions are true or false, and updating the values of numeric variables. 
To model time, each action can have a duration: a lower- and upper-bound on the time the action 

can be given to take, written as a function of the state in which the action is applied.  Preconditions 
and effects are then attached to both the start and the end of the action.  This gives scope for 
coordinating activities, for instance with one action denoting that a camera is being heated; and 
another to take an image; with the latter having to occur inside the former. 

PDDL v3 will be used to represent the domain and problem. However, some modifications will be 

required in order to achieve the level of representation demanded by ERGO. 

Table 6-2: PDDL Versions and its characteristics 

Feature Mandato
ry 

Priority 
0-10 

Already Available Rationale 

PDDL 1.2 

Conditional 
effects 

No 2 Partially. Fast 
Downward supports 
conditional effects, but 
most implemented 
heuristics do not. 

Not used in the domain modelling of 
previous autonomy projects (e.g. GOAC, 
GOTCHA, FASTER). In corner cases, 
planning problems can be modelled with 
logarithmic space requirements, but in 
most practical applications conditional 
effects are syntactic sugar. 

PDDL 2.1 

Numeric Fluent Yes 10 Yes. E.g., Optic, 
Temporal Fast 
Downward 

Representation of reusable and 
consumable resources. In both cases an 
event captures the concept of resource 
usage, but with one difference: for 
reusable resources an event represents 
an amount of a given resource booked on 
a temporal interval while for a 
consumable resource an event is an 
amount produced or consumed in a time 
instant. 

Durative actions 
with discrete  
effects 

Yes 10 Yes. E.g., Optic All actions in the reference domains have 
a duration, some derived from a linear 
equation. For example, the duration of 
the action going to depends, among other 
parameters, on the distance to be 

traversed. 

Plan metrics Yes 9 Yes. E.g., Optic It should be possible to define metrics to 
evaluate the plan quality. 

Durative actions 
with  

No 2  Yes. E.g., Optic Numeric values can be modified over 
continuous time intervals. 

(:durative-action Platine-Platine-MovingTo 
  :parameters (?hdfrom - heading ?hdto - heading) 
  :duration (= ?duration (time-point-platine)) 

  :condition (and  
    (at start (state_Platine_PointingAt ?hdfrom)) 
  ) 

  :effect (and  
 (at start (not (state_Platine_PointingAt ?hdfrom))) 
 (at start (state_Platine_MovingTo ?hdto)) 
 (at end (not (state_Platine_MovingTo ?hdto))) 

 (at end (state_Platine_PointingAt ?hdto)) 
  ) 
) 

Figure 6-3: Example of temporal action to move the rover's platine. 
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Feature Mandato
ry 

Priority 
0-10 

Already Available Rationale 

continuous  
effects 

PDDL 2.2 

Timed initial 
literals 
(instantaneous 
and durative) 

Yes 10 Yes. E.g., Optic Used to represent uncontrollable events 
that will happen in a known future time. 
For example, to represent communication 
time windows. 

Derived 
predicates 

No 2 Partial. Fast Downward 
supports derived 
predicates, but most 
implemented heuristics 
do not. 

Allows a more elegant modelling of 
planning tasks. Sometimes also allows a 
simpler implementation of features, e.g. 
of intermediate goals. However, it is often 
hard to enhance heuristics with derived 
predicates support. 

PDDL 3.0 

State-trajectory 
constraint 

Yes 10 Yes Used to represent intermediate goals, i.e. 
those goals that must be achieved before 
the final state. 

Preferences Maybe ? Yes. Eg., Optic Used to represent soft goals, i.e. not 
mandatory goals that, in case of being 
achieved, might increase the plan quality. 

PDDL 3.1 

Object-fluents No 1 Yes. E.g., Temporal Fast 
Downward 

Use to represent functions based on 
objects. It won’t be necessary in the 
type of domains addressed by ERGO. 

 

PROBLEM  

The problem provides a formal description of the planning task that needs to be solved by the 

planner. More specifically, it contains a set of predicates that represent the initial state of the system 

and environment, the goals to be achieved and optionally a metric to evaluate the quality of the 
plans generated. 

 

6.1.3.2. PLANNER OUTPUTS 

The output of the planner is based on flexible timelines, the format used by ESA APSI [RD.12] 
planning system. 

Figure 6-4: Example of part of a problem description with an initial state, goal and 
metric. 

(:init  
  (state_RobotBase_at w0-0) 

  … 

) 

(:goal 

  (state_RobotBase_At w0-0)) 

  … 

) 

(:metric minimize (total-time))) 
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The plan is represented as a two dimensional vector where de vertical axis represents the flexible 
timelines and the horizontal axis the time, delimited by the interval [𝑖, ℎ) where 𝑖 is the initial time 

and ℎ the horizon. 

A timeline (row) is associated to one single sub-system of the functional layer. It contains a 
sequence of actions, each containing a flexible starting time and a flexible duration. The timeline 
must specify at any moment within the interval [𝑖, ℎ) which action should be in execution, that is, 

there cannot be holes in the sequence of actions. In fact, the timeline only needs to specify the 
time events 𝑡 𝜖 [𝑖, ℎ) at which a new action starts, called transitions. A plan is therefore discretized 

in a number of transitions that indicate the start of the execution of at least one action. 

The following picture illustrates a graphical representation of a plan for a Mars rover containing 
three timelines (Locomotion, Path Planning and Camera) and four transitions (T0 to T3). 

 

Figure 6-5: Flexible Timeline Plan for a Mars Rover scenario 

 

The logic of the standard output of temporal PDDL planners (e.g. Optic) is equivalent to the timeline 
format, therefore the conversion of the former to the second can be easily achieve as a post-
processing activity once a plan is found. 

 

Figure 6-6: Start time and duration flexibility of an action. 

6.1.3.3. SEARCH SPACE REPRESENTATION 

The search space is primarily determined by its state representation. 

State are expanded by the application of actions; to determine which ones are applicable it is 
required to determine if their preconditions are true. This requires full reference to the propositional 

and numeric information in the state. In the classical case, the options for encoding this in the state 
are: 

 Explicitly: for propositional information, assuming a SAS+-type representation is used internally, a vector 
of discrete variable values; for continuous numeric information, a vector of variable values. A decision-
tree style approach, such as that in Fast Downward, can then be used to quickly identify which actions 
are applicable. 

 Implicitly: when a state is to be expanded, the explicit record of the initial state is progressed through 
the actions in the plan to reach the state, to regenerate the vectors of discrete and continuous variables. 
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Then, proceed as in the explicit case. The additional time complexity of this is O(n.e) where n is the 
number of actions in the plan so far, and e is the maximum number of effects any single action has. 

In Fast Downward, an explicit record of discrete variables' values is stored in a `bit packed' 
representation of the finite domain variables; rather than e.g. one 32-bit integer per variable.  

Ending this to the numeric case, a finite-accuracy approach may be suitable (e.g. fixed-point 
arithmetic) if the variables have limited range. 

In the temporal case, actions may corresponding to starting a new action, or ending an existing 
one; and actions can only be ended if they are currently executing. Further, if an action is executing, 
its invariants must be respected. Establishing the executing actions again maps into a state-design 
decision: 

 Explicitly: record a vector of which actions have started but not yet finished. 

 Implicitly: when a state is to be expanded, loop over the plan and identify all actions that have not yet 
finished. The additional time complexity of this is O(n) where n is the number of actions in the plan so 
far. 

If the preconditions of an action have been met, and the additional considerations with respect to 
executing actions are satisfied, the action can be deemed to be applicable. 

In addition to updating states to record the values of variables, we must also consider whether 

plans pass through states in which intermediate goals are true.  For instance, the PDDL preference 
`sometime p' requires that at some point in the plan, a state is reached in which p is true.  
Intermediate goals map to finite state automata, e.g. `sometime p' is a two-state automaton, with 
a single edge labelled with p.  By noting the position of this automaton, it is possible to determine 
whether the preference is true.  There are two options for this: 

 Explicitly recording each automaton position as a binary state variable.  Storage is linear in the number 
of intermediate goals; lookup is constant-time. 

 Tracing back through the plan to the state to see which intermediate goals were met.  Storage is zero; 
but lookup is O(n) in the length of the plan n. 

In the case of temporal planning, automaton position updates are elegantly managed by additional 
dummy actions whose conditions are derived from automaton edge labels, and whose effects 
update the automaton position.  For this to work, these are treated as events: they are applied 
automatically if their preconditions hold. 

As an alternative to an explicit automaton based approach, certain classes of intermediate goals 
can be compiled away: for instance, for (sometime p), by making any action that adds p also add 
a dummy fact ‘p-reached’.  This serves a purpose analogous to recording the automaton position, 
with equal storage requirements (1 bit). The limitations of this approach arise when an intermediate 
goal refers to more than one fact, e.g. (sometime (and (p) (q) (r))).  To deal with this in a similar 
way, we need to duplicate actions: for instance, if an action has the effect r then a second copy of 
the action is needed, with additional preconditions p and q, that adds the dummy fact ‘pqr-reached’.  

This has the effect of restricting the time at which the action can be applied to a point at which p 
and q were true, which may not necessarily be possible.  Completeness is retained by keeping the 
original of the action in the domain, as well as a copy.  But, in effect, the compilation forces us to 
commit, and branch the search space, over the decision of whether or not to satisfy the intermediate 
goal or not.  Conversely, for the automaton approach, if a dummy action has an analogous issue, 
we can consider removing the dummy action from the plan, at the cost of forgoing the preference.  
This avoids the branch in the search space, by avoiding committing to – and hence branching over 

– whether to satisfy the intermediate goal or not. 

6.1.3.4. ALGORITHMS 

6.1.3.4.1. SEARCH 

The most successful planning algorithms of the last decade fall into the general class of heuristic 
search methods based on explicit-state search algorithms like A*, Weighted A*, or greedy best-
first search. The A* algorithm in particular is one of the major success stories of artificial 
intelligence, widely known beyond the boundaries of the field. However, using A* is only reasonable 
in combination with an admissible heuristic, a requirement that is prohibitively demanding in the 
highly complex environment of the project. 
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Heuristic search with an inadmissible heuristic is typically such that the computed plan that achieves 
the desired goal is not necessarily the cheapest (or not the one optimizing the used metric). The 
most popular search algorithms for satisficing planning are Weighted A* and greedy best-first 
search. In Weighted A*, the state s of the current open list with minimal f(s) = g(s) + w * h(s) is 
expanded in each step, where g(s) is the cost of the cheapest known path from the initial state to 

s, h(s) is the heuristic estimate of s, and w >= 1 is the weight, a parameter of the search algorithm. 
The larger w, the more emphasis is put on the heuristic. At one end of the spectrum of weights is 
A*, namely for w=1. At the other end, when the weight approaches infinity, we arrive at greedy 
best first search, which is such that search is guided only by the heuristic function, while the cost 
to reach a state is ignored entirely. 

As the overhead of a Weighted A* implementation compared to greedy best-first search is 
negligible, Weighted A* seems to be the best option. Due to its parametrization, this allows us to 

run greedy best-first search by using a very high weight (if it turns out that that configuration 
performs best among all weights). Moreover, it also allows us to enhance search with a simple 
anytime component, where we continue search with decreasing weights after an initial solution has 
been found. In the best case, this leads to a sequence of plans of increasing quality as long as time 

and resource bounds allow the planner to continue search, while an initial plan is found as quickly 
as possible. 

6.1.3.4.2. HEURISTICS 

There are two major challenges that influence the heuristic choice: first (as is the case for all parts 
of the decision layer) the limited processing power and available memory; and second, most (if not 
all) well-known heuristics have been developed in the context of classical planning, i.e., for 
environments without temporal aspects, resources, external functions, intermediate goals, complex 
metrics or uncertain effects. However, due to dependencies between the heuristic and search, it is 

not the case that a heuristic function that uses less processing power and memory is always 
preferable: a heuristic that uses more resources is often better informed, which can  lead to 
significantly less search effort and hence to overall fewer consumed system resources. Heuristics 
with a good ratio between accuracy and resource consumption are therefore desirable. 

However, some state-of-the-art heuristics can be ruled out from these constraints alone: 

Landmark heuristics like the landmark cut heuristic aim to derive facts that are true at some point 

in every valid plan. However, deriving landmarks in non-classical planning environments, e.g., with 

external functions, is a non-trivial task that will certainly come at too high a price (with respect to 
processing power). 

Critical path heuristics are a family of heuristics that are parametrized by a single parameter m, 
and computing the heuristic requires polynomial time for a fixed m, but exponential time in m. For 
many classical planning benchmarks, m=2 is the largest value m can take to obtain a heuristic that 
is tractable in practice, and on the restricted hardware available, that threshold might as well 
decrease to  m=1. However, m=1 is special among the critical path heuristics as it is identical to 

the max heuristic, a delete relaxation heuristic which we will consider (as discussed below). 

LP-based heuristics are admissible heuristics for cost-optimal planning which obtain estimates by 
solving a linear program for every state encountered during the search. Even though LP-based 
heuristics often provide highly accurate heuristic estimates, they are comparably expensive to 
compute in practice. Moreover, they require an on-board LP solver, which we assume will not be 
available on the system’s hardware. 

All remaining classes of heuristics are a valid option, and they have different strengths and 
weaknesses that can be assessed only for a given use case. 

Delete relaxation heuristics estimate the cost of reaching a goal state by considering a relaxed task 
derived from the actual planning task where all delete effects of operators are ignored. The optimal 
delete relaxation heuristic ℎ+ uses the cost of an optimal plan in the relaxation as the heuristic 

estimate, which is often very informative but NP-hard to compute. The most promising candidate 
for our scenario is the FF heuristic, which approximates ℎ+ in polynomial time and space in an 

inadmissible but often fairly accurate way. There is also a simple variant of FF that is able to deal 

with a restricted subset of numerical resources exists. Due to the simplicity of the delete relaxation 
and the comparably good understanding of the underlying concept, coming up with a novel variant 
of the heuristic that incorporates further features of the complex environment like, for instance, 
temporal aspects, metrics, or intermediate goals, does not seem impossible. 
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Most abstraction heuristics have in common that they are cheap to evaluate in a state, but require 
a rather expensive preprocessing step. We have to examine further if and how such a preprocessing 
step can be performed on ground (on high-performance computers), while only the (compact) 
result of the preprocess is made available on-board. If this is successful, informative abstraction 

heuristics like the merge-and-shrink heuristic or a cost-partitioned set of abstraction heuristics are 
promising candidates, especially as it is not out of question to enhance abstractions with numerical 
or temporal informations. 

Finally, another class of heuristics that can be optimized on ground in an elaborate preprocessing 
step are potential heuristics, which encode heuristic estimates in a linear function over a weighted 
set of features. Among all the mentioned heuristics, potential heuristics are typically the cheapest 

to evaluate, but they have the disadvantage that they can, in classical planning benchmarks, 
currently not keep up with state-of-the-art heuristics. We still believe that this might be different 
in the circumstances given here, mostly because there are techniques that allow to learn the 
weights they based on a set of training examples. This in particular means that they can incorporate 
arbitrary complex environment features as long as they are reflected in the training set, and they 
are suitable for a “human-in-the-loop” approach where experts on ground provide training 

examples which are used to improve the resulting potential heuristic. 

6.1.3.5. TEMPORAL NETWORK COMPUTATION 

The requirement to find a plan that respects temporal constraints means we cannot assume that 
any sequential plan containing successive logically applicable actions is reasonable.  As a minimum, 

upper-bounds on the durations of actions constrain the maximum time that can pass between pairs 
of steps in the plan.  The two common techniques for dealing with these constraints, with reference 
to Cushing's work on required concurrency [RD.32], are: 

  Decision epoch, as in Temporal Fast Downward, Sapa, and related planners.  The state has a timestamp 
t, and a priority queue of actions that have started but not yet finished.  The start of an action can be 
applied if it is logically applicable, in which case it is fixed to happen at time t, and its end is queued to 
occur at time t plus the minimum duration of the action.  Or, if the queue is non-empty, the end-action 

at the front of the queue can be applied (assuming it is logically applicable), and t advances to its 
associated time.  The advantage of this approach is that managing temporal constraints is relatively 
simple: it carries little by way of time or memory overheads.  The disadvantage is that by fixing the 
timestamps of actions as soon as they are applied, search is incomplete -- it cannot solve problems with 

`required concurrency', i.e. the only solution requires a step to be somewhat delayed after the 
timestamp t of the state in which it was applied.  

  Temporally lifted progression planning, as in OPTIC, POPF, CRIKEY3...  The state contains a simple 

temporal network (STN) encoding the temporal constraints between plan steps.  Applying an action 
orders it after some steps in the plan: for OPTIC/POPF, those that support its preconditions, and whose 
preconditions its effects would conflict with; for CRIKEY3, the previous plan step.  Ending an action 
additional adds a duration constraint between the previous start of the action, and the newly created 
step.  The advantage of such an approach is that it can support problems with required concurrency: 
the timestamps of actions are determined by applying a suitable shortest-path algorithm to the STN, 

which in effect will delay steps where required (or show that no satisfying set of timestamps exists).  The 
disadvantage is that it carries a time overhead (STN solving) and in principle a space overhead (storing 
additional temporal information in each state). 

It is not clear at this point whether the planning problems we will be solving contain required 
concurrency per se but of these two options, an STN-based approach is the most appropriate as 
we have a mandatory requirement to support `Temporal Relations'.  Thus, careful consideration 
needs to be given to how to manage the time/space overheads incurred. 

The first option to reduce time overheads is to only solve the STN when necessary – i.e. when it 
might be inconsistent.  That is, whilst in principle we check the STN throughout search, to ensure 
the plans under consideration are consistent, we can skip checking it at some states.  Inconsistency 
in the STN arises due to negative-length cycles.  Starting an action only places the new step after 
existing steps: to satisfy its preconditions, and to avoid conflicting with their effects.  If there are 
no other temporal relations to consider, this cannot make the STN invalid, as no ‘maximum duration’ 
edges (with finite positive weights) have been added between the existing steps, and the new step.  

Thus, starting an action cannot make the STN invalid, so it does not need to be checked.  Similarly, 
if ending an action only places the new step after its start, this cannot make the STN invalid, as the 
only cycle introduced is between the start and end of the action; and we can assume actions' 
minimum durations do not exceed their maximum. 
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In all other cases, STN checking is unavoidable. Here, incremental algorithms can be exploited. 
When expanding a state S during search, we know its STN is consistent – or we would not consider 
it for expansion.  Thus, consistency checking in a state S’ reached by extending the STN from S (to 
contain an additional node, with the relevant temporal constraints) is an incremental update.  
Approaches such as that of Cesta and Oddi [TIME96] exploit this, proposing (in this case) an 

incremental Bellman-Ford algorithm that only propagates the direct or indirect consequences of the 
constraints on the new step, avoiding redundant re-calculation of prior constraints that had been 
resolved in the STN to S. 

With regards to memory overheads, when using an STN approach, the question is what temporal 
information actually needs to be stored in the state?  As a baseline, in OPTIC: 

 An explicit record is kept for each variable of which plan step last changed its value, and which plan steps 
have since conditioned on it.  This reduces the time taken to identify which previous steps the new step 

needs to be ordered after, at the cost of blowing up the per-state state memory requirements to O(nv) 
where n is the number of steps in the plan so far and v is the number of variables in the state. 

  An explicit record is kept of the edge list of the STN (O(n2) in the length of the plan n, though in practice 

much less: for each step, one edge per variable referred to in a precondition or effect, plus one to the 
corresponding start/end of the action). 

  An explicit record is kept of the minimum timestamp that could be given to each plan step (O(n)). 

In principle, all of this can be derived from the plan to the state on an as-needed basis.  The first 
is only needed if a forwards partial order is being built; if we are satisfied with placing each step 
after its predecessor, we do not need this information at all (though this will drastically reduce 
planner performance).  The third is the most expensive to derive, as it requires the STN for the 
plan to be fully reconstructed and solved; and with reference to incremental STN solving, the 
minimum timestamps of existing steps are required as input, so removing this information from 
the state would prevent us from reducing time overheads using incremental techniques.  It is thus 

likely, at this point, to assume we need to keep minimum timestamps, but the first two are an open 
research question that should be evaluated during the course of planner development. 

As a final note regarding temporal constraints, another conceivable approach is to post-process the 
plan in order to improve its temporal flexibility, by lifting a partial order plan which forms the basis 
of an STN, then solving this to resolve the temporal constraints.  We do not propose using such an 
approach as it is feasible only in the case where the temporal constraints are relatively cosmetic; 

that is, it is quite possible to find a plan without giving them careful during search.  In the presence 

of deadlines, for instance, ignoring these until this post-processing stage leads to search being 
poorly guided: the majority of plans considered for post-processing are revealed to be invalid, so 
search must continue.  As handling temporal constraints is a key feature of our target domain, we 
thus will adopt the approach discussed previously: explicit consideration of the STN during search; 
managing the impact of this using suitable techniques. 

6.1.3.6. EXTENSIONS AND MISCELLANEA 

External Functions 

This concept, inherited from QuijoteExpress, aims at increasing the accuracy of the plan. To achieve 
it, planning generation is not anymore an exclusive task of the mission planner, but a collaborative 
one in which the mission planner can query external systems about specific aspects of the plan. For 
example, in a Mars rover scenario, the mission planner could ask the path planner for an estimation 
of the time and energy required to do a traverse, taking this information into account in order to 

generate a more accurate plan. To guarantee that ERGO can be easily adapted to different types 

of domains, the mission planner offers a standard interface, named external function interface (see 
box below); in order to connect an expert system to the mission planner, it just need to implement 
this interface. 

class ExternalFunction { 

public: 

virtual std::vector<NumericVariable> evaluateFunction 

(std::vector<PddlArg> parameters) = 0 
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Figure 6-7: External Function Interface 

In addition to the implementation of the interface, the activities in the domain requiring information 
from an external function need to add a reference to such function. In the following example, the 
goingto action relies on ef-pathplanner function to compute the time and battery required for a 

traverse between two waypoints.  

(:durative-action robotbase_goingto 

:parameters (…) 

:duration (= ?duration (ef-pathplanner-time ?wpfrom ?wpto) ) 

:condition (and 

    (at start (> (amount-available ?bat) (ef-pathplanner-battery ?wpfrom ?wpto))) 

… 

) 

:effect (and 

  (at start (decrease (amount-available ?bat) (ef-pathplanner-battery ?wpfrom ?wpto) 

)) 

… 

)) 

Figure 6-8: External Function in domain 

The following references are required: the variable duration receives the value estimated by the 

function; a precondition indicating that the amount of battery available needs to be bigger than the 
estimated battery required for the activity; finally, an effect to decrease the battery in the amount 
estimated by the function. In the following example, it is indicated that the pathplanner time 
between waypoints w0-0 and w4-1 must be computed. 

 (= (ef-pathplanner-time w0-0 w4-1) x) 

Figure 6-9: External Function in problem 

 
Hierarchical Planning 

It is based on a top-down hierarchal representation of the domain as a tree in which the higher 
level contains complex (high-level) actions that are refined in sets of sub-goals in low levels of the 
tree. The problem is exclusively defined in terms of high-level goals, which must be 
refined/decomposed during planning in order to obtain a valid plan. 

Hierarchal planning provide two main benefits: 

 Simplify the work of the end user: problems can be specified by means of high-level goals while hiding 
low-level details; facilitate the analysis of the planner outcome. 

 Hierarchal planning can improve the planner performance in case the model includes predefined 
methods to decompose the complex goals in sub activities. 

In PDDL, a hierarchical modelling of the domain can be achieved in a transparent manner taking advantage 
of conditions and effects. A high-level action 𝑎𝑐 would contain in its conditions a number of special predicates, 

one for each of the sub-actions 𝑎𝑠 required to achieve 𝑎𝑐. The sub-action 𝑎𝑠 contains this predice in its list of 

effects (see Figure 6-10). 
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Sufficient Planning 

It allows to generate valid partial plans in conditions where key information is missing. For example, 
imagine that a mars rover needs to do three activities: a traverse to waypoint wp1, some science, 
a second traverse to wp2 and further science. The first traverse (within the field of view of the 
robot) and both scientific activities are highly deterministic, while the second traverse (beyond the 
field of view), cannot be determined. With sufficient planning, the second traverse only receives an 
estimation of the resources and time required, but is not actually planned in detail. It is also marked 

with a flag to remind the planner that it must be re-planned prior to its execution. If no solution is 
found, even for the most optimistic estimation, then the planner knows that all the goals cannot be 
achieved. Otherwise, the execution can start, and the second traverse will be refined at due time. 

6.1.3.7. PLAN VALIDATION 

Plan Validation can be summarised from two different point of views: 

1. Validation of the Plan Generation; given that the mission planner only produces valid plans with 
respect to the given domain and problem, there is no need to validate a plan at this point per 
se. That is, if executed from the initial state, the desired goals will be reached, and any temporal 
constraints will be satisfied.  

2. Validation of the Plan Execution; the need for validation becomes more apparent once we start 
to execute the plan.  After executing an action, a state may be reached that is different than 
that anticipated, due to uncertainty.  For instance, a navigation action may use a different 
amount of power, or result in the rover being in a somewhat different position.  The role of 
validation here is to determine whether the rest of the intended plan can still be executed 
successfully.  We can see this as a special case of running the planner: beginning from the 
current world state, take the first step from the given plan, and check it is applicable – its 

preconditions are satisfied, and resulting STN is valid. If it is, apply it, and proceed to the next 
step.  If the end of the plan is reached, and the resulting state satisfies the goals, then the 
existing plan was indeed suitable, and execution can continue. 

It is worth noting that because the STN is re-evaluated during this process, it may update the 
timestamps on actions to differ from those in the original plan.  This allows the validation process 
to perform a limited amount of plan repair, in cases where the actions themselves were still good 
choices, but their timestamps need to be updated -- for instance, if a preceding activity took longer 

than expected, or additional information gathered about the environment has revealed that some 
activities will now take longer than previously expected. 

In cases where the existing plan is no longer valid, the step at which it fails has been identified, 
allowing a diagnosis to be made: typically, a specific precondition was unsatisfied, or the STN is 
invalid after the application of this step.  In this case, there a number of plan repair actions. The 
first is to simply skip the application of steps that are not applicable. For instance, if a science 

(:durative-action complexgoal 

 :condition (and 

  (at start (state_subgoal)) 

 ... 

) 

(:durative-action subgoal 

 :condition (…) 

:effect (and 

          (at start (state_subgoal)) 

  ... 

) 

Figure 6-10: Hierarchical domain 
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gathering action failed (the science data was not produced), then when validating the plan from 
the state reached after this action, any action needing this data would fail due to an unsatisfied 
precondition – and would then be skipped. If skipping steps in this way still reaches the goal (e.g. 
as the science data was a preference, not a hard constraint) this would result in a plan that has 

lower rewards than were initially hoped for, but is at least sound. 

The second option, in case this fails or a better plan is desired, is to resort to some sort of search. 
The mission planning component can be used for this task.  There are a number of options: 

1. Replan from the current state to the goal, with no reference to the existing plan. 

2. Replan, seeding the 'open list' of states to search from with all the states along the 
executable portion of the existing plan.  This reuses some of the computational effort gone 

into finding the existing plan, as it may be possible to plan from one of these states to the 
goal with much less effort than planning from the current state, from scratch (option 1). 

3. Replan from the current state to reach some point along what was intended to be the 
remainder of the plan.  This turns search into an attempt to 'patch' the existing solution, 

by finding actions that reach a state that allow some of the rest of the existing plan to 
succeed. 

4. A combination of (2) and (3), searching from a seeded open list; to reach some point along 

the existing plan. 
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 ROVER GUIDANCE 

6.2.1. ALIGNMENT WITH REQUIREMENTS 

The main objective of the rover guidance is to enable an average distance travelled of 1km per day 
autonomously, over the mission duration. This objective has to be met while keeping the rover safe 
and hence must be single fault tolerant. 

This design has to take into account the limited processing capability of the on-board computer, 

and assumes the rover platform is capable to drive at a speed of at least 15cm/s, integrates at 
least a stereo-camera, a LIDAR and an IMU. HiRISE orbital map is assumed to be available for the 
overall mission geographical area. It is also assumed that the localisation function is run at a high 
frequency (out of scope of the ERGO Rover Guidance). 

All Rover Guidance requirements have been taken into account in the preliminary design and 
foreseen to be met as summarised in the table below. Particular attention may be paid to the path 

planning safety requirement (ERGO-GUI-0700), where the selected design leads to the requirement 

being not fully applicable. The reason why this is considered partially applicable, is that we may 
plan a path in the Navigation Map where it is considered unknown, however the hazard prevention 
will prevent from driving this part of the path until it is considered as traversable and safe, and if it 
becomes considered as non-traversable the path will be replanned to avoid it.  

The distance travelled enabled by the proposed Rover Guidance design is assessed in section 6.2.4, 
showing the expected averaged distance travel per day over the overall mission duration to be 

between 774m and 1.2km depending on the type of terrain encountered during the mission. 

Table 6-3: Alignment with Requirements (Rover Guidance) 

Requirement ID Title Preliminary Compliance Status 

ERGO-GUI-0650 Rover Safety Hazard Prevention function is active in all modes and 
ensures the rover safety. 

ERGO-GUI-0660 Navigation map Navigation function creates an orbital navigation map in 
all modes, and a local navigation map in L2 and higher 
modes. 

ERGO-GUI-0670 Navigation map cost The navigation map includes cost, as a minimum related 
to the terrain category. 

ERGO-GUI-0680 Long-distance path 
planning 

Long-term path planning on the orbital navigation map. 

ERGO-GUI-0690 Short-distance path and 
trajectory planning 
drivability 

Short term path planning either on the orbital map for 
L1 mode, or on local navigation map for higher modes. 
Trajectory control will be designed to follow the coarser 
path as well as the finer one. 

ERGO-GUI-0700 Short-distance path 
planning safety 

The paths will be planned using the navigation map, 
however given the nature of the layered modes 
approach, and the safety being ensured by the hazard 
prevention function, the path will be allowed to be 
planned via unknown areas. It will be re-planned locally 
if any hazard is detected by the Hazard Prevention 
function. 

ERGO-GUI-0710 Rover Control The Trajectory Control function will output rover 
commands. 

ERGO-GUI-0720 Trajectory Control Closed-loop trajectory control will be implemented. 

ERGO-GUI-0721 Safety check while driving Rover location will be monitored while driving by the 
trajectory control function. 

ERGO-GUI-0730 Hazard avoidance Hazard prevention function will be implemented. 

ERGO-GUI-0740 Resources Estimation Resources estimation function will be implemented. See 
specific section for details. 

ERGO-GUI-0750 Rover type and mechanical 
configuration 

Currently the design has not reached a level of detail 
where rover mechanical configuration specificity has 
impacts.   
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6.2.2. PRELIMINARY DESIGN 

The ERGO Rover Guidance (RG) architecture is designed to maximise the travel distance in function 
of the traversed terrain difficulty. The RG mode is selected autonomously in function of the terrain 
difficulty being traversed. This approach is inspired by the NASA rovers that have been operated 
over the years: using many different driving modes with various levels of functionalities depending 
on the surrounding terrain being observed (although these were selected by ground operators and 
some modes were taking high risk at the expense of the rover safety). 

The ERGO Rover Guidance will provide: 

1. A framework to enable utilisation of various GNC implementations (i.e. GNC modes) suitable 

for terrains with various difficulties; 

2. An autonomous switching between the GNC modes, as needed whilst progressing during the 

traverse; 

3. The main Rover Guidance building blocks required by all the GNC modes to provide long term 

guidance and rover safety, i.e. primarily long-term path planner and hazard prevention as well 

as examples of all functions required for at least 2 GNC modes to demonstrate the overall 

framework benefits, as shown in Figure 6-12. 

This approach aims at providing a GNC framework where various entities can incorporate their GNC 
algorithms in the framework subsequently to the ERGO project – taking advantage of the already 
existing development and the autonomous mode switching, and enabling building the capability 

with new algorithms as they become available. Figure 6-11 illustrates this approach while using an 
example of 4 modes where transition between each mode is permitted and triggered by the terrain 
type. Various terrain difficulties require different type of rover behaviours: it is expected that some 
GNC modes be much lighter than others, while some may require more research and investment 
in the future. The GNC framework can skip between the modes, and does not need to increment 
the complexity by only one level (for example from L2 it can change to L4 or L1 to L3). This 

framework enables to retain simpler/more mature modes, while evolving more complex ones in the 
same rover implementation where usage of the various modes can be combined over a daily 
traverse. Indeed, at a long distance travelled per sol, the geological area being traversed is 
expected to vary. 

In order to maintain rover safety by design, the Rover Guidance is using a reactive hazard 
prevention function which will be in charge of detecting new hazards in the rover immediate 
proximity; those hazards which have not been already detected by planning algorithm and will take 

action to avoid these hazards.  

Within this architecture, the role of the navigation map and path planner functions is to plan the 
path in limited amount of time while minimising the number of new hazards encountered along the 
rover path. These algorithms are designed to obtain a trade-off between: 

 the amount of time spent at navigation stops performing calculations,  

 the driving speed,  

 the length of path and  

 the time spent performing hazard avoidance.  

With this design, it is not required to identify all the hazards in the map, since the navigation map 
is not the primary component which maintains rover safety. 
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Figure 6-11: Rover Guidance Modes Transitions in function of the Terrain difficulty 
being traversed (“Tile” T1 to T4), using the example of 4 different GNC modes being 

used. Transition between every mode is allowed. 

 

 

Figure 6-12: The rover guidance includes (in blue): building of a navigation map, path 

planning, hazard prevention, trajectory control and resources estimation. It excludes 
perception and localisation which are the responsibility of OG3, and implemented by 

OG6 for the demonstration of ERGO. Locomotion manoeuvre control is responsibility of 
OG6 and the mission planner is responsibility of GMV. 
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6.2.3. TECHNICAL OVERVIEW 

6.2.3.1. INTRODUCTION 

The global navigation map created from orbital data contains the level of terrain difficulty per terrain 
area, hereafter referred as “tiles” (i.e. square areas). Each difficulty level is associated a Rover 

Guidance mode. 

The modes are designed as layers: where the higher mode level encompasses the functions of the 
lower modes. The higher the mode number, the more planning, mapping & complexity is included 
and therefore the computation takes longer leading to slower rover progress (i.e. reducing rover 
driving speed or increasing time spent processing at a stop).  

The transition between the modes is performed autonomously depending on the tile category. 
Furthermore, according to events while driving, the tile can be re-categorised to a different level of 

difficulty. 

 

Figure 6-13: Example of possible tile categorisation. 

 

 

Figure 6-14: Example of possible Rover Guidance Modes which incrementally 
incorporate more complex mapping and planning functions 

During this project, it is proposed to implement at least modes L1 and L2. Indeed these contain the 
hazard prevention function, which is core and key to the success of the proposed Rover Guidance 
architecture, together with navigation map providing light guidance which does not identify all 
hazards. Another key aspect of this new design is transition between the modes as we move across 
tiles, together with the combination between long-term and short-term path planning using both 

global and local navigation map. In order to demonstrate the functionality of the proposed design, 
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we need at least 2 rover guidance modes, hence selection of L1 and L2. Once the architecture is 
tested and demonstrated with these key building blocks within the ERGO study, the framework will 
be available to include various ways of creating navigation map. This constitutes the framework 
that future projects can take on, leaving placeholders for integration of algorithms from different 
sources. 

Mode L1 is designed for terrains containing very few hazards, i.e. very sparse unsurmountable 
rocks and steep slopes. This is expected to be mostly flat sandy terrain, similar to the ones traversed 
by NASA MER using their blind navigation approach. The L1 mode has the lowest complexity and 
should enable the rover to drive at its maximum speed without spending time stopped to perform 
data processing. This mode excludes any local navigation map creation based on local on-board 
sensing capture. Instead it uses orbital data to create a global navigation map and performs both 
long term and short term path planning on this map. This mode includes the reactive hazard 

prevention function. 

Mode L2 is designed for terrains where some hazards are present. It includes creation of a local 
navigation map using local on-board sensing captures gathering data with a narrow field of view, 

long range and low certainty (for example by using stereo-camera, LIDAR). However the sensing 
resolution is low and the types of hazards assessed in the creation of the local navigation map is 
limited to the highest probability hazards (e.g. high rock and steep slope). 

6.2.3.2. ALGORITHMS 

6.2.3.2.1. HAZARD PREVENTION 

This includes: 

1. A hazard detection function 

2. A hazard avoidance function 

The purpose of this building block is to reliably detect new obstacles along the driving path of the 
rover. This algorithm needs to ensure the rover safety and hence requires high robustness. This 

function must be capable to run at a high frequency to enable detection and avoidance of all 
potential obstacles while driving at the maximal speed. Consequently the detection must be 
complete sufficiently ahead of the obstacle to enable avoiding it with as little as possible time spent 

for the avoidance. 

This hazard prevention function is expected to: 

 Use a DEM perceived every ~5 meters 

 Process small terrain areas ~2 meters ahead of the rover while driving 

 Run at ~0.4Hz, using <50% processing time of one core.  

This function assumes that the DEM can be generated in 10 seconds, excluding sensor capture 
time. 

This function will be implemented using a Virtual Scout Rover (VSR) which will virtually “drives” ahead 
of the rover, checking for rover safety, complemented (TBC) with rover state checks (e.g. rover tilt) 
and simple terrain geometry assessment based on localised coarse LIDAR scan. If all rover checks 
can be performed using the VSR within the required runtime performance, then all checks will be 
performed using solely the VSR and no other state checks or localised coarse LIDAR scan will be 
needed. The virtual rover could be time consuming, so possible introduction of state checks or 
localised coarse LIDAR scan is a possibility which could, for example, replace the rover tilt calculation 
of the VSR and replace it by a rover state tilt check. This has some obvious disadvantages where more 
margins would need to be taken on the tilt and the avoidance manoeuvre being slower and more 
complicated and should be implemented only if necessary. 

6.2.3.2.2. NAVIGATION MAP 

The navigation function is in charge to create the orbital navigation map (for all modes) and the 
local navigation map for modes L2 to L4. 

The orbital navigation map will be based on HiRISE data to: 

 Include large scale hazards (e.g. large rocks, large Aeolian bedforms, cliffs); 
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 Estimate the level of difficulty of areas of the terrain based on probabilistic approach. 

The local navigation map algorithm will use sensory based data fusion to determine: 

 Slope angles in the direction of travel (see Figure 6-16 for such an example); 

 Discontinuity to detect obstacles in the terrain; 

 And possible other attributes to facilitate path planning decisions (e.g. rover tilt angle). 

Slope angle calculation is introduced as per the direction of travel in order to create local navigation 
maps. The following figures are showing examples of a single direction slope calculation algorithm 
on a DEM terrain input (Figure 6-15 and Figure 6-16).  

The algorithm is using a so called ‘dumbbell’ approach over a sliding window on the DEM. The angle 
of the slope for a specific window is calculated between the areas of the dumbbell parts. This, at 

the current stage, is just an approximation of a slope in one direction. This algorithm is intended 
to be evolving for CDR to include variable direction(s) and adaptable granularity. 

 

Figure 6-15: Simplified terrain example: Input height map (left); Output of slope 

calculation (right) 
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Figure 6-16: Digital Elevation Map as input to the slope test (left); Directional slope test 
results (right) 

 

6.2.3.2.3. PATH PLANNING 

A planned rover path designates a desired rover route from the current point to a planned final 
point. The Rover Guidance incorporates two types of path planning: 

1. Long-distance path planning 

This is the furthest plannable path which uses all relevant available information to reach a far-

away target. This is generated in all modes using the orbital navigation map. 

2. Short-distance path planning 

This is the path planned in the near vicinity of the current rover location. The length of a short-

distance path is theoretically, as a minimum, executable until the next path planning session 

occurs. This is generated in modes L2 to L4 using the local navigation map. 

The long distance path planning function uses the orbital navigation map to: 

1. Avoid the large scale hazards: classified as non-traversable (forbidden) areas on the navigation 

map.  

2. Trade-off between the distance to travel and the level of difficulty of the tiles to be traversed: 

a possible approach is to consider the tile type to be proportional to rover velocity. Based on 

velocity and distance to traverse, the time to cross the area can be calculated and used as 

planning cost. 

Example of prototype test result on mock-up global navigation maps is visible in Figure 6-17. The 

map is created with randomly distributed large rocks between 0.4 and 1 meter diameter, manually 
added large forbidden areas to represent e.g. large cliffs, Aeolian bedforms or highly steep slope 
areas. The tiles categories are correlated with the presence of the rocks, the distribution of the Tiles 

category is visible in the right-hand side of the figure. In this example, the planner successfully 
avoids all tiles of categories T2 to T4, traversing only T1 tiles. This example uses a tile size of 10m 
x 10m. 



 

Code: ERGO_D2.1 

Date: 15/09/2017 

Version: 1.2 

Page: 60 of 116 

 

ERGO © ERGO Consortium 2017, all rights reserved Preliminary Design Document 

 

  

  

Figure 6-17: Long-distance path planned on mock-up global navigation map (left). 
Bright (green) path is the path planned by planner using heuristic, dark (red) is the 

path planned by exact planner as reference. 

 
By default, long term planning is performed once a day. However re-planning could be needed if: 

 the mission planner or ground control changes the long term goal location or add intermediate goals 

 hazard avoidance or short term path planning takes the rover significantly far from the planned long 
term path 

 multiple tiles are re-categorised 

Re-planning is done as fast as possible, changing only the necessary part of the path. If too many 
changes are performed – e.g. new way-points in area not considered before – a full re-planning 

could be necessary.   

6.2.3.2.4. TRAJECTORY CONTROL 

A closed-loop trajectory controller will be implemented with a single tuning fitting all rover guidance 
modes. While in L1 mode the path to be followed is a long-term one with lower resolution than the 
short-term path, the same controller and tuning is foreseen to be applicable to both. 

In order to maintain genericity to various possible rover platforms capabilities, trajectory control 

will use an Ackermann commanding. In addition to two controllers using as input heading and 
lateral errors, the heading controller will use a feed-forward curvature command based on the 
planned path curvature. 
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Figure 6-18: Ackermann Manoeuvre (left) and lateral & heading error definition. 

 

 

Figure 6-19: Trajectory Controller 

 

6.2.3.2.5. RESOURCES ESTIMATION 

Resources are estimated solely for the mission planner, using the long-term planned path and 
orbital navigation map only. This information is not refined with local navigation map nor short-
term path data as this is not considered to be useful to inform the overall decision for the mission 

planner as this would only provide very local optimisation options. Furthermore, the estimated 
resources are not used by the Rover Guidance modes. This means that this function is only run 
when the long-term path is planned, or re-planned, and hence does not make use of data collected 
while driving. 

The Resources Estimation does not output the estimated power. Instead a model of the locomotion 

power is used; this is specific to a rover configuration. For ERGO, this model will be very simple, 

provided a calibration dataset for the locomotion power performance can be made available. This 
model takes as input the estimated steering amount and drive amount per slope and outputs a 
locomotion power estimate. 
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Figure 6-20: Architecture of the Resources Estimation function. Yellow boxes are part 

of the on-board function, while blue ones are out of the scope of the rover guidance 
design. These will however be implemented as model for the project. 

6.2.4. PRELIMINARY PERFORMANCE ASSESSMENT 

6.2.4.1. DISTANCE TRAVELLED 

The proposed layered Rover Guidance architecture allows for variable average rover progress across 
different tile types, with more progress made across easier terrain. The algorithm can classify the 
global map in terms of difficulty (e.g. slope, rocks coverage and size, other hazards). Higher 
difficulty means slower progress and a more complex rover guidance approach. Based on a 4-layer 

Rover Guidance and an associated 4-level of difficulty terrain categorization, an estimated averaged 
distance travelled per day is provided.  

The following assumptions are taken: 

 5hrs rover operations per day/sol 

 80% of the operations time is allocated for travel, i.e. 4hrs per day 

 Rover maximum drive speed is 15cm/s 

 attempts to demonstrate the feasibility of this architecture to achieve the main objective of travel 

distance. The guesstimates introduced in the table can be used as guideline for the objectives of 
the rover guidance modes and associated functions. 

The top table shows the assumed drive speed, average slippage, increased travel distance due to 
planning and hazard prevention and the resulting drive speed (equivalent shortest traversable 
path). 

The middle table shows the impact of the estimated number of stops and their durations on the 

average progress speed and the resulting traversable distance travelled per day for each tile 
category. 

The bottom table proposes four examples of terrain difficulty distribution on the mission area; 
showing the resulting average traverse distance per day for the overall mission. 
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Table 6-4: Guesstimates of the possible distance travelled per day – in average across 
mission duration 

 

From : Case 1 is for a mission where more challenging terrains are encountered, while Case 4 has 
almost only flat terrain with very seldom rocky areas. Case 2 and 3 are in between cases, showing 
the resulting distance travelled with the proposed 4-layered Rover Guidance. 

 GOAL-ORIENTATED DATA ANALISYS 

The Goal Orientated Data Analysis (GODA) Component is responsible for processing data from the 
perception system and generating new candidate goals as input to re-planning activities. It will 
build on the MASTER project to detect and classify areas of interest within the scene, and use the 
detection output to generate goals.  

This provides a necessary mechanism to generate system goals autonomously, supporting the high 
level ERGO objective of highly autonomous systems development. These goals could vary from 
flagging particular data as pertinent, to directing attention of higher resolution imagers to capture 
serendipitous science, or perhaps triggering re-planning as a result of unexpected items being 
identified which could indicate a failure condition. The key intuition is that intelligent analysis of the 
environment the system finds itself in may lead to new goals and actions to be taken, which require 

immediate action and therefore do not allow ground-in-the-loop operations. In operation we would 

expect requests for more data/perception from the GODA to be raised as goals on the system, 
taken into account by the re-planning process. To give a concrete example, if the GODA detects an 
interesting rock in a wide-angle image, it may raise a goal to acquire a high-resolution image of 
that rock. If the mission planning component integrates this goal into the plan, the OBC would then 
execute the required tasks to acquire the image. 

Commanded 

drive speed 

[cm/s]

Average rover 

slippage, 

including 

overcoming 

obstacles [-]

Planned path 

length factor [-]

Path length 

factor due to 

hazard 

avoidance [-]

Average drive 

speed [cm/s]

T1 15 0.1 1.1 1.3 9.4

T2 10 0.2 1.2 1.2 5.6

T3 5 0.3 1.3 1.1 2.4

T4 2.5 0.4 1.4 1 1.1

Number of 

sensing/proce 

stops per 10m

Time spent at 

sensing and 

processing 

stops [s]

Speed decrease 

due to stops [-]

Average 

progress speed 

[cm/s]

Distance 

travelled/ day 

[m]

T1 2 5 0.001 9.4 1359

T2 3 10 0.003 5.5 798

T3 4 30 0.024 2.4 344

T4 5 120 0.240 0.9 124

Case 1 Case 2 Case 3 Case 4

% of surface 

area

% of surface 

area

% of surface 

area

% of surface 

area

T1 0.3 0.5 0.7 0.81

T2 0.35 0.25 0.15 0.1

T3 0.2 0.15 0.1 0.07

T4 0.15 0.1 0.05 0.02

Average 

traverse 

distance / 

day [m] 774 943 1111 1207
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Figure 6-21: An Overview of the GODA Component Interaction in the system 

6.3.1. ALIGNMENT WITH REQUIREMENTS 

The opportunistic science requirements were used as inputs for the design of the GODA component. 
Table 6-5 lists the GODA requirements and how the design complies with them. 

Table 6-5: Alignment with Requirements (GODA) 

Requirement 
ID 

Title Requirement Design compliance 

ERGO-SCI-0760 Simple Imaging 
requirements 

The GODA component 
shall use monocular 
grayscale images as the 
baseline input type. 

The interface is agnostic to the image 
file format, since it takes a string with 
the path to the file location in the 
system. The implementation will load 
the image and check its format, and will 
be tested against this requirement. 

ERGO-SCI-0770 Invocation 

Method / 
Operations 
modes 

The GODA component 
shall be invoked as a 
stateless asynchronous 
function. 

The interface method to evaluate an 
image takes a path to the configuration 
data as an input, thus making storing an 
internal state unnecessary. 

ERGO-SCI-0780 GODA Output The output shall be the 
location of any 
phenomena of interest 
in the image frame, and 
an associated high level 
goal. 

The outputs of the image evaluation 
interface method are the image Region 
of Interest, a goal and an associated 
metric, as described in Section 6.3.3.2. 

ERGO-SCI-0790 Metric output The output shall have 
some metric or ranking 
associated with it, to 
allow an ordering over 
detected phenomena. 

A goal metric is part of the interface 
output, as described in Section 6.3.3.2. 

ERGO-SCI-0800 Library 

Implementation 

The GODA shall be 
implemented as a 
library component to be 
integrated into the 
larger system. 

The GODA component will be 
implemented and compiled as a library. 

ERGO-SCI-0810 Types of Data The GODA shall be able 
to be configured for 
typical images acquired 
within ERGO in-orbit 
and planetary 
exploration surface 
scenarios. 

Specific goals are considered for each 
use case. As per the ability of the 
system to cope with the different 
images on both scenarios, it will be 
resolved at the training phase and 
stored as part of the configuration data. 

ERGO-SCI-0820 Parameterised 
/ trained 

It shall be possible to 
parameterise or train 
the GODA component to 
work for different 
expected deployment 
domains. 

The parametrisation and training data 
required to cope with the different 
domains will be included as part of the 
configuration data. 
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Requirement 
ID 

Title Requirement Design compliance 

ERGO-SCI-0760 Simple Imaging 
requirements 

The GODA component 
shall use monocular 
grayscale images as the 
baseline input type. 

The interface is agnostic to the image 
file format, since it takes a string with 
the path to the file location in the 
system. The implementation will load 
the image and check its format, and will 
be tested against this requirement. 

 

6.3.2. PRELIMINARY DESIGN 

6.3.2.1. USE CASES 

As described in Section 6.3.3.2, all goals will include a metric to comparatively evaluate multiple 

instances of the same goal, along with the region of interest (ROI) in the image which pertains to 
the goal. The ROI will have more meaning for certain goals compared to others – for example a 
goal to safe the rover following a hazard detection may not care about the location of the hazard 
whereas a goal to acquire a high-resolution image requires a ROI to target. An image may of course 

have more than one goal pertaining to it. 

The tables below summarise and describe our initial design for the use cases of planetary and 
orbital scenario goals. For each goal we list: 

 Goal: The name of the goal in question. 

 Description:  A short description of the purpose of the goal. 

 Image Property: This describes the property of the image or the class identified that leads to the 
generation of the goal. 

 Mapping: This defines a possible approach for the system to map the occurrence of a particular class 
(or classes) detection to the goal in question. 

 Metric: It is the metric applied to the particular goal. The metric is an integer value which is the result 
of the confidence of the detector multipled by a weighted value that is given from the configuration file. 
The weighted value is again an integer that can give higher or lower priority depending on the detected 
classes and the interest of the scientitsts. Note that metrics need not be comparable between different 

goals – they exist to apply an ordering over multiple instances of the same goals. It is assumed that the 
system planner will choose between the different goals according to the state of the system, design 
properties and mission goals. 
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Table 6-6: Planetary Scenario Goal Descriptions 

Goal Description Image Property Mapping Metric 

Keep Image Used to indicate a 
captured navigation 
image should be kept as 
it potentially is of 
scientific interest. 

Novelty/unknown 
class in the image. 

This is defined by the 
classes the system is 
trained on. Novelty 
stands out in an image 
yet is unknown. 

Related to the 
confidence the ROI is 
a novel class (or not a 
known class). 

Acquire High Res An area of the image 
warrants a higher 
resolution image 
acquisition. 

Could also be novelty 
(or pre-determined 
important classes), but 
where the ROI is 
contained within the 
image frame and 
within the FOV of the 
high resolution imager. 

Specific mission goals 
(target classes) may 
need to be defined.  

Confidence of 
detection (as above) 
or if HRC FOV is 
known then could be 
related to the 
expected gain from 
the HRC image (will 
most of the pixels be 
filled with the ROI). 

Reposition and 
Reacquire 

Something interesting 
that’s perhaps obscured 
or uncertain so an 
alternate viewpoint is 
desired. Either an 
automatically planned 
path or via ground 
intervention. 

Target of particular 
interest detected – a 
primary mission goal. 

Mission objectives 
can be defined at 
configuration time. 

Could be a 
confidence measure, 
or some ratio related 
to the current 
information on this 
possibly high-value 
target. 

Make Rover Safe Danger to the rover or 
mission objectives has 
been detected and the 
platform should be made 
safe. 

Specific classes 
defined as indicating 
danger are present. 

A simple mapping – or 
ordering- of 
“dangerous” classes 
at configuration time. 

Confidence, perhaps 
weighted by specific 
class if there are 
multiple dangerous 
classes of different 
priority. 

 

Table 6-7: Orbital Scenario Goal Descriptions 

Goal Description Image Property Mapping Metric 

Keep Image Something novel or 
unexpected has been 
detected and the image 
should be kept for 
ground investigation 
and possible 
intervention. 

Novelty/unknown 
class in the image. 
Especially in the orbital 
case we expect all 
things that should be 
visible to be known, so 
this would indicate 
something of concern. 

This is defined by the 
classes the system is 
trained on. Novelty 
stands out in an 
image yet is unknown. 

Related to the 
confidence the ROI is 
a novel class (or not a 
known class). 

Target Detection Some known or 
expected target is 
detected. This is a 
slightly different 
semantics as there’s no 
goal as such here – it’s 
closer to extracting 
semantic information 
from the image. The 
ROI location information 
is the goal. 

A known class is 
identified in an ROI. 

Interesting classes 
can be defined at 
configuration time, 
and the confidence 
thresholds for them to 
result in a goal 
proposal. 

Confidence measure 
from the classifier. 

Make Safe Danger to the 
spacecraft or mission 
objectives has been 
detected and the 
platform should be 
made safe. 

Specific classes 
defined as indicating 
danger are present. 

A simple mapping – or 
ordering- of 
“dangerous” classes 
at configuration time. 

Confidence, perhaps 
weighted by specific 
class if there are 
multiple dangerous 
classes of different 
priority. 
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6.3.2.2. COMPONENTS DESIGN 

 

Figure 6-22: GODA design overview 

Figure shows there are five main elements to the GODA system. Of these, the detector and goal 
generation (GoalGen) components form the core. The detector is designed to detect and classify 
areas of interest within an image and the goal generation component maps from these detections 
to specific goals (for the planner) with attached metrics to evaluate them. The controller forms the 
interface between GODA and the rest of the system and also manages the operation of the detector 
and GoalGen.  

The Model and Configuration files provide the adaptability for the system to different use cases. 
The models contain the learnt parameters for machine-learning based vision systems implemented 
in the detector. Training these is a computationally expensive offline process, but allows for the on-
board detector to be higher performance and easily adapted to different environments. Similarly, 
the configuration manages the mapping between detections, goals and metrics and so allows for 
re-configuration of the system to suit different objectives. 

The detection and goal generation processes are separated, as whilst the operation of the GoalGen 

depends on the output of the detector, the detector does not depend on the GoalGen. This modular 
design also allows us to exploit advances in the detector performance that the on-going NOAH 

project will produce by avoiding any requirement for the detector to depend on the rest of the 
GODA system.  The initial baseline for the detector is an instantiation of the pipeline produced for 
the MASTER project, with some modification to ensure NOAH compatibility, and this is described in 
further detail below. 

Internally to the GODA, the controller must manage the execution of the Detector and GoalGen 

components, passing the data between them and performing any conversion necessary to pass 
images in to the Detector or convert goals form the GoalGen component. If there are any 
synchronisation demands on the GODA from the rest of the ERGO system then these can also be 
managed by the Controller. This could include, for example, monitoring execution time so as not to 
exceed some pre-set budget. 



 

Code: ERGO_D2.1 

Date: 15/09/2017 

Version: 1.2 

Page: 68 of 116 

 

ERGO © ERGO Consortium 2017, all rights reserved Preliminary Design Document 

 

The structure of the architecture with a wrapping Controller component also facilitates code re-use, 
allowing us to exploit our rich background IPR in the field of autonomous science by adapting it to 
the rest of the system. 

Of these components, the Detector is therefore a re-use of SCISYS background IP developed on 

other projects, whereas the Controller and GoalGen are the newly developed components. As the 
component that requires training on data is re-used, the tools to label and train example data can 
also be re-used. 

6.3.3. TECHNICAL OVERVIEW 

6.3.3.1. INPUTS 

The controller presents one external method to the rest of the system – to evaluate an image and 
return a list of goals up to a specified maximum. The inputs to the controller interface method are 

shown in Table 6-8.  

Table 6-8: Controller interface method inputs 

Object Property Datatype Description 

Image String Absolute path and name to the image file in the system, including name, 
as a string. The accepted format(s) of the input files is to be determined. 

Configuration String Absolute path and name to the configuration file in the system, including 
name. 

Note that the configuration file is passed on every call of the method. This is to avoid having to 
store an internal state on the GODA component, which would imply having a set of functions to set 
and monitor that internal state, to ease integration, and in compliance with requirement ERGO-
SCI-0770. 

The specific format of the configuration data file is to be defined during implementation and testing 

phases. 

6.3.3.2. OUTPUTS 

The controller interface method outputs goals. Each goal has properties as show in Table 6-9. 

Table 6-9: Controller interface method outputs 

Object Property Datatype Description 

ROI ImageRoi The region of interest relevant for the goal. Could be the entire image or 
a subregion. 

Goal String A string describing the goal related to the defined ROI. See section on 
the GoalGen for further discussion. 

Metric uint An integer assigning a metric weighting to the goal. Metric meaning 
depends on goal type. 

6.3.3.3. ALGORITHMS 

The Detector component is based on the image processing pipeline developed for the MASTER 
activity [RD.33], and is expected to be modified to incorporate enhancements from the NOAH project 
development [RD.34]. In particular, MASTER was a Matlab implementation focussed toward 
producing results for algorithmic evaluation whereas NOAH (and other work post-MASTER) is 

directed toward a higher TRL C or C++ implementation. This is obviously more aligned toward the 

goals of ERGO, though there is a clear iterative route toward the higher TRL implementation ERGO 
requires, starting with a stub implementation of the controller then updating the internals of the 
GODA component with more sophisticated Detector iteration as and when they are developed. 
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Figure 6-23: Overview of Image Processing Pipeline from MASTER 

Figure 6-23 and Figure 6-24 show the image processing pipeline from MASTER, it is a system such 
as this that will form the Detector component. There may be a small change, as MASTER was 
primarily concerned with detecting novelty; classification of known regions is also of explicit interest 
for goal generation.  This information was included in the novelty output from MASTER, although 
not indicated on the above diagram. 

The parameters, trained model and configuration or metadata information are produced off-line by 

a training process guided by domain experts annotating regions of interest on images. In this way 
domain expert’s knowledge can be brought to bear on the problem. 

 

 

Figure 6-24: Example novelty detection pipeline from MASTER 
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 ARM MOTION PLANNER 

The robotic arm will take into account the applicable DEM , and receive request to 1) plan a 
pick/drop/move operation (requested by the planner while performing the plan) and 2) execute a 
pick/drop/move operation. In both cases, the mission of the robotic arm path planner is to generate 
a safe plan with the information available. In the second case, it is also requested to actually move 
the robotic arm  

6.4.1. ALIGNMENT WITH REQUIREMENTS 

The Arm motion planner will handle the computation of the arm motion including the trajectories 
and paths planning between different points without any collision. Table 6-10 shows the mapping 
to requirements  

Table 6-10: Alignment with requirements (Arm Motion Planner) 

Arm Motion Planning Requirements 

Req Requirement description Coverage 

ERGO-ARM-0830 The robotic arm motion shall be able 
to use a 3D model of the environment 
in order to avoid obstacles. 

Both the path planning library and the Sherpa 
Rover SW take into account a  DEM for 
performing operations. For arm path 
planning, a library will be used. 

ERGO-ARM-0840 The robotic arm motion shall be 
planned taking into account 
uncertainty of the sensors and 
control.  

A safe path shall be elaborated 

ERGO-ARM-0850 The motion planner shall output 
trajectory and associated estimated 
time and power consumption. 

A model of the robotic arm will be generated 
via URDF and used by the robotic arm library. 
Timing is provided by the library, but not 
energy, this is computed by a separate 
module 

ERGO-ARM-0860 The robot model including the arm 
kinematic chain used for the motion 
planning shall be defined using a 
formal description. 

The formal description of both robotic arms is 
done in URDF. Both robotic arms will be 
modelled with this tool 

ERGO-ARM-0870 The motion planner shall take into 
account the dynamics of the full robot 
when necessary.  

Velocity, acceleration, and force/torque 
bounds are satisfied in the planning solution 
and the executed one, together with 
kinematic constraints such as obstacle 
avoidance 

ERGO-ARM-0880 The implementation of the arm 
motion planning software 
architecture shall be modular: arm 
motion planning algorithm should be 

independent of inverse-kinematics 
solver and  collision checker. 

The components generated by URDF contain 
a model of the robot. The procedure used 
guarantees a full modular approach, that can 
used for any robotic arm 

ERGO-ARM-0890 Motion planning module shall provide 
the inverse kinematics solution for 
teleoperation. 

The robotic arm planner generates a set of 
low-level commands (manoeuvres) to the 
robotic arm, that are later on executed by the 
functional layer  

ERGO-ARM-0900 The motion planning shall be common 
to the two ERGO validation scenarios 
(in-orbit and planetary surface 
exploration).  

This component will be common to both use 
cases. 

6.4.2. PRELIMINARY DESIGN 

The current baseline is to use the MoveIt software [RD.28] to generate the robotic arm motion 
plan. MoveIt! is the most widely used open-source software for manipulation. This has the 
disadvantage that could require a ROS node (either in the Linux Box running ERGO or in an external 
machine) and another possible solution, is being considered based on using the library used by 
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MoveIt! OMPL [RD.30]. In both cases, it would be required to generate a model of the robot by 
using URDF [RD.29] 

Since the robotic arm motion planner will be used in both scenarios, an URDF  model of the robotic 
arm for the planetary case (Sherpa Rover, see Section 8.2.1) will be provided by DFKI. GMV already 
has the URDF model for the UR5.  

The URDF robot model is the tooling to model serial robotics structures. Robot models bring to the 
users the capability to fast prototype robot controllers. The information regarding robot kinematics 
and dynamics is encoded in a XML-based model with a clear syntax structure. URDF mainly model 
link and joint objects of the robot mechanism conforming the chassis. Related to those objects, 
collision, dynamics and visual attributes are the most relevant model properties. 

Based on the Robot Model (UR5/Sherpa, and UR-5, see Section 8. ), and by using the urdf_parser, 
the actual model with the classes forming the robot model will be generated. These classes will be 

made available as a TASTE component in the functional layer that can be accessed  

1. urdf model: the actual model with the classes forming the robot model (see Figure 6-25 

debajo de). 

2. Application: this is the dedicated application with make uses of the robot model. 

 

 

Figure 6-25: Architecture of an URDF model 

The most important classes of the urdf_model are depicted in Figure 6-25. 

 Joint is the class in charge of describing an articulated surface of the chassis. 

 Link is the short name of mechanical linkage. The linkage describes the basic element to 
form a kinematic chain. Kinematic chains are normally open or close. URDF robot modelling 
primarily focusses on open kinematics chains either for robotics manipulators or mobile 

platforms. 

 Visual is the visualization object to depict a link in the visualization environment. 

Visualization object can be basic, as sphere and cylinder, or polygon mesh which depicts a 
dedicated visualization geometry with respect to a local origin. 

 Collision is the collision information of the link and it describes the geometry in order to 
compute collision checking in simulation or planning tasks. 

 Inertial describes the matrix of inertia associated to the link's dynamics. This information 
has particular importance in control algorithm and simulators 
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6.4.2.1. USE CASES 

The functionality of the robotic arm consists of, given a movement to be performed by the robotic 
arm in order to pick/move/drop an object or a single move operation, to generate the corresponding 
set of low-level commands to perform the action, together with the timing related to the operation.  

In addition, the robotic arm is responsible of the execution of the movement of the robotic arm, 
when it is needed. 

Therefore the reactor will receive goals to 1) plan pick, move and drop operations (only or the 

mission planner, when it is building its plan) and 2) execute pick, move and drop operations 
(incoming either from the mission planner or the GCI for E1,E2,E3 operations).  

For the sake of safety, planning will need to be performed twice: the first time to provide to the 
planner the resources needed (time and energy) and the feasibility of the operation, and the second 
time to actually perform the operation via the functional layer. This is done because there might be 
changes in the DEM between the moment in which the pick/drop/move operation is performed till 
the moment in which the pick/drop is finally performed. 

This is accomplished in two separate use cases, explained hereafter: 

6.4.2.1.1. PLANNER REQUEST FOR PLANNING PICK/DROP OPERATION 

For the planned pick, move and drop operations the Robotic Arm Mission planner will count on a 
timeline (RoboticArmPlan) that will have three possible predicates: 

 Idle 

 ComputingPlan(operation, From,To) 

 PlanComputed() 

 PlanFailed(Position) 

It consists on the following steps: 

1. The planner requests a plan for a given arm operation (pick/drop/move), possible arm 
operations are: a) pick, b)move and c) drop (note that both pick and drop operations 
involve a robotic arm move and a gripper operation, although the gripping can be 

simulated). For these operations, the planner will provide the contact point w.r.t. a 
reference frame. In the case of the orbiter, it will also provide the expected DEM at the 
moment in which the operation is to be done (considering the position of the ATM,s see 
Section 8.3) . Timeline will switch from Idle() to “ComputingPlan” 

2. The robotic arm queries moveIt or the Open Motion planning library (final library to be used 
TBC) in order to perform such function. The response will contain the manoeuvres of the 
robotic arm, speed, trajectory and timing.  

3. Based on an internal energy model of the robotic arm (parametrized and tailored for each 
robotic arm to be used), and the information received on manoeuvres, the robotic arm path 
planner will return the energy consumption required for the operation, and the time 
required. A new observation “PlanComputed”, will contain the information required for the 
planner and sent back to the mission planner reactor. This information will be used by the 
planner to assign the timing to the operation in the plan, and also to compute the remaining 

energy for the plan completion. 

4. Exception to 3 is the case in which the robotic arm path planner is not able to return a set 
of commands for the required operation. In this case, the corresponding observation 

(PlanFailed) will be returned to the mission planner. It is left to the planner the decision on 
what to do next, that is, either 1) drop the corresponding goal at high level, 2) stop the 
planning and inform ground, or any other possible alternatives. 

6.4.2.1.2. REQUEST FOR EXECUTING A PICK/DROP/MOVE OPERATION 

This is a second use case, in which the planner requests the robotic arm path planner to execute 
the pick/drop/move operation.  

For the operational pick and drop operations the Robotic Arm Mission planner will count on a 
timeline (RoboticArm) that will have five possible predicates: 
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 IdleAt(Position) 

 Picking(from , to ) 

 Dropping(from, to ) 

 Moving(from, to) 

 FailedAt(position) 

This second use case is as follows: 

1. The planner requests a pick/drop/move operation via a token to the timeline 
(Pick/Move/Drop), the robotic arm queries moveIt/OMPL in order to redo the planning for 
such function (considering the current DEM). It returns the list of commands to be executed 
to perform this operation Since this is a real operation to be executed, and there might be 
changes in the current DEM, the operation will be planned again (it is assumed that the 
time required to plan the operation is negligible w.r.t the time required for the operation 

itself, otherwise the previous solution planned in the previous use case could be used). The 

solution will include the following information: manoeuvres, time and speed; position 
envelop of the arm base. Timeline switches to “Picking” or “Dropping” (depending on the 
operation) 

2. The Robotic Arm path planner will execute the pick or drop operation, taking into account 
the set of low level operations to be performed, by using the Moveit or OMPL library, and 

also the gripping operation to be performed. As soon as the operation is performed, the 
timeline will switch to IdleAt(). 

3. If during the execution of the operation there is a violation of the timing boundaries, the 
mission planner will notice this situation because the corresponding timeline will not be 
updated in time (the RoboticArm timeline will not switch to Idle in the required time). 

6.4.2.2. COMPONENTS DESIGN 

The following diagram (Figure 6-26) shows the basic components of the robotic planner  
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Figure 6-26: Preliminary decomposition of the Robotic Arm path Planner 

Note that this is preliminary design, to be refined in further stages of the project. In particular the 
need for MoveIt (incl. ROS) is being currently evaluated. Future versions will remove the 
dependency on MoveIt, and instead will access the library used by MoveIt directly the Open Motion 
Planning Library [RD.30].  

In any of both cases, a TASTE wrapper to access this library will be made available at the functional 

layer (See Section 8). For the planetary use case, however, the Sherpa API provided by DFKI will 
be used at the functional layer to move the arm (See Figure 8-6) 

In Figure 6-26 the “virtual DEM” shall be understood as “DEM expected when the robotic arm is 
to perform the planned operation”, meanwhile the “actual DEM” will contain the DEM at the moment 
at which the Robotic arm performs its operation. The first one will be used by planned operations 
meanwhile the second one will be used by actual operations.The reactor will contain the following 
classes 

 RAMP_PlanManager; this class will be responsible of the following features: 

 Handle the planed operation goals, sent by the planner via the RoboticArmPlan timeline 

 Requests can be to plan a pick, move or a drop operation, returning its feasibility, its energy 
associated, and timing. 

 Handle the use case 6.4.2.1.1 (plan an pick/drop operation) 

 To coordinate rest of the classes forming the RAMP (Energy cost model, URManipulator) 

 RAMP_OpsManager, this class will be responsible of the following features 

 Handle the actual pick/move/drop operations, sent by the planner via the RoboticArm timeline 

 Requests can be to perform a pick, move or a drop operation  

 Handle the use case 6.4.2.1.2 (perform a pick, move or drop operation) 

 To coordinate rest of the classes forming the RAMP (Energy cost model, URManipulator) 

 EnergyCostModel; this class will implement the Energy cost model for the plan energy cost 
consumption. It will contain an energy model for the robotic arm tailored to each use case. Based on a 

planned operation, it will return the expected power consumption. Only used for planned request (not 
during the execution of the operation) 
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 GripperManipulator:  this component will be simulated to some extent (TBD), able to perform pick 
and release. 

 RobotModel: a set of classes generated by URDF, used by the library to plan approaches. 

 RoboticArmPlanner: timeline handler used to handle the internal timeline of this reactor 

 RoboticArm: timeline handler used to handle the internal timeline of this reactor 

6.4.3. TECHNICAL OVERVIEW 

The robotic arm path planner will handle the planned and executed operations of the robotic arm. 
For the planning, it will use an energy model of the robotic arm to compute the energy required 
to perform is operations and use a virtual DEM of the expected situation at the moment the 

operation is to be performed. For execution, it will use the actual DEM and will execute the 
operation interfacing with the robot library. 

6.4.3.1. INPUTS 

 Goals from mission planner, in terms of pick and drop operations, either to be planned 
(goals on timeline RoboticArmPlan) or executed (goals on timeline RoboticArm). 

 Observations received via the Command Dispatcher: 

o Attitude and position from the robotic platform 

o DEM, updated (note that this can be received via shared memory, or file, final 
format TBD) 

6.4.3.2. OUTPUTS 

 The value of its internal timelines, available to each reactor of the system (in particular MP 
and GCI) 

 RoboticArmPlan will include as a minimum the time and the energy require for the 

operation, as well as the trajectory 

 RoboticArm timeline will include the set of manouvers to be performed to approach the 
position: Position of joints (radiants), velocity and acceleration 

6.4.3.3. ALGORITHMS 

OMPL makes available the following algorithms: http://ompl.kavrakilab.org/planners.html 

The current baseline is the RRT connect algorithm described here: 

http://ompl.kavrakilab.org/classompl_1_1geometric_1_1RRTConnect.html#aa1171c6ad33dca3806a
8a4df42e4f6b8 

The final algorithm will be selected in further stages of this project 

http://ompl.kavrakilab.org/planners.html
http://ompl.kavrakilab.org/classompl_1_1geometric_1_1RRTConnect.html#aa1171c6ad33dca3806a8a4df42e4f6b8
http://ompl.kavrakilab.org/classompl_1_1geometric_1_1RRTConnect.html#aa1171c6ad33dca3806a8a4df42e4f6b8
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7.  COMMAND DISPATCHER REACTOR 

The Command Dispatcher (CD) reactor, is the ultimate responsible of interfacing with the functional 
layer. It will forward the commands to the functional layer, and also to receive those observations 
from the functional layer that are relevant to the execution. 

 ALIGNMENT WITH REQUIREMENTS 

The following are the requirements associated to this component: 

 

Table 7-1: Alignment with requirements (Command Dispatcher) 

Req. Tittle Requirement How the design covers 
these requirements 

ERGO-HLA-0050 Hybrid, three-
layer 
architecture 

The system architecture shall 
follow a hybrid three-layer 
approach differentiating between 
deliberative, executive and 
functional layers with declared 
interfaces between them. 

Three layer architectures are 
ideal for systems that should 
display slow deliberation and 
quick reaction behaviours. CD 
is a reactive reactor. 

ERGO-HLA-0060 Hardware 
abstraction 

The system architecture shall be 
domain-independent. Details about 

the specific platform shall be 
implemented in the functional 
layer. 

Command Dispatcher is 
designed to provide hardware 

abstraction. But being it HW 
abstraction layer it depends 
on the underlying HW. The 
idea with the command 
dispatcher is to isolate 
dependency regarding the 
functional layer in this layer. 
This necessarily means that 
all - or the majority - of the 
changes  will be in that 
reactor. 

ERGO-HLA-0070 Logging / 
telemetry 
generation 

The system layer shall gather the 
information produced. 

Understanding the behaviour 
of complex systems in non-
nominal situations is crucial to 
guarantee robustness. The 
generation of logging data 
allows human operators to 
evaluate the outcome off-
linehave its own log data file. 

ERGO-HLA-0080 Collaborative 
scenarios 

The architecture shall be able to 
handle scenarios involving several 
collaborative robots. 

Future missions might require 
the collaboration between 
robots without human 
intervention and the CD does 
not limit this possibility. 

ERGO-HLA-0090 Robust under 
uncertainty 

The system shall be capable of 
continuing operations in 
environments presenting 
uncertainty. 

Uncertainties detected in 
environment, HW or any other 
Application robot component 
should be managed via 
Events-Actions, and CD 
supports the checking of the 
Events-Action enabled in the 
system.  

ERGO-HLA-0110 Deterministic 
behaviour 

The system shall always react in 
the same, predictable, manner 
given identical stimuli. 

CD component is designed as 
a deterministic component. 
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Req. Tittle Requirement How the design covers 
these requirements 

ERGO-HLA-0120 Sense/ Plan / 
Act approach 

The system shall follow a 
“Sense/Plan Repair/Act” cycle. 

This “sense/plan/act” cycle 
will integrate observations 
and goals, repair the plan if 
needed, and decide to 
execute actions. CD will 
handle the observation 
received from the Functional 
layer, updating the 
corresponding timelines 

ERGO-CON-
0150 

Reactor latency Each reactor shall have its own 
latency. 

CD typical values for the look-
ahead and for the latency of 
the command-dispatcher 
reactor are the minimum 
values (1-tick look-ahead, 0 
latency), meaning that the 
reactor is purely reactive. 

ERGO-CON-
0160 

Reactor’s 
deliberation 
horizon 
(deliberation 

lookahead) 

Each reactor shall have its own 
deliberation horizon (deliberation 
lookahead). 

CD typical values for the look-
ahead and for the latency of 
the command-dispatcher 
reactor are the minimum 

values (1-tick look-ahead, 0 
latency), meaning that the 
reactor is purely reactive. 

ERGO-CON-
0170 

Reactor’s 
internal 
timelines 

Each reactor shall have a set of 
internal timelines. 

Described in sections 7.2 and 
7.3. 

ERGO-CON-
0180 

Reactor’s 
external 
timelines 

Each reactor shall have associated 
to it a set of external timelines. 

Described in sections 7.2 and 
7.3. 

ERGO-CON-
0190 

Hierarchical 
architecture 

The deliberative/executive layer 
shall be composed by a set of 
hierarchized reactors. 

Reactor’s hierarchy allows 
multi-robot planning 
capabilities by using inter-
connected, multiple agents  

ERGO-CON-
0220 

Communication 
between 

reactors – 
observations 

The observations gather from the 
functional layer through the 

executive shall be communicated 
to other upper reactors. 

CD will handle and integrate 
the observations received 

from the functional layer. This 
will be done updating 
timelines involved and 
synchronising this change in 
all reactors’ timelines. 

ERGO-CON-
0230 

Common clock All reactors (deliberative and 
reactive) shall share a common 
clock. 

The controller should ensure a 
common and consistent 
perception of the external 
environment together with a 
coherency of the 
corresponding actuations. It 
also includes the CD. 

ERGO-ELY-0580 Executive 
reactors 

The executive layer shall be 
composed by reactive reactors 
tightly connected to the 
deliberative reactors.  

CD is connected to rest of the 
deliberative reactors by the 
“Controller”. 

ERGO-ELY-0590 Compatible plan 
representation 
with the planner 

The executive reactors shall be 
capable of interpreting and 
executing the goals provided by 
the decision layer. 

CD forwards the received 
goals from the decision layer 
to the functional layer. 
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Req. Tittle Requirement How the design covers 
these requirements 

ERGO-ELY-0610 Domain-
independent 

The executive shall be domain-
independent. 

The CD shall not contain any 
domain-specific code, that is, 
should not depend on the 
details of the functional layer. 
To be able to dispatch 
commands to the appropriate 
subsystems, the CD will 
access a table containing a 
mapping from each command 
to its subsystem. 

ERGO-ELY-0620 Consistent state The state shall be consistent, 
meaning that all executive reactors 
shall have identical views of the 
state variables up to the execution 
frontier. 

CD and rest of reactors have 
identical view of the world at 
the execution frontier. 

ERGO-ELY-0630 Failure recovery The executive reactors shall be 
capable to react adequately to 
failure conditions. 

The CD shall be able to react 
adequately to environmental 
conditions as perceived by the 
platform. 

ERGO-ELY-0640 Rule matching  The executive reactors shall have 
the capability to include behaviours 
and their associated conditions. 

CD will include behaviours in 
the classes responsible of the 
timelines handling. 

ERGO-ELY-0680 Execution 
control 

The reactors shall be able to be 
commanded at any time to 
start/stop execution. 

To guarantee the safety of the 
robot (e.g. in case of failure) 
and the appropriate 
functionality of the different 
subsystems (e.g. in case a 
new plan is produced), the CD 
shall be able to be 
commanded to start and stop 
execution at any moment. 

ERGO-INT-1140 Compatible plan 
representation 

with the planner 

The executive reactors shall be 
capable of interpreting the plan 

representation provided by the 
planner. 

This is provided in the form of 
tokens as explained in Section 

4 

ERGO-INT-1160 ESROCOS 
Compliancy 

The executive layer shall interface 
to the functional layer by means of 
TASTE functions. 

CD will interact with the 
functional layers through the 
functions designed in TASTE 
framework.  

ERGO-DIC-1180 Open products The following software components 
shall be used to build up the ERGO 
architecture: OPTIC for planning, 
DDL.4 and PDDL3 as domain 
description languages, VAL as plan 
validator, T-REX  for the hybrid 
controller, TASTE for the functional 
layer and BIP for the formal 
verification of the functional layer. 

The CD design approach will 
be based on T-REX and TASTE 
framework. 

ERGO-DIC-1200 Programming 
languages 

The ERGO code will be developed 
using C and/or C++ and/or 
micropython languages. 

ERGO CD component will be 
developed in C/C++ in order 
to satisfy the restrictions 
inherent to on-board software.  
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 PRELIMINARY DESIGN 

7.2.1. USE CASES 

The Command Dispatcher’s main mission is to handle the main timelines associated to direct 
primitives in the functional layer, timelines that are owned by the command dispatcher and updated 
by it according to the observations received from the functional layer. Examples of these timelines 
are the following: 

 RobotBase: that can be GoingTo(x,y), At(x,y), or StuckAt(x,y). This timeline receives goal 
requests from the planner, in order to go to a given point. Once the point is reached, the 
timeline goes to At(x,y). 

 PTU: that can be PointingTo or MovingTo. This timeline accepts goals from the planner to move 

the PTU to a given position. Once the PTU is in the correct position, the timeline goes to 
PointingTo(x,y). 

 Camera: That can be idle or taking picture. This timeline receives goals to take a picture. 

 Communication: It is the communication window against the orbiter S/C. It can be idle or 
visible. The command dispatcher sets this timeline to visible once it detects that there is a data 
link available with the orbiter/ground. 

 Communication Status: it can be Sending File/Receiving File, or Idle.  

 Localization: it has the rover status (not positioned, positioned). This timeline is only updated 
and does not receive post from the mission planner. 

 ArmPosition: The current position of the robotic arm 

 ArmStatus: Additional data from the robotic arm 

 
Note: the complete set of timelines depends on the domain and will be refined during further stages 
of the design. 

 
The Command Dispatcher will interface with the functional layer via TASTE functions. As such it will 

have a set of TASTE required interfaces to access the functional layer. Although both use cases 
(robotic arm and planetary) will share most of the components designed, each use case will contain 
its own set of TASTE functions adapted to the underlying hardware. The functional layer for each 
use case is depicted in Sections 8.2.4 and 8.3.3 

 TECHNICAL OVERVIEW 

In principle, all reactors can be deliberative in a T-REX agent. However, this lower-level reactor 
(aka command dispatcher), is the reactor interacting with functional layer, and as such must be 
usually very reactive. This means that the typical values for the look-ahead and for the latency of 
the command-dispatcher reactor are the minimum values (1-tick look-ahead, 0 latency), meaning 
that the reactor is purely reactive  

 
The decomposition (initial design) for the command dispatcher is shown in the following figure: 
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Figure 7-1: Command Dispatcher: main classes 

As we can see in the figure, there will be two different command dispatchers: one devoted to the 
robotic arm, and the other associated to the rover. Each of them will be implemented in different 
reactors (RoverCmdDispatcher or RobArmCommandDispatcher). Note that each of them will have 
a set of classes associated to handle their corresponding timelines: the rover command dispatcher 

will have RobotBase, PTU, Camera, Communication and Position as its associated timelines, 
meanwhile the Robotic Arm command dispatcher will have armPosition, and armStatus as its 
timelines. 

The ideal purpose of each of these classes is to provide the functionality of a generic command 
dispatcher independent of any specific robotic system, namely, for a different rover, there will be a 
different implementation of the timeline handlers, but the class hierarchy will be preserved. In the 

scope of this project, the implementation of these classes will be made as an abstraction of the 
specific command-dispatchers in an iterative way. 

7.3.1. INPUTS 

The Command Dispatcher will receive as inputs the goals to be forwarded to the actuators of the 

robots, a preliminary list of goals is the following: 

7.3.1.1. INPUTS FROM OTHER REACTORS (VIA THE CONTROLLER) 

These are possible goals that are received as Inputs from the mission planner are the following: 

 RobotBase: GoingTo( x, y ) asking the rover to go to a given point 

 PTU: PointTo(w,z) asking the camera to point with a yaw and pitch angles 

 Camera: Take Snapshot  

 Communication: this timeline will be used to request communication to ground 

class CmdDispatcher

ERGOReactor

Command Dispatcher

RoverCmdDispatcher RobArmCommandDispatcher

«Timeline_Handler»

RobotBase

«Timeline_Handler»

PTU

«Timeline_Handler»

Camera

«TimelineHandler»

Communication

«Timeline_Handler»

Position

«Timeline_Handler»

ArmPosition

«Timeline_H...

ArmStatus
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Note that movements of the arm are controlled by a separate reactor, the Robotic Arm Path 
planner reactor, as described in Section 6.4.2 

7.3.1.2. INPUTS FROM THE FUNCTIONAL LAYER (VIA TASTE FUNCTIONS) 

Inputs from the functional layer are the observations to be received from the different sensors, this 
information will complete the information required for each timeline, that is: 

 Position: Rover position (from the localization component). 

 Camera: in charge of having the latest image (note that images will be stored in 
memory/file for its access) 

 ArmPosition: the robotic arm position, obtained via the localization function 

 ArmStatus: any relevant information from the robotic arm regarding its status, obtained 
from the armControl function 

 FDIR status: obtained from the FDIR component 

 IMU data (planetary only) via the IMU Data component 

 DGPS data (planetary): See Section 8.2.2 

Sections 8.2.4 and 8.3.4 show the components of the functional layer referenced, that are 

implemented as TASTE functions. 

7.3.2. OUTPUTS 

7.3.2.1. OUTPUTS TO OTHER REACTORS 

The Command dispatcher will be in charge of controlling the functional layer. It will do it based on 
TASTE functions (via TASTE Provided Interfaces of the Functional Layer). The command dispatcher 
will expose the value of its timelines to any reactor interested in them, these timelines will contain 
the required information, and include the information from the sensors, these are: 

 Position 

 Camera 

 PTU 

 ArmPosition 

 ArmStatus 

 RobotBase 

 Communications 

7.3.2.2. OUTPUTS TO THE FUNCTIONAL LAYER 

The outputs to the functional layer are low-level telecommands that will be interfaced via the 
TC_manager described in Sections 8.2.4 and 8.3.4 
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8.  FUNCTIONAL LAYER 

The following sections describe the HW and SW interfaces of the SW to be used for the orbital use 
case and the robotic arm. The use cases have been chosen to provide two scenarios with different 
capabilities each: a planetary exploration rover and an orbital scenarios 

 ALIGNMENT WITH REQUIREMENTS 

The following are the relevant requirements for the functional layer 

 

Table 8-1: Alignment with requirements (Functional Layer) 

Functional Layer Requirements 

Req. Requirement description Coverage 

ERGO-FLY-0910 The functional layer shall be aligned with 
the SARGON and OG1-ESROCOS 
frameworks. 

The functional layers will be implemented as 
TASTE wrappers for the existing robots. ERGO 
will be able to work with any functional layer 
defined as OG1 building blocks 

ERGO-FLY-0920 The functional components shall be 
embedded as TASTE functions. 

As detailed in this section 

ERGO-FLY-0930 The functional layer shall be developed in 
a modular way with different modules 
that group particular functional areas of 
the underlying system. 

See the preliminary design for the functional 
layer in this section 

ERGO-FLY-0940 The functional layer shall follow the 
model-driven philosophy using 
automatic generation of skeletons in 
C/C++ languages. 

The TASTE model allows this. 

ERGO-FLY-0950 The functional layer shall be able to be 
modelled using the ESROCOS provided 
means. 

OG1 TASTE functionalities will be used 

ERGO-FLY-0960 The functional components shall model 
their functionality using state-machines. 

OG1 will provide SDL for this purpose 

ERGO-FLY-0970 The functional layer shall be designed for 
laboratory quality level (Linux system). 

Both Scenarios are aimed to be tested in the 
Lab. Environment of OG1. 

ERGO-FLY-0980 The functional layer shall be designed 
ensuring its compatibility with RTEMS. 

The TASTE IV,DV,DP and CV can be reused in 
a space application 

ERGO-FLY-0990 The functional layer shall allow direct 
commanding of the functional modules 
(bypassing the Planning/execution 
layer). 

It is designed as TASTE functions that can be 
used  by any TASTE component 

 

 PLANETARY USE CASE 

The reference mission for the planetary track is inspired on the Mars Sample Return (MSR) 

mission that covers the concepts and requirements of the Martian Long Range Autonomous 
Scientist. 

This scenario aims at demonstrating the following ERGO capabilities: 

 ECSS E4 autonomy level for long traverses with opportunistic science: The main feature to be 

demonstrated is the capability of performing long traverses with opportunistic goal injection in 
full autonomy. 

 Collaboration between deliberative subsystems: The path planner, arm motion planner and 
scientific target detector could be invoked under demand by the mission planner to provide 
information required for the elaboration of the plan. The scenario shall be configured in way 
such that this collaboration is required during the execution of the mission. 
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 Robustness under uncertainty: The scenario shall exhibit all typical sources of uncertainty as 
follow: 1) Presence of obstacles and goals not observable at the initial position; 2) Partial 
knowledge of the initial observations (e.g. unknown attitude of the lander); 3) Different 
surfaces (sand, rock) with different inclinations; 4) Presence of failures triggered by exogenous 
events (sand traps, target not reachable, etc.) and internal (resource overconsumption, 

violation of time limits, hardware failure via simulated injection of errors, etc.). 

 Re-planning: Shall be tested at different levels of stress, triggered by any of the uncertainties 
presented in the previous point.  

 Safety: The system must demonstrate that it is capable of keeping the rover in safe conditions 
in the presence of failures. 

8.2.1. HARDWARE PLATFORM 

For the evaluation of OG2 in the planetary track, DFKI will provide the SHERPA_TT rover. This 4-
wheeled planetary exploration rover has an actuated suspension system developed for high mobility 
in irregular terrain. This enables the rover to use energy efficient wheeled locomotion to cover long 

distances, and at the same time to negotiate difficult terrain by dynamically adapting the wheel 
suspension to slopes and obstacles.  

The dynamic locomotion control can be configured to exhibit different locomotion modi and 
behaviours. For the purpose of testing the OG2 autonomy module in FACILITATORS, the dynamic 
locomotion control will be adapted to mimic the behaviour of a rover like the ExoMars rover.  

SherpaTT’s overall weight is about 150 kg. Due to self-locking gears in the four suspension units, 
the rover is able to cope with high additional payload weights without increasing energy 
consumption to maintain the current robot’s body pose.  

 

 

Figure 8-1: SHERPA_TT rover (courtesy DFKI) 
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Figure 8-2: SHERPA_TT construction drawing & definition of x-y-plane (courtesy DFKI) 

 
 

 

Figure 8-3: SHERPA control structure 

 

Figure 8-4: SHERPA electronics overview (simplified) 
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Figure 8-3 and Figure 8-4 show respectively the control structure of the SHERPA rover and the 
electronics overview. The following section describes the interfaces of the ROVER 

8.2.2. SHERPA’S SW API 

For the planetary use case, an API to communicate with the robot will be provided by DFKI. This 
interface will also be used in the Simulation. This interface will be provided as a C++ Library for 
controlling SherpaTT remotely will be provided. Will allow to: 

 Send motion commands to the mobile base 

 Send joint commands to the manipulator 

 Receive sensor and map and telemetry data 

 

Linux PC
OG X Software

SherpaTT
Tele-Client

(C++)

SherpaTT PC

ROCK

SherpaTT
Tele-API

In: TC

Out: TM

Ethernet

 

Figure 8-5: SHERPA teleclient C++ (courtesy DFKI) 
 

This Sherpa Remote API is provided as C++ Library and can be used to control the robot from 
external software, as shown in Figure 8-6 

 

+getRoverPose() : Pose
+getManipulatorJointState() : Joints
+getMobileBaseJointState() : Joints
+getFrontalCameraImage() : Image
+getGripperCameraImage() : Image
+getIMUData() : IMU
+getDEM() : DEM (TBC)
+getDGPS() : DGPS
+sendMotion2D(eing. command : Motion2D)
+sendManipulatorJointCommand(eing. command : Joints)

SherpaTTTeleClient

+position : Vector3
+orientation : Quaternion
+referenceFrame : string
+frameName : string

Pose

+x : double
+y : double
+z : double

Vector3 +x : double
+y : double
+z : double
+w : double

Quaternion

DEM (TBC)

+time : long
+latitude : double
+longitude : double
+noOfSatellites : int
+altitude : double
+geoidalSeparation : double
+ageOfDifferentialCorrections : double
+deviationLatitude : double
+deviationLongitude : double
+deviationAltitude : double

DGPS

+time : long
+acc : Vector3
+gyro : Vector3
+mag : Vector3

IMU

+translation : double
+rotation : double
+headingRadians : double

Motion2D

+time : double
+width : double
+height : double
+isRGB : bool
+isGreyscale : bool
+data : char[]

Image

+time : long
+jointStates : JointState

Joints

+position : long
+speed : double
+acceleration : double
+effort : double

JointState

 

Figure 8-6: Methods of SherpaTTTeleClient and its data types (TBD) 
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In addition, there is a simulator for Sherpa from DFKI that will be available. The simulator will be 
controllable using also the SherpaTTTeleClient.  

8.2.3. ROVER INTERFACES 

8.2.3.1. FUNCTIONAL 

Rover Parameters: The rover relevant parameters shall be provided to OG2 including but not 
limited to main dimensions, kinematics, positions of sensors and markers and settings (OG2-
OG6/F/202/001/V0.1 – Rover parameters). URDF model of the robot will be included 

ExoMars-analogue Locomotion: The rover locomotion system features four legs with in-wheel 
drives and actuated joints. For the OG2 validation experiments, this locomotion system shall be 
constrained to mimic the behaviour of an ExoMars-like exploration rover. 
 

API to Rover 2D Motion: The SHERPA operating system (ROCK) will provide an interface for OG2 
to control rover locomotion (OG2-OG6/F/1/1/V0.1 - Planetary – Rover - 2D Motion command 

interface).  

On-Board CPU for ERGO: The SHERPA will feature an on-board CPU dedicated to host the OG2 
software (ERGO) (OG2-OG6/F/5/0/V0.1) 

Provision of DTMs and orbital maps of the analogue site: OG6 will provide detailed DTMs and 
other digital maps (e.g. satellite images / maps) of the analogue test site to be stored and managed 

by the OG2 ERGO software module. (OG2-OG6/F/4,5/0/V0.1). 

8.2.3.2. DATA INTERFACES 

Sensor Equipment and Formats: The SHERPA_TT features the following sensors that can be 

accessed through the SHERPA operating system:  

- LIDAR (Velodyne HDL-32);  

- Laser Range finder (Hokuyo UST-20LX)  

- Camera (Basler Ace; 2048x2048px, 25fps, b/w)  

- Attitude & Heading (Xsens MTi-300)  

- F/T Legs (FT-DELTA 160)  

- F/T Arm (FT-mini 45) part of manipulator interface;  

Ground Truth Data: A DGPS unit will be added to provide exact position data / ground truth data. 
(OG2-OG6/D/6/1/V0.1). This unit will provide the following data:  

- Spatial Dual by Advanced Navigation (featuring DGPS and in addition accelerometer, 
gyroscope, magnetometer); 

- base/samples/IMUSensors (raw values and calibrated values) 

- base/samples/RigidBodyState (pose including gps position) 

- GPS/Solution (gps position with number of satellites etc.) 

API to 2D Position and Heading (OG2-OG6/D/1/1/V0.1): Rover positon and heading will be 
provided to OG2 through the interface to the DGPS and (if needed) to the Xsens sensor.  

API to On-Board Camera Images (OG2-OG6/D/2/1/V0.1): Monocular images will be 
provided to OG2 through the interface to the on-board camera. Stereo-images are not available.  

Communication Interfaces: SHERPA_TT features the following interfaces for communication 
between external and rover, internal communication, and communication with payloads: 

External and internal communication interfaces 

- External wireless (2,4 GHz WiFi 802.11n) 

- External cable connection (GbE) providing Ethernet (100 Mbits/s), control PC and modular 
interfaces 

- Internal Joint Communication (for legs and arm) using NDLCom via LDVS. This protocol 
was developed by DFKI 

- Internal Communication (for communication between OG2 CPU and SHERPA_TT CPU)  

- Remote energy switch (868 MHz Xbee-Pro) 
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8.2.4. ROVER FUNCTIONAL LAYER ARCHITECTURE 

The rover functional architecture will be a TASTE wrapper of the Sherpa’s API functions, plus a set 

of additional TASTE functions. These are the following: 

 The DGPS Function, in charge of providing the Ground Truth Data (GTD), which will be a 
wrapper of the corresponding Sherpa’s API class (OG2-OG6/D/6/1/V0.1), plus the 
additional set of data described in OG2-OG6/D/6/1/V0.1) 

 The Image Function, in charge of providing the On-board camera images via the 
GetFrontalCameraImage and GetGripperCameraImage 

 The IMU data function, in charge of providing IMU data 

 The locomotion function, in charge of controlling the movement of the robot, and detecting 
when the rover has reached a given position 

 The robotic arm control function in charge of controlling the movement of the robotic arm. 

 A TC Manager function , which will be provide a common interface from the command 
dispatcher, to access the functional layer 

 An FDIR component function, which will handle possible failures at HW level, such as: 
system malfunction, such as joint errors, command execution rejected due to collision 

avoidance, general malfunction. Some errors (for instance overheating, low batt) cannot 
be identified by the API and will be simulated. 

The BIP tools, detailed in Section 9.2 will be used to perform safety assessment of the system, 
particularly applied to the FDIR component. Approach and use cases are described in Section 9.  

 

Figure 8-7: Rover functional preliminary architecture 

Note that this is a preliminary architecture. Further details will be refined in the next phases of 
this project 

 ORBITAL USE CASE 

The reference mission for the orbital track is the On-Orbit Servicing mission, where a damaged 
spacecraft can have one of its modules replaced autonomously by a servicer spacecraft. The 
objective of this orbital scenario is the evaluation of the autonomy performance of the controller in 
a “robot agent” type scenario (see Figure 8-8). It implies that the architecture and test environment 
must allow: 

 Demonstrating reactivity to scenario modifications caused by two different sources: 1) Failures 
such as pieces or tools not present in the expected place or found in a different attitude, 
obstacles in the visual field, changes in the illumination constraints, failure in grasping pieces 
etc...); 2) Deviations with respect to the nominal mission, such as reconfiguration of the 
spacecraft due to mission constraints 
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 Re-planning based on updated information from the environment. For that purpose, feedback 
information needs to be obtained by passive visual means (camera) and active visual means 
(Time-Off-Flight camera, LIDAR) and force/torque feedback from the robot end-effecter closing 
control loops at different levels.  

 Generation of high level information with re-plan decisions and lower level schedules for 
downlink to ground with supervision when possible. 

 

Figure 8-8: Reconfiguration of the target S/C using APM. 

 

 

 

The scenario will simulate a servicing S/C mission. From now on we will call the ‘servicing S/C’ the 
‘chaser’, and the faulty or serviced S/C the ‘target’. 

The chaser will reconfigure the target S/C, so the target must simulate a modular S/C with some 
faulty/damaged modules which the chaser will have to replace in orbit. 

8.3.1. HARDWARE PLATFORM 

This complex scenario is proposed to be developed using GMV’s platform-art environment. 
Platform-art© is GMV’s dynamic test bench for supporting and enhancing the validation of space 

GNC technologies and related metrology equipment, with real air-to-air metrology dynamic 

stimulation.  

 The facility is based on two 6 degree of freedom robotic arms, one of which is mounted on a 
16 m rail. Two KUKA robots will reproduce relative orbital dynamics between chaser and target 

 An additional smaller robotic arm (UR-5) performs the replacement of the damaged block 

The facility allows the use of sensors measurements in open and closed loop, through the recreation 
of relative (full or scaled) trajectory and attitude profile by using robotic arms.  

The emulation of the ingravity conditions could consider that the chaser S/C is in station keeping 

mode separated by 1m (within the reach of the robotic arm) of the target S/C with some 
perturbations affecting its COM (e.g. ±5cm of drift in the position and ±2deg in one or two axis). 
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Figure 8-9: GMV’s Platform-Art configuration for this scenario 

8.3.2. COMPONENTS DESIGN 

The following are the components of the system 

 Visual Navigation of the chaser to synchronize with the orbital motion of the target and 
navigate to the grasping point.  

 Chaser to compute 3D pose of the module to be removed with a monocular camera. The 
camera could be mounted either on the S/C or on the hand of the robotic arm that will actually 
do the grasping. 

 Robotic arm to grasp the new module to be replaced from its own body (known and fixed 
position) then compute its target position, and place and secure the module on its proper 
position on the target. 

The following figure shows the architecture of the robotic arm scenario. 
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Figure 8-10: Robotic arm use case architecture 

The scenario is composed of the following components: 

 dSpace: this component is the real time machine of the facility. It will host the GNC module, 

in charge of computing the relative dynamics between the chaser and the target. ERGO will be 
able to command the GNC in order to simulate spacecraft movements. The dSpace machine 
also provides a time reference for all the computers. dSpace is provided by OG6. 

 Facility Motion System: this machine is in charge of commanding the robots, after the 
calculations of the dSpace machine. The Facility Motion System is provided by OG6. 

 Visual Navigation component: this system is composed by a camera mounted on tip of UR5 

manipulator, a number of visual markers mounted on the elements whose position will be 
estimated (APMs, mockup, servicer tray) that assist visual navigation and the software that 

computes the relative navigation between the tip of the robotic arm and the APMs and markers 

 UR5 Controller: This machine directly controls the UR5 robot joints and receives commands 
from the arm motion planner. 

 In the current baseline, the arm motion library shown in the figure is a ROS node running 
“MoveIt”. In further evolutions of the architecture, the MoveIt ROS node will be substituted by 

a dedicated library based on an extension of OMPL (TBC) 

 ERGO: A Linux box running the agent with its reactors and the functional layer 

In addition to these elements, the following mechanical/mechatronic elements will reproduce the 
iBoos/in-orbit servicing scenario. 

 A manipulator (UR5 robot) mounted on one KUKA (the chaser) with grasping means to grab 
and deposit APMs 

 A mock-up of a client satellite with a number of APMs sockets mounted on second KUKA 

(simulating the target S/C) 

 A number of Active Payload Modules (APMs) that can be connected to the sockets available on 
the target mockup or on the servicer tray 

 A servicer tray mounted next to the manipulator 

 The two KUKA robots will reproduce relative orbital dynamics between chaser and target 

8.3.3. TASTE FUNCTIONAL LAYER 

The following is the preliminary design of the functional layer 
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Figure 8-11: Robotic arm functional layer – preliminary design 

As we can see in the figure, it contains a common subset of the planetary orbital, plus a set of new 

functions, in particular: 

 A TC Manager function , which will be provide a common interface to the agent, to access 
the functional layer 

 The Image Function, in charge of providing the on-board camera images. 

 The localization function in charge of identifying the position via images obtained by the 
camera 

 The robotic arm planning function, in charge of solving queries from the robotic arm path 
planner for future pick and drop operations 

 An AOCS system, in charge of simulating spacecraft orbital movements. 

 The robotic arm control function in charge of controlling the movement of the robotic arm. 

 An FDIR component function, which will handle possible failures at HW level, such as: 
system malfunction, such as joint errors, command execution rejected due to collision 
avoidance, general malfunction. Some errors (for instance overheating, low batt) will be 

simulated. 

Note that both the robotic arm path planner and the robotic arm control will make use of the robotic 
arm library (either as a ROS node or as an embedded library (TBC)) 

8.3.4. ROBOTIC ARM SCENARIO INTERFACES 

8.3.4.1. FUNCTIONAL 

 OG6-OG2/F/003/001/V0.1 – Orbital – Chaser – Attitude and orbit command interface. OG6 
will provide an API that allows OG2 to request under demand AOCS commanding. 

8.3.4.2. DATA INTERFACES 

 OG6-OG2/D/009/001/V0.1 – Orbital - Chaser – Attitude and orbit interface to request under 
demand attitude and position from the robotic platform. 

 OG6-OG2/D/010/001/V0.1 – Orbital – Chaser – Other Sensor information. OG6 will provide 

an API that allows OG2 to request under demand sensoring information from the robotic 
platform (e.g. imagery) 
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9.  FORMAL VERIFICATION AND VALIDATION  

The verification and validation plan of TASTE models, illustrated in Figure 9-1 , is based on the BIP 
tools from UGA: iFinder, FDIR and SMC. The aim is to validate the correctness of TASTE models, to 
ensure their correctness by construction, and to synthesize the FDIR subsystems guaranteeing 
functionality in the presence of fault at runtime. We consider TASTE models via a translation to BIP 
models, which is outside the scope of this project. More specifically, we are developing here the 

iFinder and FDIR tools represented in blue in Figure 9-1. 

 

Figure 9-1: Validation and verification workflow of TASTE models 

 ALIGNMENT WITH REQUIREMENTS 

The following are the requirements associated to this component. 

 

Table 9-1: Alignment with Requirements (Formal Verification) 

Formal Verification Requirements 

Req. Requirement description Coverage 

ERGO-BIP-1000 The ERGO system shall include a 
modelling and formal verification 
framework aligned with TASTE allowing 
to enhance the formal verification of the 
functional layer. 

The BIP framework will be used for formal 
modelling and verification. A BIP model can 
be obtained from TASTE designs with the 
TASTE2BIP tool from OG1.  

ERGO-BIP-1010 The modelling framework shall allow for 
the rigorous modelling of mixed sw/hw 
systems, at different levels of 
abstraction, using potentially 
heterogeneous components, with 
rigorous semantics. 

BIP supports inherently rigorous modelling of 
mixed SW/HW systems. 

ERGO-BIP-1020 The modelling framework shall allow a 
methodology to ensure correctness-by-
construction gradually throughout the 
design process. 

BIP defines a methodology to iteratively 
refine functional models (SW) towards 
distributed system models (SW + HW + 
Schedulability) along the design process while 
preserving the proven requirements. 

ERGO-BIP-1030 The modelling framework shall allow for 
the expression of timing constraints. 

BIP is based on the stochastic timed automata 
semantics, therefore it allows to model timing 
constraints. 
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Formal Verification Requirements 

Req. Requirement description Coverage 

ERGO-BIP-1040 The modelling framework shall allow for 
the expression of stochastic behaviour. 

As before, BIP allows describing stochastic 
behaviour in terms of timing and probabilistic 
laws. 

ERGO-BIP-1050 The modelling framework shall allow to 
design models that interact with external 
components and/or react to external 
stimuli. 

The BIP framework allows to model “open” 
systems through a concept of environment 
connected ports.  

ERGO-BIP-1060 The formal verification framework shall 
allow the generation of invariants 

This functionality is covered by the iFinder 
verification tool.  

ERGO-BIP-1070 The formal verification framework shall 
allow methods and tools to verify derived 
models against functional properties. 

The invariants generated by iFinder are used 
to check the satisfiability of a functional 
property with SAT/SMT solvers. 

ERGO-BIP-1080 The formal verification framework shall 
provide means and tools for the analysis 
of quantitative properties based on 
statistical methods such as statistical 
model-checking. 

The SMC-BIP tool from OG1 can be used for 
statistical model-checking of quantitative 
requirements. 

ERGO-BIP-1090 The formal verification framework shall 
provide means and tools for execution of 
system models both in simulated time 
and in real-time. By execution of models 
we mean both interpreting their formal 
operational semantics and, when 
applicable, triggering associated 
application code. 

The BIP Compiler and Engines from OG1 
provide means for real-time and step-wise 
simulations. 

ERGO-BIP-1100 The modelling and verification 
framework shall allow to derive models 
for fault detection, isolation and recovery 
(FDIR) from (i) nominal models of 
systems obtained from TASTE 
specifications, (ii) fault-tree models and 
(iii) recovery actions models. 

The FDIR approach defines means to formally 
model nominal and faulty behaviour in BIP. 
This extended model is then used together 
with fault-tree models and the specified 
recovery actions to synthesize diagnosability 
and recovery components for FDIR. 

 IFINDER 

D-Finder [RD.26]  is a tool applying a fully compositional and automatic method for the verification 
of safety properties for component-based systems modelled in the BIP language. The core method 
is based on the compositional computation of a global invariant which over-approximates the set 
of reachable states of the system. The verification results show that when the invariant catches the 

safety property, the verification time for large systems is drastically reduced in comparison with 
exploration techniques. In [RD.27] we presented an extension of the method that supports timed 
systems. 

In the untimed case, the global invariant is computed as the conjunction of local invariants 
characterizing the components and an interaction invariant characterizing their glue. In the timed 
case, in order to catch time-synchronization, we introduce auxiliary clocks, called history clocks, 
and compute additional invariants relating them. 

The tool, which we recall iFinder, is designed to generate invariants besides verifying safety 
properties. The uses cases of this tool are presented in Figure 9-2.  



 

Code: ERGO_D2.1 

Date: 15/09/2017 

Version: 1.2 

Page: 94 of 116 

 

ERGO © ERGO Consortium 2017, all rights reserved Preliminary Design Document 

 

 

Figure 9-2: UseCase diagram of the iFinder tool 

Generally, the tool takes as input a BIP model, and options given by a user. Then it generates the 
invariants either in a readable format, or under a SAT solver syntax, or both. The generated 
invariants may be used to check a property following the workflow depicted in Figure 9-3. The user 
gives a safety property R, and optionally an additional property P that is guaranteed. Then iFinder 

interacts with a SAT solver to check whether R is implied by the conjunction of the computed global 
invariant and the additional property P. If R is implied, then it is verified for the system, otherwise 
a counter-example is generated. Based on the generated counter-example, the user can manually 
add another guaranteed property in order to strengthen the global invariant, or modify the BIP 
model. 

 

Figure 9-3: Workflow of the iFinder tool 

9.2.1. USECASE "RUN VERIFICATION" 

Description: This usecase covers the verification of a BIP model with respect to a given safety 
property. 

Actor: The developer. 

Input: A BIP model, a safety property to check, and optionally additional guaranteed safety 

properties. 

Output: A satisfaction verdict and possibly a counter-example. 

Basic flow: The tool takes the BIP model and performs static analysis. This analysis concerns 
typing analysis, grammar compliance, etc. Then the tool computes the general invariant and, 
together with the additional safety properties, is given to a SAT solver for check for requirement 
satisfaction. If the requirement holds, the tool outputs a satisfaction verdict. If the requirement 

does not hold, the tool outputs a violation verdict and a counter-example. 

Alternative flow: During the static analysis, modelling errors are detected. The tool stops and 
outputs them to the user. 

9.2.2. USECASE "PRINT INVARIANTS" 

Description: This usecase describes the functionality of inspecting the computed invariants with 

respect to components and/or interactions. 

Actor: The developer. 
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Input: A BIP model, a safety property to check, and a list of components and/or interactions to 
inspect. 

Output: The corresponding computed invariants for each component/interaction. 

Basic flow: The tool takes the BIP model and the safety property, and computes the general 
invariant. Then the tools outputs the invariants concerning the given components/interactions. 

9.2.3. USECASE "CORRECT BIP MODEL" 

Description: This usecase covers the correction of a BIP model when either the static analysis fails 
or the safety property is not satisfied. 

Actor: The developer. 

Precondition: A list of modelling errors or a counter-example. 

Input: A BIP model and a safety property. 

Output: The corrected BIP model, and, possibly, additional safety properties. 

Basic flow: If the developer obtains a list of modelling errors, then she will inspect each of them 
and propose corrections. If the developer obtains a counter-example, then she will have to check 
by simulation whether is a spurious one or a real one. In case of a spurious counter-example, the 
user has to provide additional safety properties such that the property can be proved. 

9.2.4. DESIGN AND TECHNOLOGIES 

The architecture of the tool is given in Figure 9-4. The tool will be implemented in Java and 
connected to the Yices SAT solver. 

 

Figure 9-4: Architecture of iFinder 

 FDIR 

The FDIR module aims at guaranteeing the correctness of the system at run-time even in the 
presence of faults. We detail hereafter the terminology and methodology proposed, as well as the 
preliminary tool development. 

9.3.1. TERMINOLOGY 

The terms fault and failure are used throughout literature with many different meanings. A fault is 
defined as an undesired deviation of at least one characteristic property of a system variable from 

an acceptable/nominal behaviour that leads to degraded overall system performance, malfunctions 
or failure of the system. A failure denotes the total cessation of a function, via a subsystem or the 

total system. 

There are also many definitions of fault detection, isolation and recovery (FDIR) mechanism in the 
literature. Generally, the following tasks are part of a modern FDIR system: 

 Fault detection is the detection of the presence of faults in a system and of their times of occurrence. 
Generally, fault detection is followed by 

 Fault isolation to determine the type and location of fault. Subsequently, 

 Fault identification aims at determining the size and time-varying behaviour of the faults as well as 

estimating the severity of the fault and its possible effects on the system. 
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 System reconfiguration compensates the identified faults, e.g. by switching to redundant systems. 

Terms also commonly used in the control literature are Fault Detection and Diagnosis (FDD), which 
includes the tasks of FDIR minus the system reconfiguration or recovery. Fault Detection and 
Isolation (FDI), however, refers to a health management system that is dedicated to fault detection 

only without characterizing the observed fault or the resulting effect on the system. 

9.3.2. BASIC CONCEPTS IN SPACECRAFT FDIR 

Traditional spacecraft fault management implements redundant hardware and software, 
functional/analytical redundancy and fault protection algorithms associated with simple consistency 

checks, voting mechanisms or simple estimation techniques such as Kalman filters. Fixed thresholds 
are used for rapid recognition of out-of-tolerance condition. These actions of fault detection and 
isolation on-board are implemented after a careful assessment of possible faults and failure 
scenarios during design time. The current practice and state of the art to do so are fault tree 
analysis (FTA) and failure mode, effects and criticality analysis (FMECA). The resulting FDIR 
concepts and implementations are described in the following. 

9.3.2.1. SAFE MODE 

The operational concept of a typical spacecraft includes one or more safe mode configurations that 
represent the ultimate reaction of the system level FDIR to spacecraft anomalies. 

Safe mode (or survival mode) is characterized by configuration of a spacecraft in which it can 

remain safely without ground segment intervention for a specified period of time. In safe mode, 
typically all non-essential on-board units or subsystems are powered off, either to conserve power 
or to avoid interference with other subsystems, and the spacecraft is (automatically) oriented to a 
particular attitude (thermally safe) with respect to the Earth or the sun. 

9.3.2.2. HIERARCHICAL FDIR STRATEGIES 

For technical development and programmatic reasons, traditional FDIR functions of a spacecraft 
are arranged in a hierarchical architecture as depicted in Figure 9-5. Several levels of faults are 
defined from local component/ equipment/unit level up to global system failures. The higher the 
level, the more critical the fault but lower the occurrence probability of the fault. 

Fault detection is implemented on unit level (level 0), fault isolation, if any, is implemented on 

subsystem or system level (level 2 or 3) and fault recovery is implemented on either relevant level 
as low as possible. Fault recovery or system reconfiguration means, switching to (hot) redundant 
units/strings or change operational mode to safe mode. Redundancy is managed in an upper layer 
to provide a comprehensible decision and track unit faults and failures that already occurred. 

 

Figure 9-5: Criticality of FDIR operations in a system 

The implementation of recovery actions in modern spacecraft is based on preprogrammed On-
Board Control Procedures (OBCPs) that represent the system’s event-triggered reflex reaction to 
FDIR alarms. Figure 9-6 shows the integration of the hierarchically structured FDIR modules 
(coloured red) from system level FDIR to subsystem level FDIR (payload FD module, AOCS FD 
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module, etc.) down to equipment level into the on-board software architecture. This architecture is 
based on a centralized on-board software data pool (OBSW DP). Also indicated is the event 
management module (Event Mgr.) that is triggered by system level FDIR. 

 

Figure 9-6: A hierarchical system architecture containing FDIR components. 

9.3.2.3. FLIGHT CONTROL PROCEDURES, MISSION TIMELINE AND ON-BOARD 

CONTROL PROCEDURES 

Traditional spacecraft operations are mainly done with Flight Control Procedures (FCPs) and the 

Mission Time Line (MTL). FCPs are executed step-by-step by a ground operator, which involves 
sending Telecommands (TC) to the spacecraft and checking Telemetry (TM) downlinked to ground. 
Missions with limited ground station coverage might also use the MTL, which is a sequence of 
timetagged TC loaded from ground and executed by the onboard software when their time tag 
expires. The MTL concept is limited as it does not allow for any logic while consisting in success-

oriented commanding without immediate reaction to unexpected system behaviour such as failed 
TC.  

On-board control procedures are per the above established definition considered automated 
processes, not autonomous ones: OBCPs are activated via TC or triggered by listed events, no 
decision-making process on-board is involved. 

9.3.3. FDIR DESIGN PROCESS 

The FDIR design process can be illustrated by the following Figure 9-7. It shows a workflow, which 
illustrates how formal technologies can be integrated in the FDIR design. 

The formal environment provides:  

 Formal modelling of both nominal and error models (i.e., taking into account faulty behaviours) in BIP.  

 Formal verification and validation capabilities, including RAMS analysis (e.g., Fault Tree Analysis, FMEA) 

carried out on the formal model.  

 Modelling of fault propagation using so-called TFPM (Timed Failure Propagation Models).  

 Formal definition of requirements for FDIR.  

 Automatic synthesis of fault detection and fault recovery components (encoded in BIP), starting from 
the TFPM and the FDIR requirements. 
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Figure 9-7: FDIR design process workflow where the formal environment is depicted in 

red. 

9.3.3.1. ERGO PROCESS 

The process  makes reference to lifecycle steps 1, 2, 3, milestones such as SRR (System 
Requirements Review), PDR (Preliminary Design Review), CDR (Critical Design Review) and QR 

(Qualification Review), and to artefacts such as SOFDIR (System Operations and FDIR 
Requirements), FOS (FDIR Objectives Specification), FSS (FDIR Strategies Specification) and so 
on. The process is composed of the following steps: 

1. Analysis of User Requirements. The purpose of this activity is the collection and the 
analysis of all the user requirements that impact the design of FDIR. The requirements are 
analysed to derive the FDIR objectives, and define their impact on the spacecraft design 

from system level down to unit level. The output of this activity is a document, containing 
the specification of the spacecraft FDIR operational concept. It starts at the beginning of 
System Phase B and terminates before System SRR. This activity includes the following 
tasks: Define RAMS and Autonomy requirements (identification of critical functions and 
redundancy schemes, classification of failures into failure levels, identification of FDIR 
levels, identification of pre-existing components to be re-used, definition of fail-safe and 
fail-operational strategies), and Build Mission Phase/Spacecraft Operational Mode matrix 

(identification of spacecraft modes, FDIR modes, and their association). 

2. Define Partitioning/Allocation. In this task, RAMS and Autonomy Requirements are 
allocated per Mission Phase/Spacecraft Operational Mode. Moreover, the spacecraft FDIR 

architecture is modelled, including all the involved sub-systems, taking into account the 
distribution of the FDIR functionalities. FDIR components can be distributed, hierarchical or 
a combination of both, thus providing enough flexibility to cover a wide range of 
architectural solutions. The output of this activity is the FDIR Analysis, describing the 

reference FDIR architecture and RAMS and Autonomy Requirements allocated per Mission 
Phase/Spacecraft Operational Mode. This activity starts after System SRR and terminates 
at System PDR. It includes the following tasks: Define Partitioning/allocation (definition of 
FDIR approach and autonomy concepts along different mission phases/operational modes) 
and Define Architecture (identification of functional decomposition, sub-system HW/SW 
partitioning, sub-system functions and redundancy, integration of pre-existing FDIR 

functionalities, definition of FDIR levels, FDIR catalogue, perform FDIR analysis for each 
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failure). 

3. Perform Timed Fault Propagation Analysis. In this task, fault propagation is specified 
using a TFPM (Time Failure Propagation Model). Inputs to this activity are the results of 
RAMS analyses, such as fault trees and FMEA tables, and of Hazard Analysis. This activity 
starts at SRR and terminates at PDR. It includes the following tasks: Specify TFPM (taking 

into account the definition of the fault propagation model, starting from mission and system 
requirements, RAMS and hazard analysis, and specification of the observability information) 
and Analyse TFPM (whose goal is to check the correctness/completeness of the TFPM with 
respect to the system model, and analyse the suitability of the TFPM as a model for 
diagnosability, taking into account its observability characteristics). 

4. Define FDIR Objectives and Strategies. The goal of this task is to specify FDIR 
Objectives (at system-level) and FDIR Strategies (at sub-system level), starting from RAMS 

and Autonomy Requirements, and exploiting the previous results on FDIR and fault 
propagation analysis. This activity starts after System SRR and terminates at System PDR 
(it can be done in parallel with the previous activity). It includes: Define FDIR Objectives 

(including the definition of objectives, such as required behaviour in presence of failures) 
and Define FDIR Strategies (representing the FDIR functional steps to be performed, given 
the fault observation and the objective). 

5. Design. This task is concerned with the design of the various FDIR sub-systems, and the 
corresponding software and data base, on the basis of the FDIR Reference Architecture. 
This activity starts at System PDR and terminates at Sub-System CDR. It includes: Define 
detailed FDIR implementation (identification of parameters to be monitored, ranges, 
isolation and reconfiguration actions), Define Detailed SW Specification (analyse the 
suitability of the available PUS services, and extend them as needed with new 
functionalities) and Define Detailed Spacecraft Data Base (SDB) specification (insert 

monitoring information, define the recovery actions, and the link between monitoring and 
recovery actions). 

6. Implement FDIR, V&V. The last task is concerned with the implementation of FDIR in 
hardware and/or software, and its verification and validation with respect to the 
specifications. This activity starts at Sub-System PDR and terminates at System QR. It 
includes the following tasks: Implement FDIR and Validate and verify (this is typically 

carried out using a testing campaign, and repeated for Unit level, sub-system level and 

system level). 
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Table 9-2: Steps and tools in the FDIR design process 

Steps Tool functionality Rationale 

Analysis User Requirements System modelling and fault 
extension 

Nominal and faulty behaviour 
in BIP 

Formal analysis Derive requirements on FDIR 
design (input for the 

following tasks) 

Mission modelling Definition of mission, tasks, 
and spacecraft configuration 

Define Partitioning/Allocation System modelling FDIR architecture 

Formal analysis Derive and collect FDIR 
requirements 

Define objectives and 
strategies 

FDIR requirements modelling Modelling of FDIR objectives 
and strategies definition of 
pre-existing components to 

be re-used, and FDIR 
hierarchy 

Perform TFP Analysis Formal Analysis Derive information on 
causality and fault 
propagation 

 

 

TFPG modelling 

TFPG analysis 

Design FDIR modelling/synthesis Formal modelling and 
automated synthesis of FDIR 

Formal analysis FDIR effectiveness 

verification 

Implement FDIR and V&V Testing Support for testing 

 

9.3.4. THE ERGO-BIP-AGEF 

An innovative model-based and dependability-oriented FDIR development approach is required, 
which considers current FDIR architectures and strategies, development phasing, and schedule 
constraints concerning FDIR development. This approach shall be supported by rigorous formal 
methods, providing the possibility of application in the early development stages with short 

automated development iterations and allowing for effective use of the available software and 
system designs and corresponding RAMS analysis data. Furthermore, FDIR design shall be 
implemented in accordance with the FDIR requirements, software and system architectural design, 
and system-level dependability requirements.    

ERGO-BIP-AGEF will support the following types of architectures: centralized, decentralized/ 
distributed and hierarchical, which can be combined in the different components of a synthesized 

single FDIR system (e.g., decentralized architecture for fault detection and identification in each 

subsystem, but centralized for fault isolation and recovery). Pre-existing components can be 
provided by the user, together with additional constraints (operational and architectural 
requirements) that describe how they have to be inserted in the FDIR system, and their purpose. 
Recovery actions can be prioritized based on the target dependability characteristics (e.g., criticality 
of top feared events). The system has to guarantee the selected dependability policy, implementing 
fault tolerance mechanisms, and the implementation of allowed margins to be applied along the 
design process. The FDIR has to comply with this policy and execute the recovery actions 

accordingly. 

This approach shall fit into the BIP framework, nominal and fault behaviours, and the results of the 
automated analyses (e.g., FMEA/FMECA, FTA, Diagnosability). Synthesis techniques shall provide 
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facilities for automated generation of the FDIR sub-system(s) based on, not only the available BIP 
model(s) and analyses results, but also the FDIR specification, which configures it for a specific 
spacecraft mission. 

 

Figure 9-8: The ERGO-BIP-AGEF approach. 

The ERGO-BIP-AGEF tool generates the FDIR subsystem(s)/component(s) model based on the 

following inputs:  

 BIP extended model, which integrates nominal, and error models. It is automatically generated by BIP 
once both models are designed and one or more fault injections are defined. 

 The set of system observables. An “Observable” represents a system parameter in the nominal model, 
which is accessible or visible by the FDIR component(s). 

 The set of recovery actions defined in the nominal model. 

 Dependability and safety analyses: FTA and FMEA. 

 FDIR specification: operational objectives, target system dependability (safety) characteristics. 

 Architectural requirements. The System/RAMS Engineer shall specify this data.  

To achieve this, the System/RAMS Engineer has to perform the following set of steps to generate 
the FDIR model in BIP language: 

1. Design nominal and error system models (BIP language). 
2. Specify the set of observable attributes in the nominal model. 

3. Specify one or more fault injections. 
4. Define the properties to be verified during Fault Tree and FMEA analyses. 

5. Generate the FTA: 
- Selection of the properties to be analysed. 
- Generation of FTA, which shows how the state of the property is reached 

expressed in terms of fault events in the BIP language. 
6. Generation of FMEA tables: 

- Selection of those properties to be analysed. 
- Selection of the cardinality. 
- Generation of FMEA, which shows the failure modes and effects. 

7. Specify FDIR requirements. 
8. Start execution. 
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9.3.4.1. DIAGNOSER AND CONTROLLER SYNTHESIS 

The core of ERGO-BIP-AGEF is the synthesis routines for FDIR and the generation of the 
corresponding BIP code. They are illustrated in Figure 9-9 below. It illustrates the overall approach 
of ERGO-BIP-AGEF. In this picture, the following entities are included:  

 BIP components (light green boxes). The BIP model may contain, in general, several components, 
organized in a distributed / hierarchical manner.  

 Predefined components (red and orange boxes). A predefined component is: 

 An existing component for Fault Detection (FD) / Fault Identification (FID), or an existing component 
for Fault Isolation (FIS) / Fault Recovery (FR), or 

 A predefined recovery strategy (for FR). 
They can be implemented either in BIP format (orange boxes). 

 In addition, components for fault detection are marked as ‘D’ and components for fault recovery are 
marked as ‘R’. 

 

Figure 9-9: Workflow of the FDIR synthesis functionality. 

The objective of ERGO-BIP-AGEF is to synthesize an FDIR sub-system, organized in accordance 
with the user’s architectural constraints (e.g., centralized, distributed, hierarchical), possibly split 
into several components. As an example, Figure 9-9 illustrates the case of an input BIP model which 
contains one top-level component and three nested sub-components. It is assumed that the user 
requirements specify the synthesis of a fully distributed FD (one detection component for each BIP 

sub-component; no central detection) and a partially distributed FR (one recovery component for 
each BIP sub-component, coordinated by one top-level recovery component). Moreover, it is 
assumed that for one component (red box), ERGO-BIP-AGEF must re-use an existing component 
and a predefined recovery strategy. 

ERGO-BIP-AGEF flow consists of synthesizing two separate sets of components for FD/FID and 
FIS/FR, blending them using components combination, and translating the result into SLIM, 

producing the final SLIM model for FDIR. Logically, four main components are distinguished: 

 The FD/FID synthesizer which produces a set of components for FD/FID. 

 The FIS/FR synthesizer which produces a set of components for FIS/FR. 

 The module that combines the two sets of components for FD/FID and FIS/FR into one single set of 
components. 

 The component which translates a set of components into BIP language. 
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9.3.5. TOOL DESIGN 

As described above, in this project we propose to develop a tool that performs RAMS and TPFM 

analysis, and automated generation of FDIR components given a set of requirements (i.e., 
synthesis). The usecases for the FDIR framework are given in Figure 9-10. 

 

Figure 9-10: UseCase diagram of FDIR. 

9.3.5.1. USECASE "RUN SAFETY ASSESSMENT" 

Description: This usecase covers the safety assessment activity of a BIP model – nominal and faults. 

Actor: The developer. 

Input: A BIP model for the nominal and faults behavior separately, and a requirement to ensure. 

Output: The fault tree and the failure mode and effect analysis (FMEA). 

Basic flow: The tool takes the nominal and faults behaviour and assembles them together. Then 
with respect to the given requirement, the tools computes the fault tree and the FMEA table. 

9.3.5.2. USECASE "RUN FDIR SYNTHESIS" 

Description: This usecase covers the generation of a controller for the FDIR component. Code could 
be generated for this controller with the TASTE framework. 

Actor: The developer. 

Input: A BIP model for the nominal and fault behavior separately, a requirement to ensure, and an 
FDIR specification. 

Output: A controller in BIP/C++. 

Basic flow: The tool integrates the safety assessment described in Section 8.2.1. Then the tool 
takes this result, the extended BIP model, and the FDIR specification and synthesizes a controller 
if one exists. This controller will enforce at runtime the satisfaction of the given requirement.  

9.3.5.3. DESIGN AND TECHNOLOGIES 

The afore mentioned functionalities will be implemented in a tool, whose architecture is depicted in 
Figure 9-11. This is a new development coded in Java in order to reuse components of the BIP 

compiler with respect to BIP model parsing. 
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Figure 9-11: ERGO-BIP-AGEF tool design. 
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10.  ANNEX A: TASTE EDITORS PROTOTYPING 

This section describes the extensions to TASTE that are being performed in the frame of ERGO. 
This is not to be part of the ERGO framework development, but instead these are extensions that 
are required for TASTE in the frame of PERASPERA (in particular, as a contribution within ERGO to 
OG1). This activity is led by Ellidiss and coordinated by GMV. 

 TIME AND SPACE PARTITIONING (TSP)  

The need to support software applications with different level of criticality on a common hardware 
execution platform has been identified. In particular, the most critical functions require to be 
properly isolated from lower criticality ones. It is thus mandatory to support TSP architectures at 
TASTE level. The support of TSP architecture in the TASTE tool chain will be based on the ARINC 
653 Annex of the AADL standard, as defined in document AS5506/1A, September 2015. The ARINC 

653 standard specifies the baseline for application software used within Integrated Modular Avionics 
(IMA).  

Time partitioning consists of two software layers of scheduling, one at system level to schedule 
partitions, and one at partition level to schedule tasks. Partitions execute during fixed time slots. 

Space partitioning consists of a division of the physical memory into memory segments onto which 
partitions are allocated. 

Regarding the TASTE tool-chain, the impact of TSP support in the modelling tools is limited to the 
Deployment View editor and the Concurrency View editor. Impact of the support of TSP for the 
other components of the TASTE tool-chain, and in particular for code generation, is not addressed 
here. In particular, implementation of inter-partitions communication protocols will have to be 
studied in details. 

This realization is a first prototype that implements the design choices discussed in the technical 
note ERGO-TASTE-002. The goal of this prototype is to enable experimentations for a future 

complete support of TSP principles in the whole TASTE tool-chain. 

 PROTOTYPING TSP IN TASTE 

For the Concurrency View editor that is used for early verification of the timing properties of the 

TASTE models, there is no new functionality to add since the timing analysis and simulation of AADL 
models complying with the ARINC 653 Annex recommendations is already supported.  

Regarding the Deployment View editor, space partitioning can already be represented as multiple 
partitions can be created on one processor and TASTE functions defined in the Interface View Editor 
can be bound to these partitions. Nevertheless, space partitioning in TASTE is not complete since 
memory usage of the partition cannot be modelled. On the other hand, time partitioning is not 
present at all in the Deployment View Editor. 

The main simplifying assumptions that are taken for each node (ARINC 653 Module) is that it 
encompasses a single processing unit (no multi-core) and a single physical memory area. 
Implementation of space partitioning thus consists in defining an isolated memory segment for each 
partition. A memory segment is specified by its base address and size within the main memory. 

Since scheduling services are implicitly provided by the processor unit in AADL, time partitioning is 
defined at processor level. According to the ARINC 653 AADL Annex, higher level of scheduling is 
specified by a major frame duration property and an ordered list of slots. Each slot is defined by a 

partition id and a duration property. 

 USAGE OF TSP IN TASTE 

In the context of this document it will be assumed that the designer know how to model an 

application in the Interface View Editor of TASTE. A basic example is shown below. The Interface 
model is composed of four Functions, each of them implementing one or several Provided 
Interfaces.  
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Figure 10-1: TASTE Interface View 

To model the hardware part of the project, the first 
step is to load the library of pre-defined hardware 
components (see the figure on the right) 

Once the library is loaded the designer can instantiate 
Processors, Buses and Bus Drivers to create the 
Deployment View model. 

 

Figure 10-2: TASTE Deployment View 

In our example, the Deployment model consists in two Nodes communicating by a Bus. The first 
node runs the satellite platform software on a Leon Processor whereas the second node hosts the 

payload software on an Intel x86 processor. By default, a single partition is proposed for each 
Processor. 
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10.3.1. SPACE PARTITIONNING IN TASTE 

Additional partitions can be created inside a Processor (see the figure 

on the right).  

 

 

Once all the partitions 
have been created, the designer can bind the 
functions from the Interface model onto the partitions 
of the Deployment model (see the figure on the left). 

 

At this stage the Deployment model looks as follows: The platform node implements two partitions 
whereas the payload one is not partitioned. The two platform Functions of the Interface model have 
been allocated to the two isolated slots and the two payload Functions share the same partition. 

 

Figure 10-3: TASTE Deployment View (partitioning) 

To fulfil space partitioning it is still required to define the memory usage of each partition in the 
node main memory. This is done by editing the properties of the node, in the "Memory" tab (see 
the figure below). A list of all the partitions contained in the node processor is given, so that base 
address and size properties corresponding to each partition can be specified. 
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Figure 10-4: Memory Partitioning 

10.3.2. TIME PARTITIONNING IN TASTE 

Assuming the space partitioning is already done, the designer now needs to define inter and intra 
partition scheduling.  

Inter partition scheduling is defined at processor level by editing the processor properties in the 
"Slots" tab. At this step, the designer shall provide the major frame value and the time slots 
sequence. The time slots sequence is represented by a table in which each line represents a slot. 
Each slot being defined by the partition it is related to and its duration (see the figure below).  

 

Figure 10-5: Time Partitioning 

Within each partition, the designer shall define the scheduling policy being applied to schedule the 
threads and the criticality level of the corresponding software functions. This can be done by editing 

the properties of each partition.  
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Figure 10-6: Partition Properties 

10.3.3. TIMING ANALYSIS OF TASTE-TSP MODELS  

Within the TASTE modelling process, the Interface and Development models need to be merged 
and transformed into a proper Concurrency model to fully represent the actual real-time 
architecture of the system. This transformation is called the Vertical Transformation and converts 
AADL subset representations of Interface and Deployment models into a combined standard AADL 
compliant model. Although verification of static properties can be achieved at the Interface and 
Deployment level, most of the verification and production activities must be based on the 
Concurrency model. 

The Vertical Transformation is a separate component of the TASTE tool-chain and is not part of the 
TASTE editors. For the purpose of the TASTE-TSP prototype, a simplified implementation of this 
transformation has been embedded into the TASTE editors, so that Concurrency models can be 
produced autonomously and customized to support TSP constructs. 

Selecting the Concurrency View tab in the TASTE editors automatically activates the Vertical 
Transformation and gives access to the embedded timing analysis tools: Cheddar, an open-source 
scheduling analysis tool developed by the University of Brest, and Marzhin, an AADL run-time 

simulator developed by Ellidiss Technologies and Virtualys. 

Although the Concurrency model is automatically generated, it may 
be necessary to adjust real-time properties to obtain the desired 
timing behaviour. This can be done by clicking on the "Edit 
Properties" button on the taskbar (see the figure on the right) to 
open the real time properties spreadsheet (see the figure below). 

 

Figure 10-7: Real Time Partitioning Properties 

When accepted, changed properties will be taken into account by the timing analysis and simulation 
tools, but are saved separately from the original Concurrency model. 
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10.3.3.1. SCHEDULING ANALYSIS (CHEDDAR)  

The designer can invoke the theoretical schedulability tests 
implemented by Cheddar, by selecting the "Theoretical 
schedulability test" button in the Cheddar taskbar (see the figure 
on the right). 

The Cheddar pane is then updated as follows: 

 

Figure 10-8: TASTE Scheduling Analysis (1/2) 

 

In a similar way, the static simulation tests provided by Cheddar can be run by selecting the 
"Simulation schedulability test" button in the cheddar taskbar (see the figure on the right). 

 

 

 

 

 

 

The Cheddar pane now looks as follows: 

 

Figure 10-9: TASTE Scheduling Analysis (2/2) 

10.3.3.2. SIMULATION (MARZHIN) 

Both Cheddar and Marzhin provide a simulation of the Concurrency model. Cheddar computes a 
static simulation within the hyper period whereas Marzhin implements a mixed time/event based 
dynamic simulation. The result of the simulation is displayed below: 
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Figure 10-10: TASTE Simulation 

Threads execution state is displayed by a thin black line when inactive, by a thick black line when 

running, and an orange thick line when pre-empted by another thread. Partitions state is displayed 
by a thick green line when active and Processors state is displayed by a thick grey line when at 
least one Thread is running. 

 POSSIBLE IMPROVEMENTS 

This first prototype could be improved in particular in the following directions:  

 Add static verification rules in the Deployment View editor to check that the TSP attributes are 
consistent. These rules could be inspired from the ARINC 653 standard. 

 Ensure that the generated Concurrency model complies with the Ocarina code generation rules 
for TSP architectures, and update the TASTE editors consequently. 

 Verify that enough information is provided to support the inter-partition communication 

paradigms (i.e. queuing and sampling ports). 

 Enhance the Concurrency model by adding control flow information (i.e. how RIs are called by 
each PI), to get more realistic simulation traces. A solution could be the use of Message 
Sequence Charts from the Interface View editor to generate AADL Behaviour Annex subclauses 

for the corresponding Threads and Subprograms. 
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11.  ANNEX B: INSTANTIATING THE FRAMEWORK 

This section provides a preliminary guide on how to instantiate the ERGO framework for a different 
robot.   

 INTRODUCTION 

ERGO is a general purpose controller architecture and, as such, it can be instantiated for any space 
robotic system. 

The instantiation of ERGO is a process that involves a number of design and implementation tasks 
and design decisions. The overall process can be outlined as the following steps: 

1. Development of the Functional layer. 

2. Development of the Reactors that conform the agent. 

The following subsections describe the process. 

 DEVELOPMENT OF THE FUNCTIONAL LAYER 

The development of the functional layer for any robotic asset using ERGO’s framework must address 

the following points: 

 Identification of existing software assets and controllers that could be reused. Existing software 
modules must be adapted to TASTE. 

 In some areas, there may not be software modules readily available, but there are existing 
algorithms that can be wrapped within TASTE functions, or there can be procedures comprising 
low-level tasks which could be reused. 

 Identification of existing TASTE modules that can be used straight away. This is possible when 
a module addresses the control of a device that is present in the robotic platform to be 
controlled by the instance of ERGO under design. 

 After the identification of modules to be reused or to be designed from scratch or by reusing 
existing procedures or algorithms, the next task is to define the corresponding views in TASTE: 
interface view, deployment view, data view and concurrency view.  

 The constraints to be enforced at run time must be identified. These may come from mission 

requirements or from constraints on the robotic system. They are required to guarantee the 
safety of the mission. 

 The suitability of the processor budget must be assessed. It shall include an estimation of the 
required resources, mainly CPU and memory. 

 The interface with the executive layer must be made explicit, including the available provided 
and requested interfaces. This is not only a task of the analysis of the functional layer; the 
requirements for this will also come from the executive. 

 From the TASTE generated code, the provided interfaces will need to be implemented. 

 IMPLEMENTING REACTORS 

The second part of the instantiation will consist of the development of the reactors that conform 

the agent and to prepare the agent itself.  It is assumed that the already existing reactors in ERGO 
(in particular GCI, Command Dispatcher, and Mission Planner) will be highly reusable, but will need 

to be adapted according to the specific goals and observations that are to be exchanged among 
reactors. In the following, we will describe the process to add a new reactor.  

As described in Section 4, the hearth of ERGO is the agent or controller, based on T-REX. The 
controller follows the “Sense-Plan-Act” paradigm. [RD.31] Time is discretized, and it is responsibility 
of the controller or agent to control a set of coordinated control loops, also known as “reactors” 

to perform the execution. The controller follows an algorithm, that is described in [RD.31].  

To add a new reactor, the user of the system has perform the following activities: 

 Modify the configuration’s file for the agent. 

 Implement the main classes that perform the interface with the agent. 

 Add internal classes that its subsystem may use. 
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 Generate a library that contains the code for the reactor. 

The following sections describe this process. 

11.3.1. THE AGENT’S CONFIGURATION FILE 

An xml configuration’s file is used at startup by the agent to identify the reactors that are part of 
the system, and the interaction among them. Although this operation is the last step, we have 
decided to explain it in first place, because it helps the user to understand the architecture. The 
following figure shows an example of a configuration’s file for the agent: 

 

<Agent name=“PLANETARY" finalTick="10000" > 

<Plugin name="gci"/> 

<Plugin name="deliberative"/> 

<Plugin name="cmd"/> 

<Plugin name="vitre"/> 

<GciReactor name="GCI" latency="0" lookahead="1" log="1" tm="1" tmPeriod="4" level="E4"> 

<External name="MissionTimeline.mission_timeline" /> 

<External name="RobotBase.robot_base"/> 

<External name="Platine.platine"/> 

<External name="Camera.camera" /> 

<External name="Communication.communication" /> 

</GciReactor> 

<DeliberativeReactor name="plannerReactor" latency="20" lookahead="200" log="1" addr="localhost" port="4441"> 

<Internal name="MissionTimeline.mission_timeline" /> 

<External name="RobotBase.robot_base"/> 

<External name="Platine.platine"/> 

<External name="Camera.camera" /> 

<External name="Communication.communication" /> 

</DeliberativeReactor> 

<CmdReactor name="cmdDispatcher" latency="0" lookahead="1" log="1" addr="127.0.0.1" state="0"> 

<Internal name="RobotBase.robot_base"/> 

<Internal name="Platine.platine"/> 

<Internal name="Camera.camera" /> 

<Internal name="Communication.communication" /> 

</CmdReactor> 

 <VitreReactor name="switchView" latency="0" lookahead="0" log="0" port=“> 

<External name="RobotBase.robot_base" goals="0"/> 

<External name="Platine.platine" goals="0"/> 

<External name="Camera.camera" goals="0"/> 

<External name="Communication.communication" goals="0"/> 

</VitreReactor> 

Figure 11-1: Agent’s configuration file 

In Figure 11-1 we can see the layout of a configuration’s file. The firs part (indicated in green) 
describes the agent’s name and additional parameters for the agent, like the time that the agent 
will run (finalTick). Plugins are dynamic libraries that will be loaded at startup and each of them 

contains code for a specific reactor. Note that the granularity of a tick is an adjustable system 
parameter (for instance, it can be 0.1 seconds or 1 second) that will be defined during the detailed 
design phase. 

Each of the lines in red describe a different reactor. In this configuration, we have a GCI, a planner 
reactor, a command dispatcher and a viewer (switchView). The “Viewer” reactor is completely 
passive; it only has external timelines that it is subscribed to, in order to show its evolution over 
time. The “goals=0” indicates that this external timeline will not be used to post goals. 

Each reactor has its own latency and lookahead (i.e. deliberation horizon) that are parameters set 
in the configuration’s file. 
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In addition, each reactor has a set of external timelines and internal timelines. Internal timelines 
are those whose value is directly set by the reactor, meanwhile external timelines are those that 
are owned by other reactors. To set the value of a external timeline, we need to post a goal to the 
reactor that handles that timelines, using a specific function. 

As we can see in this configuration, reactors conform a hierarchy. Reactors at a higher level receive 
high-level goals, and they decompose these goals into sub-goals that are posted to lower-level 
reactors. At the top of the hierarchy we find the Ground Control Interface. For instance, when the 
Ground Control Interface receives a telecommand in E4, (for instance “perform experiment A at 
position X,Y” ) it posts this goal to the planner reactor, posting that goal to its mission timeline.   
that generates a plan. This plan includes lower level goals for the external timelines that are handled 

by the CmdDispatcher reactor, namely RobotBase (to go to the desired position) camera (to take 
an image), communication (to send the data to ground at a given time) etc… 

The final configuration of ERGO will include additional reactors (the Robotic arm mission planner, 
Guidance, as well as GODA) but this example is provided for the user to understand the system’s 
architecture.  

11.3.2. BASIC REACTOR’S CLASSES 

To develop a reactor, users must extend existing classes of the framework, and implement a set of 
existing methods of these classes, so that they perform their specific functionality. The main classes 
to be extended are: 

11.3.2.1. TIMELINES 

Timelines are the variables of the system. Internal timelines must be hanled by a Reactor by 
extending the timeline class. The ERGO system will provide a timeline class that has to be extended 
for each internal timeline used by a reactor. 

11.3.2.2. GOALS AND OBSERVATIONS 

Goals and observations classes are used to express the values desired for timelines and the 
actual value of the timeline, respectively. These are classes that are part of the framework and that 
the user can instantiate for its particular reactor.  

A goal is specified as a required value for a timeline for a given lapse of time. This is expressed 

as a “token”.  A token is a predicate with a given value for its arguments (for instance Goto(3,4)) 
with an associated start and end times (expressed as integer values). These start and end times 
are flexible, i.e. they are expressed as “intervals”. Reactors use the TREXToken class to post goals 
to other reactors. 

The ERGO framework will provide clases for goals and observations that are to be used to exchange 
information among the different reactors. 

The main difference between goals and observations is that, meanwhile goals flow for higher level 
reactors to lower-level reactors, observations flow from the lower to the upper level, and are “facts” 
(i.e. they represent actual status of a timeline, that cannot be modified): 

 Observations include information about the timeline associated, the predicate and its 
parameters.  They don’t have time for start/end  associated, since they refer to the instant in 
which they are generated. 

 Goals contain the same type of information that observations use (timeline associated, 

predicate and parameters), but also include information on the timing associated (the start and 

end times for the predicate, as flexible boundaries). 

11.3.2.3. REACTORS 

In ERGO, reactors are classes that extend a Reactor class to be provided by the ERGO framework. 
Developing a reactor implies extending this class and implementing a set of methods. These 
methods are called, at each tick, by the controller. Although additional threads can be generated 
for a specific reactor (in particular for deliberative reactors, that normally require some process), 
the methods that we will discuss in the following are passive, they are called by the agent at each 
tick. There is no need to use semaphores or mutual exclusion among them, since they will never 
be called concurrently. 
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The developed reactor will contain a vector with its external and internal timelines. Internal 
timelines are those whose value is directly set by the reactor, meanwhile external timelines are 
those that are owned by other reactors. To set the value of a external timeline, we need to post a 
goal to the reactor that handles that timelines, using a specific function . 

The following callbacks can be triggered during the life on a reactor, and are to be particularized 

for each reactor developed: 

 handleTickStart: Called from the agent in the main control loop, the implemented reactor 
shall chek that outgoing goals (i.e. values of timelines for other reactors) calculated during the 
curent tick are properly set with the right values,  and sent to other reactors. The 
implementation relies on the fact that the agent will filter properly the goals forwarding them 
according to the receiving’s reactor latencies.  

 handleRequest: Called from the agent to forward a goal to the receiver’s reactor, The 

incoming goals are converted into tokens and buffered into the reactor’s incoming goal queue. 
The implementation relies on the fact that the agent will forward only goals falling into the 
latency window of the reactor 

 notify: Called from the reactor to inform all other reactors of a change in one of its internal 
timelines. The incoming observations are converted into tokens and buffered into the reactor 
that receives the observation. The implementation relies on the fact that, if an observation 

come, it has a fix start time (current tick) and a [1,+INF] duration. 

 synchronize: The Goal of synchronization is to produce a consistent and complete view of 
agent state at the execution frontier. All reactors synchronize at the same rate: once per tick. 
Each reactor’s implementer is responsible of updating the values of its internal timelines with 
the observations received. The activity to be performed by the reactor is simply: 

 Ingest incoming observations (identify for new received observations on external timelines 
its value, and update them according to observations received) 

 Provide outgoing observations (via a notify() function) for all the internal timelines that 
have changed. 

 handleRecall(Goal goal). A previously sent goal is not needed anymore. The reactor will 
remove it (and all its side effects). 

 hasWork: this function returns a Boolean indicating whether the reactor has additional work 

to be performed. The result of this call is calculated during the synchronization of all reactors 
by the agent. It is specifically aimed to deliberative reactors. When there is more (deliberative) 

work to be done (there are goals that required further decomposition), the reactor’s 
implementation shall return a boolean indicating: 

• false, if the planner is done with deliberation; 

• true, if the planner still has to deliberate more, i.e. there are flaws to be solved, i.e. there 

are goals to be planned 

 resume(). This is implemented passing to the planner the information about what it has to 
work with (portions of the plan to be completed, goals that are not solved, etc…). For non-
deliberative reactors, this function must not be implemented, since hasWork() will return always 

false, and therefore there is no need to code it. 

11.3.3. LIBRARY GENERATION 

Each reactor is to be contained in a single library (plugin). The ERGO environment will provide 
examples on makefiles to build a template library for a reactor.  
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